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Preface

Natural language processing (NLP) applications rely on linguistic knowledge in
some form in order to automatically analyze text and speech data. This knowledge
may be covert, learned automatically from huge amounts of language data, and
often not even decipherable in humanly understandable terms. This is a strong
trend in modern NLP. However, it is increasingly acknowledged that the availability of explicitly expressed linguistic knowledge can increase the accuracy of NLP
systems, especially in cases where massive amounts of correctly annotated data are
unavailable, which is arguably true for all but a few languages.
Hence, formally structured lexical resources have an important role to play
as NLP application components. In this context, formally structured means that
all the linguistic knowledge in the resource is not only machine-readable, but also
machine-interpretable and machine-actionable. In the ideal case, for the convenience of the experts providing this knowledge, the formalism used for expressing
it will be close to some existing linguistic descriptive convention, but with added
checks and constraints ensuring its well-formedness for NLP purposes. It is fruitful
to think of such lexical resources as forming parts of an infrastructure for NLP, since
they will ideally be reusable and useful in many different NLP applications, serving
various needs, including scientific, societal, cultural, and commercial.
Språkbanken Text, a research and development unit at the University of
Gothenburg, Sweden, has a long history of developing digital lexical resources, in
the form of digitized paper dictionaries, in the form of lexical databases forming
the basis for several modern Swedish reference dictionaries, in the form of multilingual concept lists for research in language typology, genealogical linguistics and
contact linguistics, and finally in the form of lexical resources developed specifically
for NLP applications. Over almost half a century, many such lexical data sets have
been compiled and used by our unit for research and other purposes.
Drawing on the outcomes of this earlier work – both experiences gained and actual lexical resources with different coverage and content – and thanks to a number
of grants from many sources, in 2008 we were able to initiate a long-term initiative
entitled Swedish FrameNet++ (SweFN++), with the aim of building a versatile lexical infrastructure for Swedish NLP.
This volume is about our work – still ongoing – devoted to building this growing lexical macroresource. Our work has many facets, and we try to do them justice
https://doi.org/10.1075/nlp.14.pre
© 2021 John Benjamins Publishing Company
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by describing the SweFN++ initiative from the various points of view involved,
and reflected in the subtitle of this volume: harmonization, integration, method
development and natural language processing applications. In a broader perspective
this book aims to illustrate the increasing importance of language resources that
are rooted in linguistic theory, resources such as written corpora, lexicons, and
grammars as well as language models for solving problems of natural language
including meaning induction and disambiguation. Further the book touches on
both synchronic and diachronic aspects of language, across different domains, disciplines and languages.
The book consists of four parts. Part I contains two chapters. Chapter 1 is an
introduction to the SweFN++ project itself, describing the history and aims of the
project, as well as the current status of the work and future prospects. Chapter 2
provides a general characterization of Swedish FrameNet (SweFN), a new Swedish
lexical-semantic resource that is based on the frame semantics model devised by
Fillmore (1982).
The four chapters in Part II are concerned with harmonization and integration of
a number of freely available contemporary and historical Swedish lexical resources.
Chapter 3 presents Saldo, the primary lexical-semantic resource of SweFN++, and
how it was integrated with other Swedish lexical resources that had been developed
along the lines of well-known English ones such as Princeton WordNet (Miller
1998), and Roget’s Thesaurus (Roget 1852; Hüllen 2004). Chapter 4 describes the
diachronic dimension of SweFN++ and the many intricate theoretical and methodological issues involved in interlinking lexical resources covering 800 years of
historical textual sources (Borin & Forsberg 2011; Adesam et al. 2016). Chapter 5
demonstrates how Nordic and Baltic wordnets, framenets and other computational
lexical resources in different languages can be aligned through the Collaborative
Interlingual Index (Bond et al. 2016). Chapter 6 discusses a number of theoretical
and methodological questions arising in connection with extending SweFN++ with
massively multilingual word and concept lists used in broad typological and genealogical linguistic investigations, including lexicostatistical studies.
Part III offers three chapters focusing on method development and extensions
of language specific resources. Chapter 7 describes experiments with lexicon- and
corpus-based NLP methods developed with the aim of speeding up the construction of SweFN++. Chapter 8 provides a cross-linguistic comparison between the
English and Swedish framenets, it looks at semantic representations from various
perspectives. A large part of this chapter concerns a discussion on polysemy (Cruse
2000) and possible resolutions of cases of polysemy in SweFN. Chapter 9 disusses
the vexed question of multiword expressions in the context of SweFN++ and its
central resource Saldo, from both a linguistic and an NLP perspective.
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Finallly, Part IV shows how the lexical macroresource and its components are
exploited in computational applications. The three chapters contained in this part
are devoted to new approaches in several research areas. Chapter 10 presents the
first results on using SweFN for automatic semantic role labeling (Gildea & Jurafsky
2002), a well-known approach to predict semantic relationships between a word
and its semantic arguments within a sentence. Chapter 11 focuses on a computational framenet grammar resource for multilingual natural language generation
(Reiter & Dale 1997) using the English and Swedish framenets. Chapter 12 treats
SweFN++ and the Swedish Constructicon in the context of the teaching and learning of language proficiency (Milton 2009) and grammatical analysis in Swedish.
This book is targeted at everyone with an interest in lexicography, computational lexicography, lexical typology, lexical semantics, linguistics, computational
linguistics and related fields. We believe it should be of particular interest to those
who are or have been involved in language resource creation, development and
evaluation.
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Part I

Introduction and background

Chapter 1

Introduction
Swedish FrameNet++
Lars Borin1, Dana Dannélls1 and Karin Friberg Heppin2
1University

of Gothenburg / 2HeppiLing AB

The Swedish FrameNet++ was designed to be several things. As a digital artifact,
it is an integrated panchronic lexical macroresource, primarily for Swedish,
but including several other languages, intended as a basic infrastructural component in Swedish language technology research and for developing natural
language processing applications. As an activity, it is a long-term R&D initiative,
initially aimed at bringing about this macroresource, and now at maintaining
and extending it, at promoting its use in language technology research and application development, as well as ensuring that the results of this research and
development in their turn are incorporated in the macroresource. As a product
of research, it reflects both computational and linguistic approaches to lexicology,
lexical semantics, and lexical typology.



1.

Nomina si nescis perit cognitio rerum / ‘If you know not the names
of things, the knowledge of things themselves perishes’
Sir Edward Coke, ∼1628

The Swedish FrameNet++

Beginnings are exciting: The future is not set. The sky is the limit. In 2008, when we
started discussing and planning for what was to become the Swedish FrameNet++
(SweFN++), we had only a general idea of where we might be heading. Now, more
than a decade later, we are happy to say that many of our hopes and plans have been
realized even beyond expectation.
SweFN++ was designed to be more than one thing. As a digital artifact – a language resource – it is a comprehensive integrated panchronic lexical macroresource,
primarily for Swedish, but also including several other languages, to be used as a

https://doi.org/10.1075/nlp.14.01bor 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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basic infrastructural component in Swedish language technology1 (LT) research
and in the development of natural language processing (NLP) applications. As an
activity, it constitutes a long-term collective cumulative R&D initiative which was
initially aimed at bringing this macroresource into existence and whose main goals
now are to maintain, refine and extend it, and to promote its use as an infrastructural component in LT research and NLP application development, as well as to ensure that the results of this research and development in their turn are incorporated
in the macroresource. Finally, as a product of research, it reflects both computational
and linguistic approaches to lexicology, lexical semantics, and lexical typology.
2. Rationale and aims of SweFN++
The work described in this volume grew out of several serendipitously converging
developments.
2.1

From corpus-based lexicography to language technology R&D

Språkbanken Text, our R&D unit at the University of Gothenburg has a long history
of working with lexicographical data in a computational setting. It started out as
one of the first corpus linguistics units in the world, and the one million word Press
65 corpus of Swedish newstext was compiled in 1966 (Allén 1967), making it the
second modern corpus in the world, appearing only a few years after the Brown corpus (released in 1964: Francis & Kučera 1964), although much less known than the
pioneering English-language corpus initiatives of the 1960s and 1970s. The primary
purpose of compiling Press 65 was to support Swedish lexicography, putting it on
a more firm empirical basis. Since the mid-1960s, our group has produced several
large lexical databases and digital lexical resources, for various purposes and with
funding from many different sources. In the beginning – before the year 2004 – this
work could best be characterized as computer-supported lexicography, but at present all our work on lexical resources is fundamentally LT-oriented. Important in the
context of the work being described here, our group is an LT research unit whose
roots can be found in linguistics rather than in computer science, meaning that we
still have strong ties to, and attempt to ground our LT work in, linguistic research.

1. Or computational linguistics, or natural language processing; these terms are synonymous,
by and large (at least empirically speaking, if we look at the actual content of conference papers
and journal articles published in venues bearing these labels). These days, especially in public
discourse, the label AI is often used about what is at heart language technology.
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2.2

Extending the shelf life of lexical resources

Given the way research funding is organized, reinvention of the wheel is a frequent
occurrence when it comes to basic linguistic resources, since such funding will
typically cover resource development, but not resource upkeep beyond the project
period. In the best case, such resources will remain “lying around” in the digital
equivalent of individual researchers’ desk drawers: on the hard drive of their work
computer or in a private directory on a research group server.2 Over the years,
several such lexical resources have been built for Swedish, in some cases even more
than once. We explicitly wanted to break out of this vicious circle, and plan for
something that would last beyond a normal project funding period, and also to
include existing resources to the extent possible, ensuring a proper return on investment from the considerable efforts and public funds spent on their development.
However, because of the factors just mentioned, the existing lexical resources
tend to be heterogeneous as to their content and coding, having been developed
for different purposes by different groups with different backgrounds and assumptions, some by linguists, some by LT researchers – possibly with little linguistic
background or none at all – and yet others in crowdsourcing efforts. Thus one of
the main challenges facing SweFN++ at the outset was to ensure content interoperability not only among the lexical resources but also between the available tools
for text processing and lexical resources to be used by various pieces of software,
and to formulate strategies for dealing with the uneven distribution of some types
of information over the resources, due to their different sizes (e.g., syntactic valence
information being available for only a modest fraction of the totality of lexical items
present in the resources).
2.3

The increasing importance of the lexicon in language technology

The field of LT has become increasingly interested in lexical information, as evidenced i.a. by the emergence of dependency grammar as the syntactic formalism
of choice in LT, as well as efforts to create large lexical resources of various kinds
for many languages, but as usual mainly for English. Over time, LT research has become increasingly focused on building practical applications rather than addressing
linguistic research questions. In this connection it has been noted in the LT community that over the last two decades or so, LT research has become increasingly disassociated from the concerns of linguistics (Reiter 2007; Manning 2015). According
2. In recent years, technical advances have made physical resource sharing easier, with facilities
such as Github and Zenodo, but awareness of these avenues is uneven, especially among humanities researchers, and issues of interoperability and consistency remain (see below).
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to Wintner (2009: 642), there are mainly three reasons for this: (1) “applications
that were based on explicit linguistic knowledge didn’t scale up well”; (2) “[f]unding agencies (mainly in the U.S.) are motivated by short-term practical goals”;
and (3) “[linguistics] focused mainly on syntax (and predominantly on English):
and its theory became so obscure, so baroque, and so self-centered, that it became
virtually impenetrable to researchers from other disciplines”. The somewhat myopic
view of linguistics conveyed under the third point is understandable, given that
this was the kind of linguistics that informed much early research in LT, while the
field remained remarkably untouched by other, equally vigorous (but perhaps less
high-profile) strands of linguistic research, such as typological linguistics, language
contact research, sociolinguistics, or lexicology (including lexical semantics and
lexical typology), to mention a few that all have generated a substantial body of
work simultaneously with – sometimes even well before – the kind of linguistics
that Wintner refers to. This is slowly changing, with especially linguistic typology
being increasingly seen as relevant to LT (see, e.g. Bender 2011, 2016).3
Seen in a more positive light: since LT is at heart increasingly about doing practical things with language, this inevitably means that lexical matters are gaining in
importance. The lexicon is where phonology, grammar, semantics, and pragmatics
come together in language, and in some sense, language knowledge is vocabulary
knowledge, something which, e.g., second language acquisition researchers have
long been well aware of (Swartz 1992: 223, citing Richards 1985):
1. Native speakers continue to expand their vocabulary in adulthood,
whereas there is comparatively little development in their syntax.
2. Knowing a word means knowing the degree of probability of encountering
that word in speech or print. For many words we also know the sort of
words most likely to be associated with it.
3. Knowing a word implies knowing the limitations imposed on the use of
the word according to variations of function and situation.
4. Knowing a word means knowing the syntactic behavior associated with
the word.
5. Knowing a word entails knowledge of the underlying form of a word and
the derivations that can be made from it.
6. Knowing a word entails knowledge of the network of associations between
that word and other words in the language.
7. Knowing a word means knowing the semantic value of a word.
8. Knowing a word means knowing many of the different meanings associated with a word.
3. As evidenced i.a. by the establishment in 2020 of SIGTYP, Special Interest Group on language
typology of the Association for Computational Linguistics (see https://sigtyp.github.io).

Chapter 1. Introduction

Building a lexical macroresource for a language along the lines of SweFN++ simply means capturing as much of this knowledge as possible as formally structured
explicit information for as many vocabulary items as possible (“vocabulary items”
not being restricted to so-called content words, and also including multiword expressions). The glue keeping the macroresource together is (a formalization of) the
information mentioned under point 6 in the above quote, understood in the widest
sense. In addition, we also include the diachronic dimension, by incorporating
historical lexical resources and linking their entries – as etymons or translation
equivalents, depending on the nature of their historical correspondence – to the
corresponding modern lexical items.
2.4

A framenet for Swedish

Last but not least, we had long seen the desirability of having one particular such
lexical resource for Swedish, viz. a framenet, a linguistically well-motivated lexical-semantic resource (Fillmore 1982; Baker et al. 1998; Fillmore, Johnson, et al.
2003) which has started to see some use in LT applications. We had already taken
some steps in this direction, with the beginnings of a medical framenet for Swedish
(e.g. Borin et al. 2007). Working on such a resource would draw upon our lexicographic expertise and go well together with our track record of linguistics-informed
LT research.
2.5

Serendipitous funding and synergies

At the time when we started considering something like SweFN++, our university
allocated special funding to a handful of so-called “areas of strength” (or “centers
of excellence”), LT being one of these, which gave us an opportunity to start work
on a SweFN++ pilot project (see the next section).
As it turned out, SweFN++ was conceived at a good point in time, enabling it
to act as a catalyst for many new initiatives, as detailed below in Section 3.
3. The history of Swedish FrameNet++
The Centre for Language Technology – CLT – was a broad research collaboration – a
“center of excellence” – in language technology funded for six years by the University
of Gothenburg starting in mid-2009. In the planning for setting up CLT, which
started in 2008, the idea of SweFN++ was first conceived, and when CLT started
its activities, the initiative was set in motion, on a modest, proof-of-concept scale.
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It is a testimony to the central importance of lexical knowledge for both LT
and linguistics research that our group could naturally and synergistically include
work aiming at further development of SweFN++ as well-motivated elements of
a number of project proposals, both in projects initiated by us and as partners in
projects coordinated by other groups.
Here we wish to acknowledge our various sources of funding over the years
since SweFN++ was conceived. Table 1 shows projects which have contributed in
different ways to the growth of SweFN++ and simultaneously benefitted from it.
These projects have different scope and cover different disciplines. Several of the
projects are research infrastructure initiatives (Projects 1, 2, 5, 6, 11, 12, 15, 18 in
Table 1), aiming to build LT-based research tools for various disciplines which
utilize texts as primary research data. There are also some language technology
research projects (Projects 4, 8, 9, 13, 14, 19), and projects in linguistics with LT
support (Projects 3, 7, 10, 16, 17).
Table 1. Contributing projects (Legend: EC: European Commission; MAW: Marcus and
Amalia Wallenberg Foundation; RJ: Riksbankens Jubileumsfond; Vinnova: The Swedish
Innovation Agency; VR: Vetenskapsrådet [the Swedish Research Council])
Project name

Funder (project ID)

Duration

(1) Safeguarding the future of Språkbanken
(2) Centre for Language Technology
(3) KELLY
(4) MOLTO
(5) Swedish FrameNet++
(6) META-NORD
(7) Digital areal linguistics
(8) Towards a knowledge-based culturomics
(9) Reliable multilingual digital communication
(10) A Swedish constructicon
(11) LTLOD@SB
(12) Koala
(13) Distributional methods to represent the meaning
of frames and constructions
(14) MAÞiR
(15) Swe-Clarin
(16) South Asia as a linguistic area?
(17) Documentation of an endangered language: Kunashi
(18) The National Swedish Language Bank
(19) SuperLim

VR (2007–7430)
U. of Gothenburg
EC (505630)
EC (247914)
VR (2010–06013)
EC (270899)
VR (2009–01448)
VR (2012–05738)
VR (2012–05746)
RJ (P12-0076-1)
Vinnova (2013–04996)
RJ (In13-0320:1)
VR (2013–04944)

2008–2011
2009–2015
2009–2011
2010–2013
2011–2014
2011–2013
2010–2014
2013–2017
2013–2017
2013–2016
2013–2014
2014–2018
2014–2018

MAW (2012.0146)
VR (2013–02003)
VR (2014–00969)
VR (2014–00560)
VR (2017–00626)
Vinnova (2020–02523)

2014–2017
2014–2019
2015–2021
2015–2020
2018–2024
2020–2021
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The groundwork for SweFN++ was laid already in Project 1, where we started
addressing issues of standardization of both corpus and legacy lexicon data, necessary for taking the next step. The CLT funding already mentioned (Project 2)
allowed us to design, set up and carry out a SweFN++ pilot project and to plan for
a funding proposal for submission under one of the Swedish Research Council’s
research infrastructure funding schemes (“large databases”; Project 5 in Table 1).
The CLT funding also allowed us to reach out and present our plans to a wider audience. In particular, we had the opportunity to present our visions for SweFN++
at the FrameNet masterclass and workshop arranged in Milan in December 2009,
and in this connection to bring the originator of frame semantics and the Berkeley
FrameNet, the late Charles Fillmore, on board as consultant for the planned project
proposal, specifically our plans to develop a full-scale framenet for Swedish.
In the limited pilot study initiated in late 2009 with CLT funding, we conducted
small experiments on merging some of the existing lexical resources, in order to get
a rough estimate of how much manual work would be involved in merging all the
resources in their entirety. As part of the pilot study, we also conducted proof-ofconcept work on the SweFN component, focusing on domain-specific vocabulary,
in medicine (Kokkinakis & Toporowska Gronostaj 2010) and art (Dannélls 2010),
resulting in 60 Swedish frame descriptions covering over 3,000 lexical units.
The SweFN++ project itself (Project 5) provided us with the means of making
a concerted effort to realize SweFN++ as a project with three main objectives:
1. to link a number of existing free lexical resources – both in-house and external,
both modern and historical – into an integrated lexical macroresource;
2. to create a full-scale Swedish framenet with at least 50,000 lexical units, based
on the same principles as the English Berkeley FrameNet (BFN), to be developed in collaboration with the BFN team at ICSI Berkeley, and to be fully
integrated into the macroresource; and
3. to develop methodologies and workflows which make maximal use of LT tools
and large text corpora in order to minimize the human effort needed to build
SweFN++.
We envisioned the end product of this work as a panchronic lexical macroresource
for Swedish and other languages, to be used in developing sophisticated LT tools
for dealing with text material from all periods of the written Swedish language, i.e.,
from the Middle Ages onwards.
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4. Integration of existing resources
As a result of many years work on Swedish linguistic resources and Swedish lexicography, we had at our disposal a number of freely available lexical resources
with various degrees of coverage, and in various formats. The “plus-plus” aspect
of SweFN++ consists in providing these resources with a common standardized
format and working out principles for cross-linking them, as well as methods for
adding missing information in the process (cf. Green et al. 2004).
Table 2 lists available pre-existing lexical resources that have been considered
for inclusion in SweFN++. The details of the modern existing resources integrated
into SweFN++ – in particular the central resource Saldo – and the integration work
are presented and discussed in Chapter 3 of the present volume. The diachronic
resources are described in Chapter 4, and the multilingual components of SweFN++
are discussed in Chapters 5 and 6.
Table 2. Pre-existing lexical resources considered for inclusion in SweFN++
(Legend: T/E: Type of resource/kind of entries; M/: Modern monolingual; H/: Historical/
diachronic monolingual; P/: Multilingual; /S: Sense/content(/concept); /L: Lexeme/form;
/U: Undetermined)
Resource name

T/E

# entries

Note

Saldo
SIMPLE
PAROLE
Gothenburg Lexical Database
The People’s Synonym Dictionary
Swedish WordNet
IDS/LWT
Lexin/Svenska ord
Core WordNet
LSI comparative vocabulary
Swedish Wiktionary
Bring’s thesaurus
Dalin’s dictionary
Södervall+supp.
Schlyter
Swedberg

M/S
M/S
M/L
M/S
M/U
M/S
P/S
P/L
P/S
P/S
P/L
H/S
H/L
H/L
H/L
H/L

76,750
  8,500
29,000
61,000
40,000
26,000
  1,400
21,000
  5,000
   168
  5,000
149,000
63,000
40,000
10,000
19,500

v. 1 (2008)
–
syntactic valency
–
synonym pairs
license issues
core vocabulary
–
–
core vocabulary
–
Swedish Roget
mid-19th c.
Old Swedish
Old Swedish
17th c. Swedish
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5. A new resource: Swedish FrameNet
As its name indicates, the centerpiece of the SweFN++ initiative – and even more so
of the infrastructure project of the same name (Project 5 in Table 1) is the Swedish
FrameNet (SweFN) itself. The idea of building a framenet for Swedish had been
around for some time in our unit, and we had already taken some steps in this direction, by compiling an embryonic medical framenet for Swedish (Borin et al. 2007).
There had also been work in this direction elsewhere, notably at Lund University
(Johansson & Nugues 2005, 2006), from whose experiences we could learn.
Since the aim of the whole SweFN++ endeavor was to build lexical resources
suitable for inclusion in NLP applications, we had to aim for a large-vocabulary
framenet. Hence, one of the stated goals of SweFN++ was to produce a Swedish
framenet with at least 50,000 lexical units. We are almost there: At the end of
the project, SweFN contained close to 38,000 lexical units, and this number has
since grown to over 39,000, making the Swedish FrameNet the largest in the world
in terms of lexical coverage. Several chapters in the present volume describe the
background to and construction of SweFN: Chapter 2 provides a general overview
of SweFN. In Chapter 8, linguistically motivated significant differences between
BFN and SweFN are described and discussed, and Chapter 7 describes a series
of experiments with NLP methods for streamlining the process of adding lexical
units to SweFN.
6. Theoretical and methodological considerations
In our work on SweFN++, we have focused on three theoretical and methodological
problem complexes:
1. interlinking of lexical resources and conceptual, methodological, and datamodeling issues raised in this context;
2. LT support for interlinking and extending lexical resources; and
3. the relationship between (traditional Swedish) lexicography on the one hand,
and descriptive linguistics, lexical semantics and lexical typology on the other.
6.1

Interlinking of lexical resources

After careful consideration, SweFN++ was designed to be a topological hub-andspokes – or star – structure. There is one primary lexical resource, a pivot, to which
all other resources are linked. This is Saldo (Borin et al. 2008; Borin, Forsberg &
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Lönngren 2013), a large (∼150K entries and ∼2M word forms) lexical-semantic and
morphological lexicon for modern Swedish. See Chapter 3 in this volume.
Saldo was selected as the pivot partly because of its size and quality, but also
because its design ensures the cohesion and integrity of SweFN++ by the use of
so-called persistent identifiers (PIDs) as the interlinking mechanism, i.e., SweFN++
is a distributed network similar to the internet, with PIDs corresponding to URLs. A
PID is a unique label, which is guaranteed to always identify the same entity (a word
sense or a lexical form), which makes it a pointer – an address – in computer-science
terminology. Ideally, there is only one PID per unique entity, i.e. the same object
should not (appear to) reside at multiple addresses; synonymy should not be allowed among PIDs.
In practice, our work frequently focuses on individual component resources
which will stay integrated – form parts of the whole – by virtue of the PIDs being
used as points of reference in their entries, but need not be stored as components
of the same physical structure. This means that – again similar to the internet –
SweFN++ is constantly growing in the number of lexical items covered and evolving
in terms of information content. It also means that virtual lexical resources can
easily be created from subsets of SweFN++, defined only as collections of PIDs
with associated linguistic information, which can then be merged with that of other
component resources through the network structure formed by the PIDs.
In this connection we should note that SweFN++ is both similar and complementary to linked open data initiatives. The main focus of the latter invariably
tends to be on formats and formal mechanisms for interlinking information, and –
despite their name – their designers rarely delve into deeper domain-specific ontological questions. Formalisms such as RDF (Resource Description Framework;
Brickley & Guha 2004) and OWL (Web Ontology Language; Bechhofer et al.
2004) provide a language for rendering formally structured information, but in
themselves enforce only very low-level aspects of structure. For most interesting
aspects of language this becomes a bit like describing biochemistry in terms of
elementary particles: possible, but not the most suitable level of representation.
Infinitely more interesting and theoretically and methodologically challenging is
the question of exactly which are the basic lexical entities to be interlinked by the
PIDs (see Section 6.3.1).
However, we would like to emphasize again that nothing in SweFN++ is in
conflict with this; in fact, one of the project acronyms listed in Table 1 (Project 11:
LTLOD@SB) is spelled out Language Technology Linked Open Data at Språkbanken.
Relevant in this connection, the PIDs used in SweFN++ are deliberately designed
to be valid XML names, in order to facilitate their use in a Semantic Web context.
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6.2

Method matters

6.2.1 Zipf to the rescue
In designing LT resources and applications, we cannot ignore Zipf ’s law (Zipf 1949),
a so-called power law which rears its head in all kinds of contexts where large volumes of linguistic data are to be processed and described exhaustively (Piantadosi
2014). Very abstractly, Zipf ’s law says that there will be a few classes (e.g., corpus
word types) with a large number of members and many classes with only one
member (hapax legomena in a corpus), and everything in between. Distributions
of linguistic phenomena are “heavy-tailed” (Jäger 2012); they typically display a
“large number of rare events” (Baayen 2001). If we plot rank against frequency in
a log-log coordinate system, with a perfect Zipfian distribution the points should
form a downward-sloping straight line. Figure 1 shows the number of senses per
base form in Princeton WordNet 3.0 (PWN; Fellbaum 1998b) and the SweFN++
pivot lexicon Saldo (v. 3.0), together with a best-fit Zipfian distribution line. Even
though the most polysemous base form in PWN has an order of magnitude more
senses than the most polysemous base form in Saldo, the distributions are very
similar and approximately Zipfian (Moon 2000; Borin 2010).
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Figure 1. Senses per base form in PWN 3.0 (left) and Saldo 3.0 (right)

Thus, the vast majority of the lemmas are monosemous – close to 88% in Saldo –
reducing the sense mapping problem to the much simpler problem of pairing up
forms between lexical resources. Doing this typically has the effect that the ambiguity of a resource becomes explicit: the bulk of the resources associate lexical
information to part-of-speech-tagged base forms, information not always valid for
all senses of that base form. This is natural since most of the resources have initially
been created for human consumption, and a human can usually deal with this kind
of underspecification without problem. Some of these ambiguities can be resolved
automatically – especially if information from several resources is combined – but
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in the end, manual work is required for complete disambiguation, not least because
we have no guarantee that Saldo is complete; another resource might present a word
sense for a particular lemma which may simply be missing from Saldo.
6.2.2 Towards a general lexical infrastructure: Karp
Thanks to the various interlinked projects of the SweFN++ initiative, Språkbanken
Text has had the opportunity to develop a generalized lexical infrastructure, referred to as Karp (Borin, Forsberg, Olsson & Uppström 2012; Borin, Forsberg,
Olsson, Olsson, et al. 2013). The heart of the lexical infrastructure is the large
network of interconnected lexicons making up SweFN++, all encoded in the LMF
format (Lexical Markup Framework; see Francopoulo 2013; ISO 2019).
Even though our digital lexical resources are primarily intended for use in LT
applications, they are still very much lexicographical entities. Thus, from a linguistic
point of view, the work on individual resources as well as on their integration is at
heart a genuinely lexicographical activity, to boot one with considerable potential
to make significant theoretical contributions to lexicology, lexical semantics and
lexical typology because of the large-scale empirical nature of our endeavor and the
diversity of the lexical resources involved. In general, working with large amounts
of data as we do requires good tools for interacting with the data, for abstracting,
ordering, searching and visualizing the data itself, for inferring and presenting
relations among data items, and for editing the data. The Karp component of our
lexical infrastructure has been designed with these aims in mind.
An important feature of the lexical infrastructure is that we maintain a strong
bidirectional connection to our corpus infrastructure Korp (Borin, Forsberg &
Roxendal 2012). Korp offers additional possibilities to examine lexical entries in
corpora, by, for example, exploring the semantic realizations of the lexical entry
with Korp’s “word picture” visualization tool, and studying the occurrences of the
entry over time with the help of trend graphs (Ahlberg et al. 2013).
Karp has a backend and a frontend side. While the backend side gathers and
organizes modern and historical lexicons, interconnected in a large network, the
frontend side allows for search, visualization and editing possibilities. The initial
idea behind the backend side was to connect all lexical resources through one
diachronic pivot resource, so called Diapivot, with links between the modern and
the historical morphologies. For the reasons mentioned in Section 6.1, Saldo was
selected as the diapivot, as illustrated in Figure 2.
Over time, however, when more lexical resources have been added to the macroresource, we came to realize that not all of the resources could be connected
directly through Saldo PIDs, due among other things to different sense divisions
in different lexicons (see Chapter 3) and semantic change reflected in historical
vocabulary (see Chapter 4). This aspect tends to become exacerbated when more
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Dalin

Blingbring

Constructicon

Lexin

Loanword Typology

Schlyter

Swedberg

Diapivot

Parole+

Söderwall

Simple+

SweFN

Swesaurus

Saldo

Figure 2. Lexical resources linked via Saldo in Karp

languages are added to the mix, of course (see Chapters 5 and 6). To promote and
facilitate the connection between all lexical resources, we have developed different
solutions to partially connect lexical entries to the pivot resource Saldo, depending
on the resource in question.
Today, Karp features close to 30 modern and historical lexical resources, some
have been developed and edited at Språkbanken Text, some have been created manually from scratch outside of Språkbanken Text, and some have been created automatically using various LT methods. All are accessible through Karp’s search interface.
Table 3. Grouping of modern and historical lexical resources in Karp’s search interface
(“morph.” = morphology; “supp” = supplement)
Modern

19th century

18th century

Old Swedish

Saldo
Saldo morph.
Saldo examples
SweFN
Constructicon
Swesaurus
Parole+
Simple+
LWT
Lexin
Kelly
Academic wordlist
WordNet-Saldo

Dalin
Dalin morph.
Dalin base

Swedberg
Swedberg morph.

Morph.
Södervall morph.
Södervall supp.
Schlyter

In Karp’s standard lexicon selection interface, modern and historical lexical resources are grouped into four broad categories: Modern, 19th century, 18th century,
and Old Swedish; see Table 3 (and also Table 2). This division reflects the time
periods corresponding to recognized stages in the history of the Swedish language,
and was based on an initial smaller set of lexicons that we had access to when the
interface was developed (Borin, Forsberg, Olsson, et al. 2013). See Chapter 4 in
this volume.
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Through Karp’s interface a user can perform simple or extended search, alternatively edit a particular resource in the editing environment. Currently, editing
is available for about half of the lexical resources, including SweFN and Swedish
Constructicon. A query in the search interface can be formulated to search for either a word form, a lemgram (a form unit), or perform full text search in the textual
parts of the lexical resources, such as examples and definitions. Once the lexicons
are selected and the search query is defined, the interface renders all information
associated with the searched entry. The user can further explore this information
by navigating in both the Karp and Korp interfaces.
6.3

Linguistic issues

6.3.1 Lexicography and (comparative) linguistics
Traditional lexicography is de facto more often better characterized as a kind of language planning than a kind of linguistics. This means that it tends to the prescriptive, with an accompanying lack of discussion of fundamental issues such as what
should constitute the basic lexical items and why, i.e. the vexed question of how
to define words in linguistics (e.g. Aikhenvald & Dixon 2002; Haspelmath 2011b).
Lexicography is also typically monolingual or at most contrastive, and tends not to
be informed by large-scale comparative linguistic endeavors such as lexical typology (e.g. Goddard 2001; Koptjevskaja-Tamm et al. 2007; Koptjevskaja-Tamm 2012).
We saw the SweFN++ initiative as a golden opportunity to readdress such fundamental linguistic and typological questions on the empirical basis of large lexical
resources and in a context less influenced by traditional (Swedish) lexicographic
baggage.
6.3.2 Compounds in Swedish FrameNet
In the course of the work on the Swedish FrameNet component of SweFN++, it has
become obvious that compounds deserve special attention. According to Swedish
orthography compounds are written as one word, as opposed to English, where they
can be treated as multiword expressions, and each member being given a separate
description in a resource such as BFN, a solution which does not transfer to the
Swedish case. Compounds can be produced on the fly,4 express a number of implicit
semantic relations which need to be made explicit for LT use, and their components
need to have Saldo sense identifiers. Furthermore, an explicit semantic annotation
of compounds is required for specification of the alternations in semantic and
4. Examples are legion, e.g., the following headline found in the Swedish daily Expressen
on 27th January, 2021 (nonce compounds in boldface): Kamelman misstänks för motorsågs
hot på bar ‘Camel man suspected of chainsaw threat in bar’ https://www.expressen.se/gt/
kamelman-misstanks-for-motorsagshot-pa-bar/.
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syntactic valency patterns evoked by compound target lexical units, e.g. Läkaren
undersökte barnet ‘the doctor examined the child’ versus Barnet läkarundersöktes lit.
‘the child was doctor-examined’. Chapter 8 in this volume describes the treatment
of compounds in SweFN.
6.3.3 Multiword expressions
Multiword expressions (MWEs) have attracted considerable interest in the LT community and are also interesting from a purely linguistic point of view, in more ways
than one.
Hence, one aim of the SweFN++ initiative has been to provide a principled
treatment of Swedish MWEs in the resulting resource. The methodological implications of this are in fact far-reaching. If we are to be able to use LT tools for
automatic and computer-assisted acquisition of frames and frame elements, these
tools must be able to find and propose MWE candidates in texts. This will involve
the entire processing chain from raw text to syntactically and semantically annotated sentences. That is, it will involve the processing stages of tokenization, part of
speech tagging, morphological analysis/lemmatization, word sense assignment, and
syntactic analysis. Even if we have made little headway on solving these practical
problems in the SweFN++ project, we have made some advances towards clarifying
a number of intricate conceptual and theoretical issues connected with recognizing
MWEs as a cross-linguistic phenomenon, which in our view by necessity attain
primacy over the practical problems. See Chapter 9 in this volume.
MWEs can be completely fixed; in Swedish this typically holds for MWE adverbs and prepositions. They can also contain fixed lexical items which inflect according to the normal morphological patterns of the language; this is true about
many open-class MWEs in Swedish (MWE nouns, verbs and adjectives), and/or
be discontinuous, where the “holes” contain other phrasal or clausal material (in
Swedish, particle/phrasal verbs behave like this, and there are also a few discontinuous functional items). However, we also regularly encounter MWEs where some
parts are fixed, but which contain slots where lexical items conforming to certain
constraints (POS, inflectional form, semantic type, etc.) can be inserted. As opposed
to the other types of MWEs mentioned, these structures are not easily accomodated
within conventional lexical resources. The study of such semi-productive, partially
schematic MWEs falls squarely within the remit of construction grammar, and one
of the contributing SweFN++ projects had as its main goal to define, design and
build a Swedish constructicon (Project 10 in Table 3, piggybacking onto the Swedish
FrameNet and the computational infrastructure already in place within SweFN++,
in particular the resource editing environment offered by Karp. See, e.g., Lyngfelt
et al. (2012); Forsberg et al. (2014), but also branching out and connecting to constructicon efforts for other languages (Lyngfelt, Borin, et al. 2018; Torrent, Borin,
et al. 2018).
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6.4

Computational vs. general linguistics

SweFN++ differs from the English BFN in one crucial aspect: It was from the outset
planned as an LT resource, which has had implications for how it was created and
how it is maintained. The strict requirement in a computational setting that all information be expressed explicitly and unambiguously naturally leads to considering
how it should be expressed, with the invocation of principles such as parsimony
(Occam’s razor), esthetics, computational tractability, and cognitive plausibility.
For example, to be able to use the information about frame elements there is no
room for human intuition, everything must be consistently formalized. One of the
main questions in this context is how to find a good balance between computational methods and manual work. Computational methods always produce errors
for non-trivial linguistic descriptions but are completely consistent. Linguists are
able to deal with the irregular and more difficult linguistic description problems,
but humans are not as good as computers at being completely consistent, and also
much more expensive than computer processing. Thus, the focus is on developing a
workflow where automatic processing is used to produce, group and rank data and
corpus examples for manual inspection. A part of the task is to exactly define what
is meant by a relevant data item or a good corpus example (Kilgarriff et al. 2008).
As mentioned above, LT is increasingly geared towards concrete practical applications; the proof is in the pudding, as it were. It was an objective of the SweFN++
project to also build some NLP applications, at least as proofs of concept, and in
this volume, Chapters 10, 11 and 12 describe such applications. In addition, in
collaboration with an historian we built a semantic search prototype as a digital humanities proof of concept application, utilizing the diachronic linkage in SweFN++
in order to project modern lexical-semantic relations onto Late Modern Swedish
vocabulary and visualize the semantic word groupings emerging from 19th-century
fiction texts (Borin et al. 2011).
7.

Similar initiatives

It has frequently been noted that when the time is ripe and the circumstances are
right for a particular idea, it will appear in several places simultaneously. Around
the same time that our work on SweFN++ has been ongoing, combined large-scale
resources similar to our macroresource have been suggested and built by several
groups.
As we have tried to convey in this chapter, the salient defining characteristics
of SweFN++ are the following.
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1. It was built primarily as an LT resource, but it has been essential to us throughout that it should not lose its connections to linguistics (i.e., it should be usable,
e.g. as the basis for linguistic vocabulary studies).
2. From the previous point follows that it should reflect the full vocabulary of the
language, with no systematic exceptions (e.g., excluding some parts of speech,
some kinds of multiword expressions, etc.).
3. Its composition is eclectic as regards the kinds of linguistic information included, due to the heterogeneous character of its component resources.
4. It has been built and extended using a mix of automatic LT methods and manual curation.
5. It is multilingual (also in the sense of being diachronic), although its point of
departure is monolingual, and hence:
6. the standard of comparison used for interlinking its component resources are (Present-day) Swedish word senses, not some kind of putative
language-independent semantic entities, such as concepts or synsets.
In the following sections we compare SweFN++ with some similar efforts. Table 4
gives an overview of these comparisons. All the compared resources are multilingual to varying degrees, so this characteristic is not listed in Table 4. Most of the
listed resources are interlinked on the concept level, exceptions being – in addition
to SweFN++, as just mentioned – the Etymological WordNet, which juxtaposes
etymologically related lemmas, and MTRoget and Multilingual FrameNet, where
the aligned units are larger: semantic fields or scenario-like entities.
Table 4. SweFN++ compared to similar initiatives (“LT” = language technology;
“L” = linguistics [as target discipline])

SweFN++
EuroWordNet
Global WordNet
Multilingual FrameNet
UWN/MENTA
MTRoget
Etymological WordNet
IDS+LWT
Concepticon
BabelNet

LT/ L

Full vocabulary

Eclectic
information

Automatic/
manual

LT/L
L/LT
L(/LT)
L(/LT)
LT(/L)
LT
L
L
L
LT

Y
N
N
(Y)
N
(Y)
Y
Y
Y
N

Y
N
N
N
Y
N
N
N
N
Y

M+A
M
M
M
A
A
A
M
M+A
A
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As far as we are aware, SweFN++ is still unique among such initiatives in its scope,
viz. the ambition to integrate lexical resources eclectically (with heterogeneous
information) using partly automatic methods, to take the whole vocabulary into
account, and to stay neutral on the issue of “universal concepts” (cf. Wilks 2009
and also Chapter 6).
In the following sections, we present more detailed descriptions of the resources
listed in Table 4 and compare them to SweFN++.
7.1

Multilingual wordnets

The most common goal of such lexical network endeavors is to create multilingual
versions of a particular monolingual lexical resource, basically replicating the information contained in this resource for other languages. This is true of EuroWordNet,
Global WordNet, and Universal WordNet, which all “clone” PWN (or replicate
the PWN structure) in other languages. There have been other wordnet-linking
efforts as well (e.g., the Nordic and Baltic wordnets described in Chapter 5), and
these three have been chosen as illustrative: EuroWordNet (Vossen 1998a) was the
first such undertaking, the Global WordNet (Fellbaum & Vossen 2012) is the most
extensive multilingual wordnet-linking initiative to date, and Universal WordNet5
(UWN; de Melo & Weikum 2012b) has been created using a completely automated
method (see de Melo & Weikum 2012a), whereas other multilingual wordnets as a
rule have been manually aligned.
In terms of the other characteristics listed above, these multilingual wordnets combine homogeneous resources – resources of one particular kind – interlinking them using concepts (called “synsets” in the literature on wordnets).
Wordnets conform to a descriptive tradition strongly committed to the notion of
language-independent concepts, which consequently are posited as the mechanism
of choice for interlinking wordnets in different languages. In the most recent work
on Global WordNet, this concept set is connected to related work on ontologies conducted in the context of the so-called Semantic Web, inspired by logical semantics
and philosophy of language (Huang et al. 2010; Fellbaum & Vossen 2012). UWN
forms an exception here. With its MENTA component of proper nouns – named
entities – from Wikipedia and their accompanying encyclopedic information, the
resulting resource moves beyond a pure wordnet and becomes a heterogeneous
resource in our terms. The linking across the 200-plus languages represented in
UWN has been done on the level of word senses rather than synsets, not surprising
with an automatic process.
5. http://wordnets.org/
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Like all wordnets, these resources are restricted to four parts of speech: nouns
(including proper nouns), verbs, adjectives, and adverbs (although cardinal numerals are classified as nouns and ordinals as adjectives).
SweFN++ contains WordNet-like and WordNet-inspired components, and synsets can sometimes be derived from the information present in SweFN++ (word
senses and lexical-semantic relations among the word senses), but they do not
constitute primitive entities in our resource (see Chapters 3 and 5).
7.2

MTRoget and multilingual FrameNet

An initiative which does not take PWN as its point of departure, but rather Roget’s
Thesaurus (Roget 1852), is the MTRoget project (de Melo & Weikum 2008; Borin,
Allwood & de Melo 2014).6 Similarly to the case of UWN described in the preceding section, MTRoget has been automatically translated on the lemma level, guided
by the location of the source lemma in the hierarchical semantic field-like structure
of Roget’s thesaurus.
The Multilingual FrameNet is an initiative which has started and gained momentum as a result of SweFN++ and the associated international collaboration
primarily with the BFN group at Berkeley and the FrameNet Brasil group at Juiz de
Fora. This collaboration has among other things led to the organization of a series
of international FrameNet workshops, one of which – the third in the series – was
devoted to multilingual framenets and constructicons (Torrent, Borin & Baker
2018). The Multilingual FrameNet is a predominantly linguistic initiative, and the
work invested in it is almost completely manual.7
FrameNet and Roget’s thesaurus show an interesting (emergent) similarity as to
their structure. It turns out that the notion of grouping thematically related words
into conceptual classes à la Roget gives surprisingly similar results to the sets of
lexical units resulting from organizing them into the “scenarios” constituting the
frames of a framenet. For example, the BFN frame Medical_conditions (which
in SweFN corresponds to a modified frame with some additional peripheral frame
elements, Medical_disorders) broadly concerns the same vocabulary as the
Roget conceptual class Disease (with its Swedish counterpart in the Bring class
ohälsa). This implies that the automated methods considered for adding words
to the Swedish Bring thesaurus (see Chapter 3) could also be deployed to enrich
SweFN frames with additional lexical units.

6. http://gerard.demelo.org/mtroget/
7. https://framenet.icsi.berkeley.edu/fndrupal/node/5549
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FrameNet does not explicitly exclude closed-class lexical units, although the
nature of the semantic relations captured by frames may make their use unlikely.
However, for instance among the lexical units evoking the frame Locative_relation we find many prepositions. Roget’s thesaurus contains mostly open-class
content words and multiword expressions, but, again, closed-class items are not
completely excluded. Purely functional items (e.g., subjunctions) do not appear in
these resources, while they are first-class citizens in SweFN++, just like in ordinary
dictionaries for human consumption.
7.3

Etymological wordnet, IDS/LWT and the concepticon

Despite its name, and despite being an offshoot of the UWN/MENTA project, the
Etymological WordNet does not belong among the resources just mentioned (de
Melo 2014).8 It is a network of lemmas – not concepts/synsets or word senses – in
different languages, organized by information mined from the etymology section of
Wiktionary entries and refined using automatic methods. It could be said to provide
a bridge of sorts to another set of interlinked multilingual lexical resources, with a
long history in linguistics, to which we now turn.
A somewhat parallel but completely independent initiative which was launched
well after we started our work on SweFN++ is the Concepticon9 (List et al. 2016).
The Concepticon traces its origins to the classical so-called Swadesh lists used in
linguistics since the 1950s (Swadesh 1950, 1952, 1955), their reduced modern versions as developed, e.g., in the Automated Similarity Judgement Program initiative
(Holman et al. 2008), the Intercontinental Dictionary Series (IDS; see Chapter 6
and Borin, Comrie & Saxena 2013), the extended version of the IDS used in the
Loanword Typology project (Haspelmath & Tadmor 2009), and a number of other
word lists used in comparative linguistics, in lexical typology and in psycholinguistics (the last-mentioned are often referred to as norms in the literature). The
Concepticon includes mainly manually interlinked vocabularies, and its linkages
are made in terms of about 4,000 (language-independent) concepts (referred to as
“concept sets” by List et al. 2016).
Although similar in some respects to SweFN++, the focus and aims of the
Concepticon project are markedly different, and we could say that SweFN++ includes the equivalent of a concepticon (primarily by including a full IDS/LWT list
for Swedish with Saldo word-sense identifiers), but it also contains much more.

8. http://etym.org/
9. https://concepticon.clld.org
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7.4

BabelNet

BabelNet (Navigli & Ponzetto 2012) is a massively multilingual effort that was
initiated at about the same time as SweFN++. Even if there are some points of
correspondence between the two initiatives, ultimately they are very different. The
points of departure and conception of BabelNet are quite different from those of
SweFN++. Basically, BabelNet comes across as a larger version of UWN/MENTA
described above. Thus, it is interlinked by concepts and accomodates the same
four parts of speech as the multilingual wordnets described above, and in addition
provides a massive amount of proper nouns mined from Wikipedia, together with
the accompanying encyclopedic information.
BabelNet is not a complete lexical resource in the sense that SweFN++ is, or
even in the sense that WordNet is (see below). We have mentioned above that even
if SweFN++ was conceived with LT applications in mind, it comes out of a background in linguistic lexicography, lexical semantics and lexical typology, and its
development continues to be informed by the concerns and goals characteristic of
these fields of study. SweFN++ focuses on one language – Swedish – even though
it has a strong multilingual aspect as well, and even in the case of Swedish, all diachronic stages of the language are included (see Chapter 4), which also arguably
constitutes a kind of multilingualism, since texts in older forms of the language are
not readily understood by modern readers.
BabelNet is more like a terminology or an encyclopedia than a lexicon. As
linguists, we require from a proper general lexicon to provide, i.a., information
on the linguistic properties of words of all parts of speech. In the case of a lexical
resource which explicitly includes only some parts of speech – e.g. open-class words
as in the case of WordNet – we would still expect the composition of the lexicon to
mirror the proportions of the included parts of speech in the language. BabelNet
does not do this. Rather, for all intents and purposes it is a list of (common and
proper) nouns in very many languages. It does contain entries from the other three
parts of speech found in a wordnet, but their proportions are very off compared
to the nouns.
By way of illustration of this, let us say that we would like to take advantage of
the massively multilingual nature of BabelNet and the presence in it of both verb
and noun entries, to investigate a typologically relevant feature such as verb-tonoun ratio (VNR) for many languages. This is something which varies considerably
among languages and which seems to correlate with other typological variables (see
Chapter 9). If we attempt this, we will discover the following.
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The BabelNet statistics tables available online10 provide information allowing
us to calculate the VNR for all the languages included in the resource.11 The average
VNR emerging from this calculation is 0.0005, much below what has been attested
for any language (Polinsky & Magyar 2020), and the median VNR is below 0.0001.
Even the maximum values – 0.0169 for Malay (zsm), with its variety Indonesian
(ind) as a close second at 0.014 – are far below the most verb-poor languages in
Polinsky & Magyar (2020), viz. Persian (far) and Japanese (jpn), tied at 0.04 in their
investigation, while Indonesian ends up somewhere in the middle in their survey,
at 0.48. For those languages discussed by Polinsky & Magyar (2020) which are also
represented in BabelNet (26 languages), the correlation between verb-to-noun ratios as provided by the two sources is very close to zero.12
Let us compare BabelNet and SweFN++ – specifically its pivot resource Saldo –
wrt the proportions of the various parts of speech in the resources. For a fair comparison of SweFN++ and BabelNet it is important to be clear about the terms used
in the literature on BabelNet for describing the structure of BabelNet, and also in
the BabelNet statistics tables. These terms are not explicitly defined, however. The
architects of BabelNet seem to partly follow PWN practice in equating concepts and
synsets – except that named entities are discussed as if they do not belong among
the concepts/synsets, differently from PWN13 – constituted by sets of word senses,
which in turn are expressed by lemma-POS combinations. The comparison with
SweFN++ – which lacks both concepts and synsets – is thus made using the word
senses and the lemma-POS combinations of BabelNet. The BabelNet statistics for
Swedish compared with Saldo are as listed in Table 5.
The figures in Table 5 do not tell us how the vocabulary of BabelNet compares
to that of Saldo (other than the fact that BabelNet contains many more items in
total, at least in the case of nouns and proper nouns). In order to get a general sense
of this, we extracted three random 100-entry samples from Saldo and manually
searched for these through the BabelNet online search form, requiring both the
form and part of speech to match. On average, we found 34% of the entries, but with
quite uneven coverage of parts of speech; see Table 6, where the same comparison
is also made with UWN and MTRoget). The hit rate for proper nouns was 100%,
10. https://babelnet.org/statistics
11. We have calculated VNR for the BabelNet languages as |verb senses|/(|noun senses| – |named
entities|)
12. In fact, it is weakly negative (as calculated using LibreOffice calc’s Data > Statistics >
Correlation function).
13. Although the picture is considerably muddled by the statement “we use the general term
concept to denote either a concept or a named entity” (Navigli & Ponzetto 2012: 219, fn. 1).

Chapter 1. Introduction

Table 5. BabelNet statistics for Swedish compared to Saldo (VNR = verb-to-noun ratio)
Synsets
Concepts
Named entities
Senses
Nouns
Verbs
Adjectives
Adverbs
Proper nouns
Other POS
VNR

BabelNet 4

BabelNet 5

Saldo

5,074,788
2,339,760
2,735,028
11,226,956
8,478,880
     5,655
     5,208
     1,185
2,735,028
–
    0.0007

5,899,871
2,438,024
3,461,847
12,092,122
8,619,757
     5,077
     4,431
     1,010
3,461,847
–
0.0006

–
–
–
148,341
87,384
13,605
37,624
  2,771
  5,839
  1,118
0.1557

Table 6. Estimated Saldo vocabulary coverage in (Swedish) Universal WordNet (UWN),
MTRoget (MTR) and BabelNet (BN)
UWN
MTR
BN

Nouns

Verbs

Adjectives

0.1711
0.1161
0.4216

0.2194
0.2194
0.2528

0.0565
0.0723
0.0882

Adverbs Proper nouns Function words
0.5000
0.6667
0.3333

0.1111
0.0000
1.0000

0.0000
0.0000
0.0000

All
0.1500
0.1167
0.3400

not surprising, given the role of Wikipedia in the compilation of BabelNet. The
hit rate for (closed-class) function words (prepositions, pronouns, conjunctions,
subjunctions, etc.) was zero, again not surprising, given the role of WordNet in the
compilation of BabelNet. The random samples contained no interjections, but since
WordNet does not contain these, a fair bet would be that they will not be provided
by BabelNet either.14
It is noteworthy that BabelNet has about two orders of magnitude more noun
senses than Saldo and still manages to cover only 42% of the nouns in Saldo. This
is most likely an indication that the two resources are fundamentally different in
conception.

Postscript on BabelNet 5
While we were putting the last touches to this introduction in January 2021,
BabelNet 5 was released, now with data for 499 languages (against 284 in BabelNet 4).
14. The result of an informal search for some common Swedish interjections (aj ‘ouch’, oj ‘oh’,
jävlar ‘damn’, helvete ‘hell’) in BabelNet lends support to this conjecture; none of them were found
in BabelNet.
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The vocabulary coverage of Saldo entries remains the same (see Table 6). Notably,
out of the 26 languages present in BabelNet 4 for which Polinsky & Magyar (2020)
provide VNR statistics, 21 have fewer verb senses in BabelNet 5 compared to
BabelNet 4, meaning that verb-to-noun ratios actually decrease between the two
BabelNet versions. This is true also for the Swedish component of BabelNet (see
Table 5 where figures for both BabelNet 4 and 5 are given).15
8. Status and future
All the resources produced by the SweFN++ initiative are freely available (under
a CC BY license) and downloadable from Språkbanken Text’s resource pages,16 as
well as browsable online through the Karp web interface.17
In retrospect SweFN++ was slightly inopportune, being initiated at a point in
time when LT had more or less turned away from linguistics as a source of inspiration (Reiter 2007) and the deep-learning approaches currently dominating the LT
field were just around the corner, with a concomitant bleak outlook for non-datadriven LT (Manning 2015). However, it is our belief that high-quality linguistic
information assembled by experts will always be useful to LT, especially for domains
and language varieties – e.g. historical language stages – where large amounts of
training data are not available, and may inform machine-learning approaches also
in cases where massive text corpora are available (especially if we consider the
Zipfian distribution of linguistic phenomena; see Section 6.2.1). There are some
indications in the literature that the tide may be turning our way once again (e.g.
Church & Liberman 2021).
Perhaps more than anything else, SweFN++ has given us a strong awareness
of the decisive role of lexical information in all of computational and general linguistics, so that we tend to see lexical knowledge everywhere we look, as well as an
opportunity to apply such knowledge.

15. In BabelNet 5, the mean VNR has decreased to 0.0002 (from 0.0005 in BabelNet 4) and the
median has shrunk to practically zero, the latter presumably due to many of the added languages
bringing no verb senses into the nest.
16. https://spraakbanken.gu.se/en/resources#lexicons
17. https://spraakbanken.gu.se/karp
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9. This volume
The SweFN++ initiative has resulted in close to 70 publications, scattered over many
conference proceedings, journals and books, in both computational and general
linguistics venues. A list of these publications can be found in Appendix A to this
chapter. It is not easy to get a grasp of the project, or even to find out basic facts
about the SweFN++ lexical resource, from these sundry sources. Hence the idea
of the present volume was born. It builds on these earlier publications, integrates
them and develops them further, hopefully into a coherent and accessible whole.
The book as a whole should give a good picture of SweFN++: its current state,
its components, the methodological and theoretical considerations that have gone
into – and also partly have been developed on the basis of – the work on SweFN++,
the practical uses to which it has been put, and, finally, what still remains undone.

Funding
The research presented in this volume has received support from many sources, in particular
the Swedish FrameNet++ project funded by the Swedish Research Council (2011–2014; contract
2010–06013), but also the other projects listed in Table 1, and in addition through the strong
and enduring commitment that the University of Gothenburg, its Faculty of Humanities, and
its Department of Swedish have shown to our R&D unit Språkbanken Text for almost 50 years,
which has provided a much appreciated stability, allowing us to embark upon long-term cumulative efforts such as SweFN++.
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This chapter describes the development of Swedish FrameNet. A new framenet
project often follows one of two methodological approaches: (1) extension,
through translation of a different-language – often English – framenet into the
target language, and (2) merging, where the resource is built from scratch in the
target language. Both approaches have their pros and cons, which have been
extensively discussed in the literature. Swedish FrameNet is mainly developed
through the extension approach, although balanced with the merging approach.
Drawing on the two approaches simultaneously, we describe how integrated
language resources and tools have been exploited to create and develop Swedish
FrameNet: how it was constructed, what it contains, and the basic assumptions
underlying the annotation of its contents.



1.

You shall know a word by the company it keeps.
Firth (1957: 11)

Introduction

FrameNet is a multi-layered lexical, grammatical and semantic computational resource based on frame semantics (Fillmore 1982; Fillmore & Baker 2009). It aims
to convey factual information about concepts and situations in our world, and also
to give lexical entries sense approximations by treating them from both theoretical
1. Parts of this chapter build on and elaborate content previously presented in the following publications: Kokkinakis et al. (2000); Borin et al. (2010); Forsberg (2011); Dannélls et al.
(2011); Friberg Heppin & Toporowska Gronostaj (2012); Ahlberg et al. (2014); Dannélls et al.
(2014).
Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php, with the following addition(s): ppc: past participle;
spn: supine; sup: superlative.
https://doi.org/10.1075/nlp.14.02dan 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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and practical perspectives. On the theoretical side, the resource represents cognitive
scenarios that play a central role in how human beings create and interpret experiences and expectations of the world. We do this by providing corpus evidence
on how lexical entries are realized semantically and syntactically. On the practical
side, the resource, freely available online, allows exploration of the relational frame
representations and lexical entry annotation by humans and machines.
1.1

Berkeley FrameNet

The original FrameNet resource was built for English as a part of the Berkeley
FrameNet project, initiated by the research group at the International Computer
Science Institute in Berkeley (Fillmore et al. 2003; Ruppenhofer et al. 2016).2
Building on the theory of frame semantics, the resource represents cognitive scenarios as schematic representations of events, objects, situations, or states of affairs
under the notion of frame. Frame participants are called frame elements (FEs)
and are described in terms of semantic roles such as Agent, patient, Location,
and Manner. The majority of frames, the lexical frames, are evoked by words or
multiword expressions of the language, referred to as lexical units (LUs). A lexical
unit in FrameNet is defined as a pairing of a single word or multiword expression
with its meaning. It is documented in the frame it evokes with example sentences
extracted manually from corpora by lexicographers, and further annotated with
semantic roles, called frame elements, and their syntactic relations. This manual,
time consuming work, although accurate, sometimes leaves some lexical units in
absence of example sentences (Fillmore et al. 2003).
An example frame from BFN, Processing_materials, is given in Figure 1.
The frame description contains: a definition, a list of core FEs that together with the
description uniquely characterizes the frame, a list of non-core FEs, a selected set of
lexical units evoking the frame, frame-to-frame relations and a couple of selected
example sentences of the LU treat (verb) annotated with FEs.
Following the theory of frame semantics, each sense of a polysemous word or
multiword expression should evoke a different semantic frame. Hence only one of
the possible seven senses of the verb treat that are captured in BFN appears in the
Processing_materials frame.3

2. In the literature, the resource is referred to as Berkeley FrameNet (BFN) or the English FrameNet interchangeably. In this chapter we will refer to the resource with the acronym BFN.
3. Processing_materials frame in BFN https://framenet.icsi.berkeley.edu/fndrupal/frameIndex
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Processing_materials

Definition:

Core FEs:
Non-core FEs:
Lexical units
(LUs):
Frame-Frame
Relations:

Example
sentences:

An Agent alters some Material in some useful way by means of some
chemical or physical Alterant. Typically, this involves placing a reagent in
contact with the Material, or applying heat, pressure, etc. Often a specific
Agent and/or Result is mentioned.
Agent, Alterant, Material
Dimension, Duration, Explanation, Manner Place, Purpose, Result,
Subregion, Time
develop.v, development.n, dye.v, enrich.v, enrichment.n, etch.v, galvanize.v,
process.v, reprocess.v, reprocessing.n, spin.v, stain.v, treat.v, weaponization.n,
weaponize.v
Inherits from: Intentionally_affect
Is Inherited by: Preserving
Is Used by: Degree_of_processing
[Cells]Material were TREATED [with chemicals]Alterant
[for 30 min]Duration at 37 ?C.
[All timber]Material MUST be TREATED
[with preservative.]Alterant

Figure 1. Content of the BFN frame Processing_materials given with selected LUs
and selected example sentences of the LU treat.v

1.2

International framenets

Throughout the years BFN has proven its usefulness for several NLP tasks, including information extraction (Moschitti et al. 2003), natural language generation (Roth & Frank 2009), semi-automatic disambiguation of polysemous words
(Alonso et al. 2013), and semantic parsing (Das et al. 2014). Because of its perceived
usefulness, work aiming at building FrameNet-like resources has been initiated
for other languages, such as, amongst others, Spanish (Subirats 2009), German
(Burchardt et al. 2009), Swedish (Borin et al. 2010; Friberg Heppin & Toporowska
Gronostaj 2012), Japanese (Ohara 2013), and Brazilian Portuguese (Torrent 2013).
Most framenets aim to cover general language. However, some have been developed
to cover domain specific purposes, for example FrameNet Brasil has been expanded
as a multilingual resource for the language of soccer and tourism (Torrent et al.
2014) covering Portuguese, English, and Spanish. Roberts et al. (2018) developed
a framenet that emphasizes the information presented in clinical notes, focusing
on the medical domain.
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While BFN has inspired many projects to build a new resource from the existing one, such as in the Spanish project (Subirats 2009), others have chosen to define
their own linguistic properties and develop their own manual solutions to build
a framenet resource, for example in the German project (Burchardt et al. 2009).
When it comes to linguistic annotations and computational tools to annotate data,
different approaches were taken in the individual projects. Both BFN and Spanish
FrameNet use isolated corpus sentences for annotation while the German FrameNet
project aimed at creating full-text annotation of a German corpus. In the Spanish,
Brazilian Portuguese, and Japanese projects the BFN software and annotations tools
were exploited. However, as the Japanese writing system differs considerably from
that of English, several modifications were made to handle the Japanese character
system and to overcome word boundary issues (Saito et al. 2008).
In contrast to BFN and other international framenets, the resources and tools
which were used to construct Swedish FrameNet have been integrated in a unique
Swedish infrastructure of language technology (LT), to large extent as a part of the
Swedish FrameNet++ (SweFN++) project. In this chapter we focus on the manual
development of the resource and describe the interplay and interactive utilization
of language technology resources and tools which have contributed to the development of Swedish FrameNet, henceforth SweFN.
2. Framenet development methodologies
Following previous international methodological approaches (Vossen & Fellbaum
2009), two general approaches can be observed in international framenet initiatives:
(1) the extension approach, where a resource from one language, most notably
English, is translated into the target language (e.g. the Spanish framenet: Subirats
2009); and (2) the merging approach, where the resource is built from the ground
up in the target language using the same general methodology, and often later
linked to the English resource (e.g. the German SALSA project: Burchardt et al.
2009). Both approaches have pros and cons, many of these have been discussed in
the literature (Gilardi & Baker 2018).
The development of SweFN has followed both of these methodological approaches. In the first phase of the project, with predominantly manual work, the
extension approach was taken. In the second phase, when LT support tools were
developed to facilitate the manual construction of SweFN, we switched to a more
Swedish-centered approach reusing the data from merged lexical resources and
corpus-based acquisition of frames. In general, we follow the BFN development
process proposed by Fillmore et al. (2003), expanding it in three directions: (1) we
transfer frames from BFN to SweFN as there is usually no need to redefine them.
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However, frames are checked for compatibility with Swedish language and culture; (2) we derive our inventory of LUs semi-automatically from the Saldo lexicon
(Borin, Forsberg & Lönngren 2013); (3) we utilize in-house resources and tools,
all linked in the unique Swedish infrastructure for language technology, covering
modern and historical language resources (Chapters 1, 3, and 4 in this volume).
In our work we try to find a good balance between the extension and the merging
approaches which we elaborate in the following.
2.1

The extension approach

As mentioned above, the manual work of SweFN has followed the extension approach. The workflow involved several steps, including transferring frames, frame
definitions, and frame elements from BFN, defining Swedish lemmas as LUs evoking the frames, searching for and extracting example sentences from linguistically
annotated corpora to illustrate the syntactic realizations of the LUs (syntactic valency), as well as manually annotating the extracted examples to document their
semantic realizations with frame elements (semantic valency).
Transferring frames, we have followed the BFN frame specifications concerning: (1) the name of the frame; (2) the frame definition which points out semantic
relations between the set of core and the set of non-core frame elements; as well as
(3) the frame elements including their definitions.
The extension begins by choosing either a frame from BFN or a word of interest.
When the point of departure is a frame we start by manually translating the LUs of
the BFN frame. Translating LUs evoking English frames we have consulted the free
bilingual resource the People’s Dictionary (Kann & Rosell 2006), but finding translation equivalents has proven a notoriously difficult task. To exemplify, consider the
English verb marry which evokes the frame Forming_relationships and which
has the following eight Swedish equivalents according the People’s Dictionary: (i)
förena (figuratively), (ii) gifta bort, (iii) gifta sig, (iv) ingå äktenskap, (v) gifta sig
med, (vi) äkta, (vii) viga, (viii) förena i äktenskap. Out of these, five (iii, iv, v, vi,
viii) meet the criteria posed on the frame elements in the frame Forming_relationships, namely that “Partner_1 interacts with Partner_2 (also collectively
expressible as Partners) to change their social relationship”. According to this definition, Partner_2 is a co-agent which makes it possible to conflate the Partner_1
and Partner_2 roles into one, namely Partners. The remaining three verbs, förena
‘unite’, ‘combine’, gifta bort ‘marry sb to sb’, viga ‘wed bride and bridegroom’, imply
roles which do not conform to those in the quoted definition, as the underlying semantic relations are those of Agent and Patient respectively, expressed in terms of a
more abstract role repository. Thus, the fact that a lexical unit may have two or more
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translational equivalents, associated with differences in semantic and syntactic valency structures, implies that we cannot avoid meticulous manual analysis. Each
of the translation equivalents has to be examined and other resources consulted.
Once we have found at least one translation which correctly evokes the frame in
question, we transfer the hypothetically language independent frame features from
the BFN frame to the SweFN frame. These features comprise frame description,
frame-to-frame relations and FEs.
If we instead choose a Swedish lemma or multiword expression as point of
departure, which we think evokes the frame we are working on, we look up all
senses of that lemma or expression in Saldo. If a suitable sense exists in Saldo, the
word, and often also related Saldo senses, are added to the frame as LUs evoking
said frame. If no suitable sense exists, we may instead suggest a new Saldo entry.
Consequentially, the process when no suitable Saldo sense exists usually results in
one of two scenarios: we either discover a sense which does not yet exist in Saldo
and suggest a new entry, or we discover that there is a gap in the system of frames
as there may be a need for a frame similar to the one we were working on, but with
differences, for example in the set of frame elements. To illustrate this, consider
the search results of the LU behandla (verb) ‘treat’ in Saldo and Saldo morphology shown in Figure 2. According to Saldo behandla has three senses with the
descriptors: göra ‘do, make’, bota ‘cure’ and diskutera ‘discuss’. The first sense is an
LU evoking the frame Processing_materials, the second evokes a modified
version of the English Cure frame, and third evokes the Topic frame. From BFN
we learn that the verb treat has four additional senses. One of the senses evoking the
Treating_and_mistreating frame has an equivalent in Swedish and behandla
is therefore introduced as a suggested LU in the equivalent Swedish frame. Another
sense of the Swedish verb is equivalent to English handle and is therefore added to
the list of suggested LUs of the Resolve_problem frame.
A minor disadvantage of this manual approach is that it is biased toward creating a Swedish version of the English language FrameNet, rather than developing
an original resource capturing the nature of the Swedish language. Therefore it
has been balanced with the merging approach, as the development of methods
for semi-automatic direct acquisition of frames is one of the main goals of the
SweFN++ project.
2.2

Merging approach

Taking BFN as a starting point saves time and effort in developing frames. However,
we cannot escape the fact that taking an extension approach to develop a language
specific resource like FrameNet for any language is a time and labour intensive task.
Hence, we aim to find ways of conducting work minimizing the human effort and
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Figure 2. The search result of the lemgram behandla ‘treat (v)’ shows three senses
in Saldo as well as the inflectional forms in Saldo morphology

focusing the effort where it is most fruitful. This involves both arranging the workflow with respect to automated processing and human work and further, devising
effective tools with easy-to-use interfaces for the latter.
From the literature it is clear that linguistic annotation yields better data than
working directly with raw text, and that higher-level annotation, e.g. functional
syntax, is better than less sophisticated processing, e.g. part-of-speech tagging. In
the merging approach we take this into consideration when aiming at direct acquisition of frames from Swedish corpora.
At Språkbanken Text all corpora are automatically annotated with linguistic
information. Annotations are carried out with freely available annotation tools to
enrich the data with information about the words’ lemma, sense, and morphology
(Borin et al. 2008), the part of speech (Halácsy et al. 2007), for proper nouns,
the type of named entity (Kokkinakis 2004), and syntactic dependency sentence
structures (Nivre et al. 2007). Access to the annotated data is available through
the lexical and corpus infrastructures of Språkbanken which we consult when we
search for appropriate LUs evoking a particular frame or example sentences that
illustrate the valency of the LU (see Section 3 and also Dannélls et al. 2014). As
lexical variation found in corpora is much larger than the variations we find in
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lexicons, this infrastructure facilitates the development process of SweFN considerably. Automatic annotations and advanced functionalities offered by the tools
help detect new usages and define senses of polysemous words.
As a response to an ever increasing complexity, volume, and specialization
of textual evidence, one part of the automatic workflow was directed towards developing computational methods to facilitate the manual construction of SweFN.
We implemented a Swedish semantic role labeling (SRL) system that is capable of
labelling semantic roles for a given LU with a given frame (Johansson et al. 2012;
Johansson 2014) (see Chapter 10 in this volume). In parallel, another useful method
was developed for automatic sentence extraction, i.e. finding example sentences
with varied syntactic and semantic complexities (Pilán et al. 2013), for different
domains (Kokkinakis 2012). Statistical and rule-based approaches based on transfer
learning methods were explored to automatically expand the SweFN lexicon (see
Chapters 3 and 7 in this volume and also Borin, Forsberg, Johansson, et al. 2012;
Johansson 2014; Borin et al. 2015).
2.3

Modified and new frames

One of the outcomes of the extension and merging approaches is an extended range
of frames in SweFN. At the time of writing,4 there are 59 frames in SweFN that do
not have an exact match in BFN. Out of these, 20 are modified versions of BFN
frames, revised mainly by splitting the original English frames into more specific
ones. The list over the modified and split frames along with the semantic differences
between them is given in Friberg Heppin & Toporowska Gronostaj (2014: 61). A
further discussion on how frames have been modified compared to corresponding
frames in BFN is found in Chapter 8.
Completely new frames have been created, primarily to meet the specific goals
of the SweFN++ project – to create a full-scale Swedish framenet with at least
50,000 LUs.5 New frames were created almost exclusively because they were not yet
defined in BFN.6 The reasons for creating new frames depend on different design
4. March 2021
5. We have reserved the right to modify frames in relation to BFN (release 1.5) and to add new
frames in cases where corresponding frames have not yet been developed in BFN. Frames which
have been modified in SweFN do not bear identical frame names as the corresponding frames in
BFN. Notwithstanding, all frames in SweFN have the name prefix swefn and are thereby unique
for Swedish.
6. Occasionally new frames were created in BFN after similar frames already had been defined
in SweFN. If differences were minor, or if the BFN frame was more elaborate, the corresponding
SweFN frame was adjusted.
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decisions, some frames came about when we worked on the medical (Borin et al.
2007) and art (Dannélls & Borin 2012) domains, a few were created when we, along
the way and after consulting linguistic resources, e.g. Levin (1993); Pustejovsky
(1995), discovered linguistic differences between English and Swedish, some of
which were due to cultural differences. Practically, all new frames in SweFN could
have existed in BFN, but as we mentioned, were not yet defined when they first
came into existence in SweFN.
A rough categorization of the new frames in SweFN yields three broad categories. Frames for nominal LUs and medical-domain frames are fairly well-defined
and also make up the bulk of the new frames. The third category is more of a mixed
bag, but broadly fits the general characterization “differing design decisions”. Table 1
outlines the remaining 39 frames in SweFN that do not have an exact match in BFN,
grouped according to these three categories.
Table 1. New frames which have been created and defined in SweFN,
grouped according to three broad categories
Nominal

Medical domain

Differing design decisions

Animals
Artifact_sport_and_
leisure
Artifact_tool

Activity_in_progress
Cause_contraction

Car_brands
Countries

Active_substance_medical
Administration_of_
medication_conveyance
Administration_of_
medication_specification
Falling_ill
Health_status

Family_name

Inner_parts_of_body

Furniture
Geographical_area
Given_name
Human_settlements

Medical_disorders
Medical_treatment
People_by_disease
Physiological_processes
Physiological_systems

Languages

Natural_features_
named
Plants
Plant_subpart
Religious_belief_
systems

Compensating
Deliberation
Entity_spec._change_of_
state
Entity_spec._modes_of_
being
Establish_a_basis_for
Foreign_influence
Grammatical_relations
Locating_in_time
Overcoming_
misunderstandings
Providing_food
Social_care_scenario
Use_as_a_starting_point
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3. Language resources and tools for building SweFN
There is a relation between findings from lexical resources and from real-world examples from large corpora. On the one hand lexical resources aim to document all
senses of a word, on the other hand corpus examples provide large-scale evidence
of word senses. Working on the SweFN++ project we were fortunate to benefit from
both worlds, primarily by virtue of Saldo, the pivot resource to which all SweFN++
resources were linked, insofar as content interoperability was possible.
Saldo is a full-size modern Swedish lexical resource, with over 130,000 entries
encoded with morphological and lexical-semantic information (Borin, Forsberg
& Lönngren 2013). Throughout the FrameNet++ project Saldo provided not only
valuable lexical-semantic information but also enriched information from the integrated language resources available at Språkbanken Text (Ahlberg et al. 2013).
Information has been enhanced and enriched with the help of two in-house tools:
Karp and Korp.
Karp is an open lexical infrastructure built and maintained by Språkbanken
Text (Ahlberg et al. 2016). It has been developed to support creation, curation,
and mutual integration of all lexical resources of Språkbanken Text, making them
searchable with support for exploitation of the corpora resources (Borin, Forsberg,
Olsson, et al. 2013). Karp has been central for SweFN developers from the first day
of the SweFN++ project. Initially, the main purpose of Karp was to search for Saldo
entries to be associated with particular frames, to explore their senses, synonyms,
definitions, and to learn about their morphological descriptions, and semantic and
syntactic manifestations.
Since the majority of lexical and corpus resources at Språkbanken Text utilize
the lexical entries from Saldo, a large amount of information becomes accessible
through single searches. Consider the search result in Figure 3 of the verb förena
‘unite, combine’ in Karp. The result combines semantic and syntactic valency information from the SIMPLE+ and PAROLE+ lexicons, two resources which originally were developed within the EU projects PAROLE (1996–1998) and SIMPLE
(1998–2000) (Lenci et al. 2001), and word sense information from the Loan Word
Typology (LWT) list and WordNet-Saldo (Borin & Forsberg 2010), the latter is
linked to senses in Princeton WordNet (Fellbaum 1998).
As the project proceeded, more lexical resources were added to the infrastructure, and became available in the Karp editing interface, allowing SweFN developers
to create, edit, and modify frames directly in the database. Figure 4 shows a view of
the Processing_materials frame in Karp’s editing environment.7 The database
fields are described in Section 4.1.
7. Processing_materials frame in Karp: https://spraakbanken.gu.se/karp/#?mode=swefn
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Figure 3. Various kinds of lexical information retrieved through a Karp search
for förena ‘unite, combine (v)’

Karp not only allows searching, creating and editing lexical entries in several lexical resources simultaneously, but it also allows for exploration of a vast amount of
information from corpora resources in the concordance tool Korp, where much
larger semantic and syntactic variation is found.
Korp, the Swedish corpus search interface of Språkbanken Text (Borin, Forsberg
& Roxendal 2012), provides access to over 16 billion tokens from both modern and
historical Swedish texts. It is a powerful tool for checking for compatibility with
Swedish language and culture. The corpora of Korp may be used to extract example
sentences illustrating valence structures of frame evoking LUs, to compile lists of
lexicogrammatical features, and to provide disambiguation cues for treating ambiguous words as well as syntactic structures.
Searches in Korp have been made to find example sentences with varying semantic and syntactic structures. One search may result in thousand of matches, and
for each match the Korp view shows the source of the word, e.g. where it appears
and when it was entered, etc. This is depicted on the right sidebar in Figure 5. The
syntax tree of each sentence may be viewed directly in the interface by clicking on
the Dependency Tree link in the sidebar to the right. An example of a dependency
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Figure 4. Processing_materials frame in Karp’s editing environment

Figure 5. A Korp search for behandla ‘treat (v)’: KWIC view (top); text metadata,
word attributes and word annotations (right); and the dependency tree of the focus
sentence (bottom)
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parsed tree of one of the sentences appearing in the concordance list is visualized
at the bottom of Figure 5.
Statistics on frequencies of triples lemma1–dependency relation–lemma2 are
collected for all such triples as part of the corpus import process. These statistics
form the basis for the Word Picture view in the Korp interface. Using a statistical
measure of surprisal,8 the Word Picture view shows typical words in selected syntactic relations to the search term.
The Word Picture view is particularly useful when dealing with polysemous
lemmas, and we need to determine which frames are evoked by the different senses.
In Figure 6 the items which are listed in subject and object positions respectively,
highlight three different senses of the verb behandla ‘treat’, namely ‘process’, ‘cure’,
and ‘cover’. Nouns found in subject position, such as riksdag ‘parliament’, artikel
‘article’, etc., occur with the sense of covering which is typically found in a transitive construction, this sense evokes the Topic frame. Nouns found in both object
and subject position, such as patient ‘patient’ and ärende ‘issue’, evoke the Cure
and Topic frames respectively. These nouns appear as subjects mainly in passive
constructions.

Figure 6. The Korp Word Picture here shows typical fillers (lemmas) of selected syntactic
relations of the verb behandla (subjects, objects, and adverbials)

8. We use mutual information (Church & Hanks 1990), just like in systems such as Sketch Engine
(Kilgarriff et al. 2004, 2008) and DeepDict (Bick 2009), but with the added precision afforded by
the dependency relations.
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If we go to the column with adverbials we find illa ‘badly’. This adverbial indicates
that there is a sense of behandla not yet in the Saldo dictionary. It is a sense which
evokes the frame Treating_and_mistreating, as we can see in Example (1).
The sense behandla..4 was therefore entered as an LU suggestion for the frame
Treating_and_mistreating, and may in time be added as a fourth Saldo entry
for behandla.
(1) Treating_and_mistreating
[Djur-en]Affected_party [behandlas]LU [illa]Manner.
animal-pl.def
treat.prs.pass badly
		 ‘The animals are treated badly.’

No collocates were found through Word Picture exclusively pairing with the ‘process’ sense of behandla, associated with the Processing_materials frame.
4. The SweFN database
The SweFN database, distributed under a CC BY license, is accessible through the
Karp and Korp interfaces and through web APIs. Swedish frame content can be
added, removed and modified by an authorized user directly in the Karp editing
environment. All changes are stored in an XML database. The database can be
downloaded in two separate files: one file containing the lexical and the manually
annotated semantic content,9 and one file containing the corpus examples, automatically annotated with linguistic information.10 In this section we describe the
structure of the database and how the information it contains is characterized and
evaluated.
4.1

Database fields

The SweFN database comprises 20 fields, some of which can be seen in Figure 4.
This database structure has been designed in response to requirements expressed
by the lexicographers and linguists producing and editing the content of SweFN.
The content of the fields are of different kinds. Some content is extracted automatically from other resources, e.g. BFN, Saldo and corpora. Some are text fields that
have been defined to allow the developer to structure the information according to
pre-defined annotation and encoding conventions across frames. Some are filled
9. https://spraakbanken.gu.se/resurser/swefn
10. https://spraakbanken.gu.se/resurser/swefn-ex
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in automatically, e.g. user name, the frame creation and modification dates. Below
we outline the different fields in the SweFN database and their content. The fields
marked with an asterisk are unique for SweFN, and do not appear in the released
version 1.5 of the BFN database.

Name
The name of the frame. The frame name always starts with the prefix swefn to
distinguish it from the BFN identifier of the equivalent English frame. The name
following the prefix is identical to the corresponding frame name in BFN when no
modification has been made to neither the frame description, frame elements nor
frame to frame relations. If the set of FEs is not identical to the set of FEs in the
closest corresponding BFN frame, the frame name following the prefix has been
modified in SweFN, in most cases with the suffix _mod.
BFN ID
When no modification has been made to frame description, frame elements, or
frame to frame relations the name of the frame is identical to the equivalent frame
name in BFN, except for the swefn prefix. This ID links the SweFN frame to the
equivalent BFN frame, from where language independent information is extracted
and where a complete description of the frame is found.
SweCxn ID*
The name of the Swedish construction (SweCxn) that evokes the frame. A frameevoking constructicon entry evokes a target frame in the same manner as an LU,
but also has construction elements which match the frame elements of the frame.
These entries are defined in the Swedish Constructicon (Lyngfelt et al. 2018). As
not all frames have constructicon entries evoking them, this ID is left empty for
many frames.
Definition
A description of the frame and the participating frame elements. This description,
together with the frame elements, characterizes the frame and distinguishes it from
other frames. The majority of the frames have a description identical to the description of its equivalent frame in BFN.
Semantic type*
Ontological classification from the SIMPLE ontology (Lenci et al. 2001) is assigned
to each frame. Semantic types are organized in a taxonomic relation hierarchy and
are therefore structurally related.
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Inheritance
Named here is the parent frame which the frame in question inherits from.
Relations to other frames, so called frame-to-frame relations, are extracted automatically from BFN and therefore frames in SweFN have relations corresponding
to relations of the equivalent frames in BFN. There are 13 types of frame-to-frame
lexical semantic relations which express hyperonymy, holonymy, meronymy, etc.
between frame pairs, but only the inheritance relation is visible in SweFN. For the
other relations the user can refer to BFN.
Domain*
This field provides information about the purpose domain of the frame. We distinguish between three domains: art (ART), medicine (MED), and the general
language domain (GEN). In case of mixed sets of LUs from more than one domain,
the dominant domain is written first. Thus ART/GEN implies that most of LUs belong to the art domain, but words of the general domain occur in the frame as well.
Core elements
The set of the frame’s core elements, whose names are identical to the names of the
core and core unexpressed frame elements in equivalent BFN frames.
Peripheral elements
The set of the frame’s peripheral elements, whose names are identical to the names
of the non-core frame elements in equivalent BFN frames. Peripheral (non-core)
frame elements are often not specific for a certain frame, and do not define the
frame.
Examples
A set of example sentences, extracted semi-automatically from corpus texts and
manually annotated with semantic information. In this field, parts of a sentence,
clause or phrase that instantiate frame elements are annotated with the name of the
instantiated frame element (the encoding conventions are explained in Section 4.2
below).
Compound patterns*
A set of instantiated compound patterns defined by instantiated type of frame element (usually the compound modifier) and lexical unit (usually the compound
base). Compound patterns are illustrated with relevant examples.
Compound examples*
A set of example frame-evoking compounds marked with a bar separator between
the constituents: frame element and lexical unit.
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Lexical units
Lexical units evoking the frame, corresponding to entries of Saldo. Further information about the entries such as their semantic associative relations and morphology is accessible in Saldo and other lexical resources through the tool Karp.
Suggestions for LUs*
A set of possible lexical units for a frame, which do not yet have a corresponding
entry in Saldo.
Regular polysemy*
Specifies polysemous lexical units evoking the current frame as Guest_LU while also
evoking another frame as a regular LU. For a definition of Guest_LU see Chapter 8.
Berkeley-LUs
The set of lexical units in the corresponding BFN frame.
Created by
The date the frame was created in SweFN and by whom.
Comment and hidden comment*
This field is reserved for comments. New or modified frames are usually provided
with explanations.
Status
Indicates whether the frame is under development or complete.
Modified
The date of the latest modification of the frame.
4.2

Annotation and encoding of the data

Computational lexical resources, typically those driven by corpus evidence, aim
to document word senses through semantic annotations. A bottleneck in documenting semantic knowledge has been the lack of uniform annotation schemata
and encoding conventions. Although some argue that the FrameNet semantic
inventory is too fine-grained for real-world computational tasks, the inventory
provides a uniform base of semantic elements, i.e. FEs with which languages may
encapsulate semantic information systematically across domains. Notwithstanding
each language requires its own language specific encoding conventions to represent
linguistic findings in a principled manner.

53

54

Dana Dannélls et al.

Annotation in Berkeley FrameNet is done with a set of four annotation layers:
lexical unit, frame elements, phrase types and grammatical functions. In SweFN
there are three main annotation layers, lexical unit, frame elements (semantic layer)
and dependency types (syntactic layer). The semantic layer (the one in focus here)
captures annotations of lexical units, frame elements and frames. The syntactic
layer covers annotations for parts of speech, morphosyntax, and lemma/lexemes
from Saldo.
In this section we present the encoding conventions we considered in the semantic annotation layer.
4.2.1 Encoding of lexical units
LU marks a target word evoking the frame. It may, in principle, be any part-ofspeech. In Example (2) the LU evoking the Sign frame is a noun and in Example (3)
the LU evoking the Electricity frame is an adjective.
(2) Sign
Läkare-n fann
[tecken]LU [på lunginflammation]Indicated […]
doctor-def find.pst signs
on pneumonia
[…]
		 ‘The doctor found signs of pneumonia […]’
(3) Electricity
Han har investerat i en [elektrisk]LU rullstol.
wheelchair
he has invest.spn in an electric
		 ‘He has invested in an electric wheelchair.’

Regardless of the part-of-speech of the target word, example sentences may contain
more than one LU. Indexing may be used for clarification but is kept as simple as
possible without causing ambiguities. If there is no risk of misinterpretation, indexing will not be done, as shown in Example (4). If there are several LUs in one
example sentence, they are not indexed unless there are FEs whose scope is not
over all LUs.
(4) Social_event
Även [vi mamm-or]Attendee måste få [gå ut]LU och
even we mother-pl
must get go out and
[svira]LU ibland!
sometimes!
party
		 ‘Even us mothers must get to go out and party sometimes!’

Indexing
We index LUs and FEs to mark LU-FE alignments when necessary to solve ambiguities in example sentences. In Example (5) we see that tomma aligns with på folk
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and fyllda with värdesaker. In Example (6) the FE Entity aligns only with the LU
registrerar, not with för protokoll.
(5) Fullness
Att oktober är en månad då
fritidshusområde-n-a
står
that October is a month when holiday.home.area-pl-def stand
[tomma]LU : 1 [på folk]Contents:1 och [fylld-a]LU : 2 [med
empty.pl
on people
and filled-pl
with
värdesak-er]Contents:2 vet tjuv-ar-na om.
value.thing-pl
know thief-pl-def about
		 ‘The thieves know that October is a month when the holiday home areas are
empty of people and filled with valuables.’
(6) Recording
Vid vår sida står [två polis-er]Agent som tar foto-n,
märker,
at our side stand two police.officer-pl who take photo-pl, mark.prs,
[för
protokoll]LU : 1 och [registrerar]LU : 2 [kläder-na]Entity:2.
keep.prs protocol
and register.prs
clothes-def
		 ‘Beside us stand two police officers taking photos, marking, keeping minutes,
and registering the clothes.’

If there are several LUs and non-indexed FEs, the FEs should have a scope over all
LUs. In Example (7) we see how the two LUs both align with the FE Individual
and with the FE Degree.
(7) Body_description_holistic
Sedan undrar
jag bara hur [Jocke Berg]Individual kan se [så]Degree
then wonder.prs I only how Jocke Berg
can see so
[plufsig]LU och [sliten]LU ut […]
puffy
and haggard out […]
		 ‘Then I just wonder how Jocke Berg can look so puffy and haggard […]’

Nesting
In a number of frames, mostly nominal frames, the target is an FE as well as an
LU. The target is then annotated in a nested annotation. Nested annotation, as in
Example (8), does not cause indexing as it should not cause ambiguity.
(8) Countries
[[Luxemburg]LU]Country och [[Norge]LU]Country [är]COP [de säkraste
Luxembourg
and Norway
be.prs the safe.sup
för bilsemester-n]Locale.
länd-er-na
country-pl-def for car.holiday-def
		 ‘Luxembourg and Norway are the safest countries for mobile holidays.’
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Discontinuity
Constituents of discontinuous LUs are indexed to show the whole that they together make up, as we see in Example (9) where går ut ‘leave’ is the LU evoking the
Departing frame.
(9) Departing
[Tjej-er-na]Theme packar ihop
sin-a
sak-er och
girls-pl-def
pack.prs together 3.refl.poss-pl thing-pl and
restaurang-en]Source.
[går]LU : 1 [snabbt]Manner [ut]LU : 1 [ur
go.prs quickly
out
out.of restaurant-def
		 ‘The girls gather their things and leave the restaurant quickly.’

Elliptical constructions
In sentences with elliptical constructions, the missing phrase is added in between
braces { }. In Example (10) we see the second att skriva between braces, indicating
that this phrase is added in the example sentence and not present in the original
sentence found in the Korp corpora.
(10) Text_creation
Det ser
alltid trevligare ut att [skriva]LU : 1 [med bläck]Manner:1
it see.prs always nice.rel out to write.inf with ink
än {att [skriva]LU : 2} [med blyerts]Manner:2.
than to write.inf
with pencil
		 ‘It always looks nicer to write with ink than {to write} with pencil.’

4.2.2 Encoding of nouns as targets
When encoding nouns as target, only the noun itself of the noun phrase is annotated as LU. Free-standing articles and prepositions are left outside the LU brackets,
as shown in Example (11).
(11) Alternatives
Ett [alternativ]LU är [att flagga ut]Event.
an alternative is to flag.inf out
		 ‘An alternative is to flag out.’

4.2.3 Encoding of verbs as targets
When encoding verbs as target, only the verb of the verb phrase as well as particles
and reflexive pronouns, if any, is annotated as LU. Auxiliary verb forms like ha
‘have’, ska ‘shall’, komma ‘come’, vara ‘be’ or the infinitive marker att ‘to’ are not
marked as part of the LU. In Example (12) the auxiliary verb har is outside the LU
brackets, while the reflexive pronoun sig is within.
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(12) Recovery
[Han]Patient har [återhämtat sig]LU [efter en depression]Affliction.
he
has recover.spn 3.refl after a depression
		 ‘He has recovered after a depression.’

4.2.4 Encoding of frame elements
Words or phrases instantiating frame elements (FEs) are annotated with the name
of the FE in question. If the FE is a preposition phrase, the preposition is included
in the FE. In cases where the LU and a frame element are instantiated in the same
unit, this unit is annotated as both LU and the frame element in question, as shown
in Example (13).
(13) Weapon
Jag ska bli
bäst på att skjuta
med [[pistol]LU]Weapon!
I shall become.inf best at to shoot.inf with pistol
		 ‘I will be the best at shooting with a pistol!’

4.2.5 Encoding of prepositional phrases
When an FE is instantiated by a prepositional phrase the whole phrase, including preposition and any coordinated sub-phrases, is included within the brackets,
as we see in Example (14). However, if the LU evoking the frame in question is
within a prepositional phrase the preposition is not included, as shown above in
Example (13).
(14) Wearing
[Hon]Wearer [är]COP [klädd]LU [i flipflops, shorts och linne]Clothing.
she
is
wear.ppc in flip.flops, shorts and tank.top
		 ‘She is wearing flip-flops, shorts, and tank top.’

Prepositions may also be LUs in their own right. There are frames such as
Locative_relation evoked mainly by prepositions. But there are also frames
mainly evoked by verbs, adjectives, or nouns which also may be evoked by prepositions. One such frame is Wearing, as we see in Example (15) where the LU is
the preposition i ‘in’.
(15) Wearing
Men [mann-en]Wearer [i]LU [keps-en]Clothing […]
but man-def
in cap-def
[…]
		 ‘But the man in the cap […]’
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4.2.6 Encoding of syntactically complex frame elements
Frame elements whose syntactic manifestations are discontinuous, elliptic or coordinated require more intricate encoding. Some conventions used for annotation
of such constructions follow below.

Discontinuity
Cases of discontinuity of FE are marked with an index number. Chunks with the
same index number are parts of the same FE instantiation. In Example (16) we have
an example of a discontinuous prepositional phrase instantiating the FE Place.
(16) Cause_change_of_phase
[Mikro-n]Place:1 är som gjord
för att [smälta]LU [choklad]Patient
micro-def
is as make.pst for to melt.inf chocolate
[i]Place:1.
in
		 ‘The microwave is perfect to melt chocolate in.’

Coordinated and non-coordinated FEs
Coordinated constructions are annotated as one FE without index numbers, as we
see in Example (17) and the FE Depictive. When there are several instances of the
same FE type, which are not constituents of a common phrase, they are annotated
separately without index number.
(17) Being_born
[Hanna]Child [kom
till värld-en]LU [med ett allvarligt hjärtfel,
Hanna
come.pst to world-def with a serious heart.defect,
avbruten aortabåge och med hål i kammarskiljevägg-en]Depictive.
interrupted aortic.arch and with hole in chamber.partition-def
		 ‘Hanna was born with a serious heart defect, interrupted aortic arch and with
a hole in the chamber partition.’

According to older annotation principles, double encoding was used; the square
brackets around the coordinated construction and each of the coordinated constructions within annotated separately. There may still be examples of this annotation in the database.
4.2.7 Encoding of compounds
Compounds which are lexical units evoking a frame are annotated as a whole. If any
constituent is a frame element or, by itself a lexical unit in the frame in question,
these are also annotated. In cases where the compound as a whole is not an LU of
the frame, one or both of the constituents may still be annotated as frame element
or lexical unit. Different cases are listed below. For a comprehensive discussion
about compound encoding see Chapter 8.
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Non-compositional, lexicalized compounds
Non-compositional, lexicalized compounds are not given internal analysis, as we
see in Example (18).
(18) Medical_disorders
Min sambo lider
av en tillfällig sjukdom som kallas
my partner suffer.prs of a temporary illness that call.prs.pass
[[helveteseld]LU]Ailment.
hell.fire
		 ‘My partner suffers from a temporary illness called shingles.’

Compositional compounds
Most compositional compounds are of the pattern FE+LU, where the compound
modifier is an FE and the head an LU evoking the frame in question. In these cases
the whole compound is tagged as LU as well as the compound head, while the
modifier is tagged as the appropriate FE, as shown in Example (19).
(19) Apply_heat
[Den som vill]Cook kan [[vänd]Manner[steka]LU]LU [ägg-en]Food.
egg-pl.def
the.one who want.prs can turn.fry
		 ‘Any one who wants can fry the eggs on both sides.’

Partially transparent compounds
Compounds which are only partially transparent are given internal analysis for the
constituent which is transparent. We have an example in the Medical_disorders
frame: ryggskott ‘lumbago’, where the first constituent, rygg ‘back’, is an FE and the
syntactic compound head skott ‘shot’ is opaque, as it here is a question of sudden
pain, not an actual bullet shot, as we see in Example (20).
(20) Medical_disorders
Han fick
[[[rygg]Body_part skott]LU]Ailment [under uppvärmning-en]Time
He get.pst back.shot
during warming.up-def
och tvingades
vila.
and force.pst.pass rest.inf
		 ‘He got lumbago during warming-up and had to rest.’

Compound modifier as LU
Annotation of sentences is done with regard to the frame in question. This entails
that a lexical unit may be annotated as LU even when it is not prominent to the
meaning of the whole sentence or a free-standing word. For example, with regard
to the Substance frame the modifier gas ‘gas’ of the compound gasdetektor ‘gas
detector’ is an LU in Example (21).
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(21) Substance
En vätesensor
är en [gas]LUdetektor som visar
närvaro-n
A hydrogen.sensor is a gas.detector
that show.prs presence-def
av väte.
of hydrogen
		 ‘A hydrogen sensor is a gas detector that shows the presence of hydrogen.’

4.2.8 Encoding of copula verbs, support words, etc.
Copula verbs such as vara ‘be’ or bli ‘become’ are annotated with COP, as we see
in Example (22).
(22) Misdeed
[Mord-et på Rosemary Nelson]Misdeed [var]COP ett [brutalt och
murder-def on Rosemary Nelson
be.pst a brutal and
fegt]Manner [illdåd]LU.
cowardly atrocity
		 ‘The murder of Rosemary Nelson was a brutal and cowardly atrocity.’

Support words, such as verbs and prepositions, are annotated with the SUPP tag.
An example of a support verb in a collocative expression where the noun is the semantically dominant element, is ta ‘take’ in the collocation ta hämnd ‘take revenge’,
as we see in Example (23). Example (24) illustrates an example of support preposition. Treatment of support words in SweFN is discussed further in Voionmaa &
Friberg Heppin (2013).
(23) Revenge
Men [han]Avenger skulle [ta]SUPP [hämnd]LU.
but he
was.to take.inf revenge
		 ‘But he would take revenge.’
(24) Evaluative_comparison
[Det total-a bidrag-et
av växthusgas-er
från
the total-def contribution-def of greenhouse.gas-pl from
äggproduktion]Profiled_item [är]COP [i]SUPP [nivå]LU [med
egg.production
is
in
level
with
kycklingproduktion]Standard_item.
chicken.production
		 ‘The total contribution of greenhouse gases from egg production is on a par
with chicken production.’
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4.3

Consistency checks and evaluation

There is no gold standard to evaluate the quality of SweFN against as there is no
other comparable resource. However, there is a constant assessment of the correctness of the resources built into the workflow and ongoing consistency checks
to avoid inconsistency between the Swedish lexical resources. The Karp tool gives
error messages, for example when Saldo entries are listed in more than one frame.
Other types of checks are run with certain intervals, for example to see if there are
annotation tags which do not follow the standard format. Confronted with different
types of error messages the developers go back to the frames in question to revise
the contents of the frame, such as which LUs are said to evoke the frame, or the
choice of example sentences and annotation of them.
5. Concluding remarks
In this chapter we have described how Swedish FrameNet has been created and
expanded in line with the Berkeley FrameNet resource. The manual and automatic
efforts resulted in the SweFN resource with the largest amount of LUs of existing
international framenets. Hence, Swedish FrameNet is the largest framenet in the
world, with regard to lexical content. As of April 2021, SweFN covers 1,195 frames
with 39,210 lexical units and 9,028 semantically annotated sentences. 37 frames
belong to the medical domain, and 10 frames belong to the art domain.
Primarily we addressed the manual perspectives of the workflow, discussing the
benefits of the extension approach, illustrating what data and metadata elements
the database contains, the language resources and tools we have utilized to enrich
it, and how they have been explored to facilitate development work, with the aim
to reveal their potential importance for computational lexicography.
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Swedish FrameNet++ – lexical samsara1
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One of the main goals of the Swedish FrameNet++ initiative is to recycle and
include as many existing modern Swedish lexical resources as possible into
one unified lexical macroresource useful for automatic language processing. In
this chapter we describe the structure of Saldo, the central resource of Swedish
FrameNet++, the design of the formal interlinking mechanism keeping the lexical macroresource together, and our work on Swesaurus, a Swedish wordnet, and
a Swedish Roget-style thesaurus as components of Swedish FrameNet++.
samsara [n] (Hinduism and Buddhism) the endless cycle
of birth and suffering and death and rebirth


1.

WordNet (v. 3.1): s.v. samsara

Introduction

The present chapter describes the modern lexical resources that have formed the
foundation for Swedish FrameNet++ (SweFN++), both those already incorporated
in SweFN++ and those where this work is still ongoing.
The original inspiration for the “++” part of the name Swedish FrameNet++
came from the assumption that formal interlinking of our existing digital lexical
resources would be a necessary prerequisite for their usefulness in new language
technology (LT) applications.
1. Parts of this chapter build on and elaborate content previously presented in the following
publications: Borin (2005); Borin et al. (2008, 2013); Borin & Forsberg (2009, 2010, 2011, 2014);
Zechner & Borin (2020).
Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php, with the following addition(s): a: adjective; n:
noun; v: verb.
https://doi.org/10.1075/nlp.14.03bor 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company

70

Lars Borin et al.

In part, the prerequisites for this interlinking were already in place, in the design of the central component of SweFN++, the lexical-semantic resource Saldo (see
Sections 2 and 3), but most of the details still remained to be worked out, and other
resources needed to be adapted to the envisioned structure. In this chapter we first
describe the conceptual and formal structure of the central resource of SweFN++,
Saldo (Sections 2 and 3), followed in Section 4 by a description of other modern
resources already at least in part incorporated in the macroresource. Finally, in
Section 5, some of the resources which are still in the pipeline for inclusion are
mentioned, and we discuss how new types of lexical information have been added
during the work on SweFN++.
2. Saldo: The heart of Swedish FrameNet++
2.1

Saldo in a nutshell

Saldo is a lexical-semantic resource, presenting an alternative information architecture to the best-known such resource, the Princeton WordNet (PWN; Fellbaum
1998). For a comparison between Saldo and PWN, see e.g. Borin & Forsberg (2009)
and Borin et al. (2013).
Some of the salient characteristics of Saldo are:
1. The lexical-semantic relations in Saldo are non-classical. These are described
and motivated in Section 2.3;
2. Saldo covers all parts of speech, not only open classes (Sections 2.3 and 2.4);
3. it reflects a principled approach to the description of multiword expressions
(MWE; see Chapter 9 in this volume);
4. as well as a principled approach to content-model standardization with an
explicit formal expression (Section 3).
2.2

The origin of Saldo

Svenskt associationslexikon (SAL; see Lönngren 1992) – ‘The Swedish Associative
Thesaurus’ – which formed the basis for Saldo, is a relatively little known Swedish
thesaurus with an unusual semantic organization (described in Section 2.3 below).
SAL was first published in paper form in two reports by Lönngren (1989, 1992).
The ideas underlying SAL and its history have been documented by Lönngren
(1988a, 1989, 1998) and Borin (2005). Initially, text corpora were used as sources
of the vocabulary which went into SAL, e.g. a Swedish textbook for foreigners and
a corpus of popular-scientific articles. A small encyclopedia and some other sources
provided the large number (over 3,000) of proper nouns found in SAL. Eventually,
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a list of the headwords from a large Swedish reference dictionary was included in
SAL, and its second paper edition (Lönngren 1992) contained 71,750 entries.
The work described here first started in late 2003, when the three first authors
of this chapter initiated a collaboration aiming at making SAL into a digital lexical
resource for LT. In order to be practically useful in LT applications, it had to be
complemented with inflectional morphological information. Saldo consequently
has a lexical-semantic component inherited from SAL – described in the next section – and a morphological component providing information about part of speech,
inflectional and compounding behavior, and some other information about entries, which comprise both single orthographic words and multiword expressions.
Morphological processing – inflectional analysis, inflectional full-form generation,
and compound analysis – is handled by a dedicated morphology component (see
Section 2.4). At the time of writing, in January 2021, Saldo contains close to 150,000
entries, and it is growing continuously.2
2.3

The semantic structure of Saldo

As a semantic lexicon, Saldo is a kind of lexical-semantic network. The basic linguistic idea underlying Saldo is that, semantically speaking, the whole vocabulary
of a language can be described as having a center – or core – and (consequently)
a periphery. The notion of core vocabulary is familiar from several linguistic subdisciplines (see Chapter 6 in this volume). In Saldo this idea is consistently applied
down to the level of individual word senses.
The basic lexical-semantic organizational principle of Saldo is hierarchical.
Every entry in Saldo – representing a word sense – is supplied with one or more
semantic descriptors, which are themselves also entries in the dictionary. All entries
in Saldo (with the exception of the top node PRIM; see below) are actually occurring words or conventionalized or lexicalized multiword units of the language. One
of the descriptors, called primary descriptor, is obligatory. The primary descriptor
is the entry which better than any other entry fulfills two requirements: (1) it is
a semantic neighbor of the entry to be described and (2) it is more central than it.
Both these aspects need some clarification.
That two words are semantic neighbors means that there is a direct semantic
relationship between them (such as synonymy, hyponymy, antonymy, meronymy,
argument-predicate relationship, and so on). Here we are immediately faced with
one problem: What about semantically empty words: how can we determine their
neighbors? Saldo includes not only open-class words, but also pronouns, prepositions, conjunctions, etc., which are often considered to have only a syntactic
2. See https://spraakbanken.gu.se/en/resources/saldo.
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function, rather than semantic content. This is, however, a simplification. It is true
that some of these words, such as of, for, that, are extremely empty, but so are, for
instance, support verbs like exert (and the noun exertion), undergo, etc. In a phrase
like exert influence the verb has a purely syntactic, i.e. connective, function. In
such cases closeness must be determined with respect to function or syntagmatic
connections, rather than (semantic) content. Fortunately, the majority of entries
have semantic content, so we will continue to talk here about semantic closeness
without loss of generality.
Centrality is determined by means of several criteria, the most important being frequency: a word with high frequency is more central than a word with low
frequency. Although the compilers of Saldo rarely refer to explicit frequency data
in making their decisions about primary descriptors, but rather rely on their lexicographical experience and linguistic intuition in making this judgement, in fact
it turns out a posteriori that slightly over 90% of the Saldo entries have primary
descriptors that are at least as frequent as the entries themselves in a large (billions
of words) corpus of written Swedish.3
A second criterion is stylistic and emotive value: a stylistically and emotively
neutral word is more central than one that is stylistically marked or carries an
emotive connotation.
While the first two criteria could be applied to any pair of word senses, a third,
more limited criterion is based on word formation: of two derivationally related
words the one with lower complexity is more central than the one with higher
complexity.
Finally, there are certain semantic relationships that themselves are asymmetric
in such a way that one member must be considered superordinate. Thus a hyperonym is generally more central than a hyponym (but see below), a word signifying
‘part’ is less central than the word signifying the corresponding whole object.
Given that only one primary descriptor can be assigned, the compilers of Saldo
will sometimes need to choose among several candidates which fulfill some, but
not all, criteria. In such cases, the emergent topology of the whole lexical-semantic
network becomes crucial (see below).
An entry in Saldo may in addition have an arbitrary number of secondary
descriptors. A secondary descriptor is an entry which, once the primary descriptor
is chosen, helps to specify the sense of the entry word, notably to differentiate it in
relation to other entries with the same primary descriptor.
The requirement that Saldo form a hierarchy means that there must be at least
one sense at the top which of course itself cannot have another word sense as
3. The corpus collection is browsable through https://spraakbanken.gu.se/korp (Borin et al. 2012),
and downloadable at https://spraakbanken.gu.se/en/resources.
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primary descriptor. In fact, it turns out that there is a small number of senses for
which so far no suitable primary descriptor has been found. In order to make Saldo
into a single hierarchy, an artificial entry, called PRIM, is used as the primary descriptor of 41 semantically unrelated entries at the top of the hierarchy, making all
of Saldo into a single rooted tree. These “semantic primitives” of Saldo are shown in
Figure 1. See also Chapter 6 in this volume for a description of these primitives in
the context of a discussion of core vocabularies in linguistics and related disciplines.
all1 ‘all’
annan1 ‘other’
bara1 ‘only’
bra1 ‘good’
fort1 ‘quickly’
framme1 ‘in/at front’
färg1 ‘color’
för 2 ‘for’
före1 ‘before’
göra1 ‘do, make’

ha1 ‘have’
hur 1 ‘how’
hända1 ‘happen’
i2 ‘in’
ja1 ‘yes’
just1 ‘exactly’
ljud1 ‘sound’
ljus1 ‘light’ (n)
med2 ‘with’
men1 ‘but’
mycken1 ‘much’

måste1 ‘must’
namn1 ‘name’
natur 1 ‘nature’
när 1 ‘when’
om1 ‘if ’
om2 ‘about’
på1 ‘on’
rak1 ‘straight’
röra1 ‘move’
säga1 ‘say’
till1 ‘to’

tänka1 ‘think’
vad1 ‘what’
var 1 ‘where’
vara1 ‘be’
varm1 ‘warm, hot’
vem1 ‘who’
veta1 ‘know’
vid1 ‘by’
vilja1 ‘want’

Figure 1. Saldo’s 41 “semantic primitives”: The top-level word senses

Below, we give a few examples of entries, found under the letter “L” in Saldo (superscript numbers differentiate lexical items – i.e. word senses – with the same lemma;
the index “1” is sometimes omitted):
läkare1 : bota1 ‘physician’ : ‘cure (v)’
lexikon1 : ordbok1 ‘lexicon’ : ‘dictionary’
lexikon2 : ordförråd1 ‘lexicon2’ : ‘vocabulary’
lie1 : slå2 ‘scythe’ : ‘mow’
liga1 : grupp1 + brottslig1 ‘gang’ : ‘group’ + ‘criminal (a)’
Lucretius1 : filosof1 + romersk1 ‘Lucretius’ : ‘philosopher’ + ‘Roman (a)’
We have often characterized Saldo as an “associative thesaurus”, but in this connection it is important to note that the intended associations are lexical-semantic
ones and by no means the free word associations elicited in a psychological or psycholinguistic test.4 Nor do they coincide with the kinds of relations among words
referred to as “non-classical” (Morris & Hirst 2004), “evocation” (Boyd-Graber
4. For instance, in the Dictionary of Russian associative norms (see Chapter 6 in this volume for
the concept of psycholinguistic “norms”) by Leont’ev (1977), the adjective lošadinaja ‘of a horse,
equine’ is listed among the strongest associations for the word familija ‘family name’, which comes
from the title of a short story by Anton Chekhov (A horsey name), but does not reflect any kind
of linguistic association in the sense intended here.
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et al. 2006), or “association” (Hill et al. 2015) in the literature, even if there is some
overlap with all of these. The only valid criteria for appointing a primary descriptor
to an entry are maximal semantic closeness to the entry and higher centrality than
the entry. These criteria are partly extrinsic, in the sense that they need to draw on
information that is not to be considered part of the word senses themselves.
For each entry the primary descriptor is selected manually, according to the
mixed relationship mentioned above. Is this an objective method? Yes, we believe
so. This method corresponds to that used in traditional lexicographic work, which
generally proceeds on an entry-by-entry basis. Thus, the global structure emerges
from numerous local decisions. In traditional lexicons and in Saldo alike, systematicity and objectivity are achieved by having a clear set of principles and highly
qualified people – i.e. with appropriate training in linguistics and lexicography – to
do the work. The objectivity is further ensured by thorough subsequent examination of the resulting network configuration surrounding each entry. Groups of
entries sharing the same primary descriptor should be semantically coherent, and
the occasional odd ones out are relatively easy to spot, so that their description
can be checked and revised if needed. The constant revision of previous analyses
is extremely important.
As was mentioned above, the predominant relations are synonymy and hyponymy. Synonymy, being non-directional, requires additional criteria to ensure that
the entry is less central than its primary descriptor, for example frequency, stylistic
and emotive value, and morphological complexity. Examples are tjej ‘gal, chick’ :
flicka ‘girl’; sannolikhet ‘probability’ : sannolik ‘probable’; liv ‘life’ : leva ‘live (v)’.5
Hyponymy is a directional relation, the hyperonym being, in principle, more
central than the hyponym, for example kanot ‘canoe’ : båt ‘boat’. In compounds,
so productive in Swedish, the second part is, as a rule, superordinate in relation
to the whole word, and can often serve as primary descriptor. The first part of the
compound then is typically used as secondary descriptor, for example stenhus ‘stone
house’ : hus ‘house’ + sten ‘stone’.
It turns out that in many cases neither a synonym nor a hyperonym can be
used as a descriptor. Possible candidates may be less central than the keyword, as
has long been claimed about natural kinds, where central, prototypical concepts
often reside at some intermediate taxonomical level (the “basic level” of Rosch
et al. 1976). For example, for häst ‘horse’ the zoologically correct taxonomical hyperonym hovdjur ‘ungulate’ must be rejected. There may also exist a more central,
5. Many, but not all construals of synonymy make it to be non-directional; see Murphy (2003:
Chapter 4) for a discussion. Note also that the pairs sannolikhet ‘probability’ : sannolik ‘probable’
and liv ‘life’ : leva ‘live (v)’ would be considered synonyms on some definitions of this term,
despite their different parts of speech.
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but too distant, hyperonym, for example person ‘person’ in words like erövrare
‘conqueror’. Similarly, in many cases del ‘part (n)’ is rejected as primary descriptor.
In the absence of a suitable synonym or hyperonym other relations correspond
to the primary descriptor. For example, in balkong ‘balcony’ : hus ‘house’ we observe meronymy, a directional relation. The primary descriptor may be a predicate,
for which the entry would be a prototypical argument, for example damm ‘dust’ :
torr ‘dry’; streck ‘line’ : rita ‘draw (e.g. a picture)’. Particularly commonly occurring
arguments are agents and instruments, for example vinnare ‘winner’ : vinna ‘win’;
astronom ‘astronomer’ : astronomi ‘astronomy’; kniv ‘knife’ : skära ‘cut’.
If a synonym is used as the primary descriptor, there is no need for a secondary
descriptor. If a hyperonym is used, one or more secondary descriptors are often
added, with a specifying function. Beyond this, there are no particular semantic
requirements on a secondary descriptor. It can be a holonym or a predicate, for
example bordskant ‘table edge’ : kant ‘edge’ + bord ‘table’; såg ‘saw (n)’ : verktyg
‘tool’ + såga ‘saw (v)’. But also other semantic relations are possible here, for example
material, as we saw in stenhus ‘stone house’.
In many cases the predicate–argument relation holds between two descriptors,
for example glasblåsning ‘glass-blowing’ : blåsning ‘blowing’ + glas ‘glass’; snabbseglande ‘fast-sailing’ : segla ‘sail (v)’ + snabb ‘fast’. Certain words are very frequently
used as modifying secondary descriptors, for example: inte ‘not’, utan ‘without’,
(o)möjlig ‘(im)possible’, hon ‘she’, motsats ‘opposite (n)’, mycket ‘very’, alltför ‘too’,
igen ‘again’, mot ‘against’, väl ‘well’, nyss ‘recently’, lätt ‘easy’, likna ‘be similar’, and
som ‘like, as’.
While every entry in Saldo has exactly one primary descriptor, it may have
an arbitrary number of secondary descriptors, e.g. we find multi-part compounds
like femrumslägenhet ‘five-room apartment’ (and derivations like femrummare, lit.
‘five-roomer’), with two secondary descriptors: lägenhet ‘apartment’ + rum ‘room’
& fem ‘five’.
As was already pointed out, each distinct sense of a word constitutes a separate
entry in Saldo. Distinguishing such senses is a difficult task, which is solved in different ways by traditional lexicographers and in different lexicographical traditions.
To single out an autonomous sense in Saldo means accepting this distinction pervasively; for instance, wherever the word occurs in a compound it must be assigned
the correct sense index.
Saldo has on the average a 1.17 senses per entry lemma, and the most polysemous entry has 19 senses. Approximately 13% of all base forms are polysemous. In
PWN the most polysemous entry is the verb break with 59 senses. Both lexicons
display the same kind of – distinctly Zipfian – distribution of senses over headword
lemmas (see Chapter 1 in this volume).
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The considerable difference in word-sense granularity between Saldo and PWN
is partly because of lexicographic tradition, partly because of the way sense distinctions must be propagated through the Saldo hierarchy, and partly due to the special
construal of synonymy determining the structure of PWN. Word sense distinctions
can be made arbitrarily fine-grained (Murphy 2003), among other things depending on how much the understanding of words in context is believed to rely on the
same general principles of interpretation and inference which can also be invoked
to account for novel word usages, such as creative metaphor (Cruse 2000; Hanks
2013). However, there seems to be a (fuzzy) limit beyond which the usefulness of
further subdivision diminishes, at least from a practical text-processing perspective
(Kilgarriff 1997; Hanks 2000; Erk 2010).
Saldo is built completely bottom-up, by means of a large number of local decisions. No global plan is imposed. There are no metalinguistic categories or features.
Every sense is given a description, and is also itself a potential descriptor. Of course,
a great part of the senses have not – yet – been used as descriptors. At present, two
thirds of the word senses in Saldo are leaf nodes in the tree.6
By logical necessity, every sense in Saldo has a certain depth, by which we
mean distance from the top node PRIM in terms of a chain of successive primary descriptors. For instance, starting from myror i huvudet [ants in head.def.sg]
‘puzzle-headedness’, which has depth 13, we arrive at PRIM through the following
steps: sätta myror i huvudet [put ants in head.def.sg] ‘puzzle (v)’, bryderi ‘perplexity, puzzlement’, förvirring ‘confusion’, förvirra ‘confuse’, oreda ‘disorder’, oordnad
‘disordered’, ordna ‘order (v)’, ordning2 ‘order (n), sequence’, följd ‘succession’, följa
‘follow’, efter ‘after’, före ‘before’. This entry is close to the maximal depth in Saldo,
which is 16, while the mean depth is only 6, and the median depth is 7.
Interestingly, comparing Saldo’s topmost word senses – the children of PRIM –
with the “semantic primes” of Wierzbicka and Goddard’s Natural Semantic Metalanguage (NSM) (Wierzbicka 1996; Goddard 2008), we may note that the Swedish
counterparts of the NSM primes (Goddard & Karlsson 2008) are generally found
close to the top node in Saldo.7 This again indicates that the numerous local decisions by which Saldo’s lexical-semantic hierarchy emerges are, on the whole, sound.

6. Thus, the average number of children of a non-leaf node in Saldo is between two and three.
7. The NSM semantic primes have undergone many revisions through the years. For a current
version, see the Proposed semantic primes (2014) on the NSM homepage: https://intranet.secure.
griffith.edu.au/schools-departments/natural-semantic-metalanguage/what-is-nsm/semantic-primes.
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2.4

Morphological information in Saldo

The original SAL was a pure onomasiological lexicon – i.e. a lexicon organized
by meaning – with no formal information about entries, not even an indication
of part of speech. Thus, one important difference between Saldo and SAL is that
Saldo now has full information about the part of speech and inflectional pattern
of each entry. If we want to offer a full lexical component for LT applications, inflectional morphology must also be addressed. Swedish inflection – although still
fairly simple from a global perspective – is an order of magnitude more complex
than that of English. There are more forms in the paradigms for all the open parts
of speech. In addition, there are 7 noun declensions, 2 adjective declensions, and 3
verb conjugations – all with further subdivisions – plus a number of irregular items.
The morphological component of Saldo has been implemented using Functional
Morphology (FM; see Forsberg 2007; Borin et al. 2008). The size of Saldo’s morphology is ∼2M word forms compiled from 128k morphological specifications, i.e. an
average of almost 16 word forms per specification.8
At present there are more than one thousand different inflectional patterns represented in the lexicon. Among these are many singleton patterns. In many cases,
these are the irregular words of traditional grammar. Surprisingly often, however,
the source of plenty is another, viz. variation. We often find that a particular combination of morphosyntactic features – a particular position in a paradigm – for a
word or small group of words can be filled by more than one form, i.e. realized in
more than one way. Such cases are legion, but each case is also restricted to individual items, while seemingly analogous words will not show the same behavior,
e.g. the three alternative forms himmeln, himlen, himmelen [heaven.sg.def.nom]
(citation form himmel), of a word which in all other respects follows the inflectional
pattern designated as nn_2u_nyckel,9 which includes words like nyckel ‘key’, åker
‘field’, öken ‘desert’, hummer ‘lobster’. This pattern allows only for the first of the
three variants shown above for the singular nominative definite form of himmel,
viz. the form made by affixing an -n to the citation form.

8. Recall that Saldo’s inflection tables include compounding forms – since these are not predictable in the general case – so that even many uninflected items end up with at least two forms
in their paradigm.
9. The inflectional pattern identifiers are designed to be mnemonic to a human user familiar
with Swedish inflectional morphology. Thus, nn_2u_nyckel indicates a second-declension (“2”)
non-neuter (“u”) noun (“nn”) inflected like the word nyckel ‘(door)key’, i.e. dropping the last e
before a vowel-initial suffix.
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A practically useful computational lexicon should in any case specify the morphological behavior of individual words as accurately as possible. In Saldo, this
behavior is encoded uniformly for all words, in the form of a unique identifier
for each inflectional pattern. In other words, in the lexicon we do not make a
distinction between inflectional classes and individual cases in the sense of, e.g.
Wurzel (1989: 57). This task is relegated to the computational morphological component, where a mapping is made between Saldo’s inflectional patterns and regular,
sub-regular and idiosyncratic inflectional descriptions. However, it is not difficult
to get a picture of which inflectional patterns are general and which idiosyncratic.
As with many other linguistic phenomena, a small number of patterns account
for the majority of entries. There are 28 inflectional patterns with more than 1,000
members each in Saldo, which together account for 76% of all entries.
3. Persistent identifiers: The glue of Swedish FrameNet++
Any entities to be manipulated in the infrastructure should have unique persistent
identifiers (PIDs). This was an additional reason for choosing Saldo as the central
resource of SweFN++. In Saldo, there are PIDs for word senses, lemgrams,10 parts
of speech, paradigms, and lexical-semantic relations. The most important ones in
the larger scheme of things are the word sense identifiers, which form the links
between Saldo and other resources, and by extension, links among all the other
resources through Saldo. For pragmatic reasons, the identifiers were designed both
to be mnemonically human-readable11 and to be valid XML names. A difference
in Saldo sense identifiers conveys only that there is a word sense difference, but
says nothing about its character or magnitude; this information must be provided
separately, e.g. as a lexical-semantic relation, possibly accompanied by a degree (e.g.
“A and B have a degree of synonymy of 0.8”).12
Since Saldo is the pivot among our lexical resources, work on the other resources takes Saldo’s sense and lemgram sets as their point of departure. This is not
10. Since more commonly encountered terms such as lexeme and lexical item are ambiguous in
practice, we have coined the term lemgram (lemma+grammatical characteristics) used in Saldo
about the combination of a lemma and a specified set of formal features, including pronunciation,
part of speech, inflectional paradigm and compounding form(s).
11. This has turned out to be a very sensible design decision. Non-human-readable PIDs – such
as handle identifiers or DOIs – are of course formally equivalent. However, with well-designed
mnemonic identifiers for key entities, all kinds of manual work become much more efficient.
12. Degrees of synonymy are a feature of the Synlex resource, a crowdsourced Swedish synomym
lexicon (Kann & Rosell 2006); see Section 4.1.3.
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supposed to be a straitjacket, however. Often, this work reveals the need for new
lexical units, which are added to Saldo – possibly after some discussion among the
team members – and from there in turn propagated to the other resources.
4. Branching out: Lexical semantics galore
One of the main reasons for embarking upon the SweFN++ endeavor has been the
methodological hypothesis that its component resources could be both harmonized
and synergistically enriched in the process, yielding a whole that is more than the
sum of its parts. Hence our focus in this chapter is on the extraction, harmonization and refinement of resource-internal linguistic information,13 in order both to
enrich and to the individual component resources.
4.1

The Swesaurus component of Swedish FrameNet++

4.1.1
Towards a Swedish wordnet
The PWN is a de facto standard for lexical-semantic resources in language technology, because of its size and even more because of its open license. PWN has inspired
numerous wordnet projects for other languages, and of course we would like one
for Swedish as well, if nothing else, in order to compare a wordnet and Saldo as
resources for various LT applications.
The lexical-semantic information in Saldo is not an alternative to that found in
a wordnet, but should be seen as a complement. Ideally, we would like both kinds
of information for all lexical entries. However, at present, there is no generally
available full-size wordnet for Swedish (see Chapter 5).
One of the emerging components of SweFN++ is Swesaurus, a Swedish “protowordnet” under active development.14 Swesaurus is being constructed mainly by recycling and refining lexical-semantic information from a number of existing lexical
resources. This is ultimately made possible by the design principles of SweFN++,
as outlined above in Section 3 and in more detail in Chapter 1.
13. A concrete example of a refinement which has often been requested by researchers using
SweFN++ concerns definitions: Saldo lacks definitions (due to its history), and the descriptors are
sometimes less than ideal indicators of semantic differences among colexified lemmas. However,
definitions are present in some of the resources slated for inclusion in SweFN++, e.g. the Lexin
dictionary (see Section 4.1.5).
14. Chapter 5 in this volume situates Swesaurus in the context of international wordnet-creation
efforts (including linkage to Princeton WordNet), while the focus of the present description is on
the methodology used to extract and infer classical lexical-semantic relations from extant lexical
resources.

79

80

Lars Borin et al.

Even if the goal of the Swesaurus endeavor is to create a Swedish wordnet, it
exhibits some noteworthy differences from a true wordnet.
Firstly, all the lexical-semantic relations in Swesaurus are between word senses
only; there are no synsets.15 Synonymy is simply one of these relations among many
others. This design feature is partly due to tradition, but in this way we also avoid
having to define synonymy. Even though synonym dictionaries are among the oldest products of lexicography – even the Sumerians and Akkadians compiled them
(Civil 1990) – in practice synonymy has turned out to be a most slippery notion:
while synonyms are self-evidently a central feature of language according to Lieber
(1841: vii), they are “morally impossible” to Döderlein (1863: xii).
Occam’s razor also enters into the picture: since word senses seem to be needed
in any case, and to be in some sense more basic than synsets – more than half (54%)
of the synsets in PWN have only one member, arguably a word sense16 – we see no
pressing need to adopt the synset as basic notion.
Secondly, Swesaurus covers all parts of speech, unlike PWN, which contains
only the open parts of speech, the “content words”, specifically nouns, verbs, adjectives, and adverbs. However, because of what seems to be a specific Anglo-Saxon
lexicographical practice (Apresjan 2002), numerals are also included in WordNet,
classified as nouns (cardinals) or adjectives (ordinals).
Thirdly, from one of its constituent resources (Synlex; see Section 4.1.3),
Swesaurus inherits the notion of graded relations, primarily degree of synonymy.
The classical lexical-semantic relations present in Swesaurus are listed in
Table 1. The basic information unit in Swesaurus is the (word-sense) relational
triple, whose three components are: (1) a source word sense; (2) a graded (in the
interval [0..100]) lexical-semantic relation; and (3) a target word sense. In addition,
each triple has provenance information, i.e. from which resource it originates and
whether it is primary or derived. All relations except related-sense are generally
taken to hold only within a part of speech, i.e. source and target word senses must
belong to the same part of speech. A concrete example:
abrupt1

is-a-synonym-of:80

plötslig1

synlex

This triple (extracted from Synlex; see Section 4.1.3) conveys the information that
(the Saldo word sense) abrupt1 ‘abrupt’ is 80% synonymous with plötslig1 ‘sudden’.

15. Synsets are the fundamental units constituting WordNet, defined as “sets of synonyms that
serve as identifying definitions of lexicalized concepts” (Miller et al. 1990: 240). This means that
synonymy holds a special place in WordNet, different from and more basic than other classical
lexical-semantic relations, where the latter are understood in WordNet to hold among synsets,
not word senses.
16. This holds for example for the noun samsara used in the title of the present chapter.
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Table 1. Lexical-semantic relations used in Swesaurus and their logical properties
(used for inferring missing links among lexical items)
Relation

Logical properties

synonymy

symmetric, transitive
symmetric
symmetric, transitive(?)
transitive, inverse of hyperonymy
transitive, inverse of hyponymy
symmetric, transitive
transitive(?), inverse of holonymy
transitive(?), inverse of partonymy

antonymy

related-sense

hyponymy/subordinate sense
hyperonymy/superordinate
cohyponymy

partonymy

holonymy

4.1.2 Mining Saldo for classical lexical-semantic relations
The foremost of the resources utilized for compiling Swesaurus is Saldo itself.
We capitalize on the fact, already mentioned (in Section 2), that the primary
descriptor of a Saldo entry will in practice quite often be either a hyperonym or
synonym of the entry. Thus, Saldo was mined for Swesaurus candidates by extracting all same-POS entry–primary descriptor pairs. In the process, some important
special cases were recognized which require very little manual post-processing,
such as noun compound entries where the form of the primary descriptor corresponds to the last member of the compound, e.g. livförsäkring : försäkring ‘life
insurance’ : ‘insurance’ – about a third of all noun entries in Saldo (see Chapter 9 in
this volume) – and where the entry in the overwhelming majority of cases is a hyponym of the primary descriptor. Using this method, a large number of synonyms,
near-synonyms, hyperonyms, antonyms, and related senses could be extracted from
Saldo, representing all parts of speech.
From the initial set of relations mined in this way from Saldo (and other resources described below), we can derive additional relations which follow from the
logical properties (e.g. transitivity) which obtain among relations. For example, if
we know that A is-a-synonym-of B and B is-a-synonym-of C, we can infer
that A is-a-synonym-of C even in the absence of explicit information to this effect. More subtle inferences are also possible, for example, if A is-a-hyponym-of
B and C is-a-hyponym-of D and A is-a-cohyponym-of C, we can infer that
B is-a-synonym-of D.
According to the website of the Global WordNet Association,17 “resources that
follow the wordnet design” must include
–
–

links to WordNet (Princeton or others that are linked to PWN)
WN structure (minimally: synset, hyponymy)

17. http://globalwordnet.org/resources/wordnets-in-the-world/
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Swesaurus marginally fulfills the first criterion – only one of its components (the
Core WordNet; see Section 4.1.5) is linked to PWN – although we acknowledge the
usefulness of such a linking, and are planning to extend it to the other components
of Swesaurus. It also fails the second criterion, since there are no synsets at all in
Swesaurus. However, as we have argued and shown above, a PWN-style wordnet –
in fact, many different PWN-style wordnets, in the form of “wordnetified” versions
of Swesaurus – can be completely mechanically derived from Swesaurus through
the transitive closure of the synonymy relation, and to some extent also utilizing
other relations.
4.1.3 Synlex
Synlex (the People’s Synonym Lexicon; Kann & Rosell 2006)18 is a lexical resource that has been created by asking members of the public – users of an online
Swedish-English dictionary – to judge the degree of synonymy of a random, automatically generated synonym pair candidate, on a scale from 0 (not synonyms) to
5 (fully synonymous). A synonym pair list containing all pairs that average 3.0 or
more on three or more judgements is available for download under an open-source
license. The version selected for inclusion in Swesaurus contains almost 20,000
synonym pairs, selected and graded by crowdsourcing, and subsequently curated
in the SweFN++ project.
The members of these pairs are words (i.e. text word forms) – not even part
of speech is indicated – mainly dictionary base forms (lemmas), but sometimes
inflected forms, and in some cases multiword expressions. One problem then becomes, in the case of a word having as synonyms several other words – because of
colexification – to determine how many senses we are dealing with.
We could use the synonymy degree information at arbitrary cut-off points to
create virtual “fuzzy wordnets” for Swedish (Borin & Forsberg 2010). This would
partly address an oft-heard criticism of the PWN concept, invoking a postulated
universal linguistic principle of synonymy avoidance (Carstairs-McCarthy 1999;
Murphy 2003). With the kind of degree-of-synonymy information present in
Synlex – only about 5% of the word pairs in Synlex have the highest degree of synonymy, 5.0 – we could create a PWN-like lexical resource where we could exactly
quantify the ‘near-synonymy’ that is sometimes said to define PWN synsets.
Graded relations complicate this picture, and it is not completely clear how to
best use the degree information in computing derived relations. Consequently, we
must be careful when deriving new synonym pairs in Synlex, especially if we iterate
over already derived ones.

18. http://folkets-lexikon.csc.kth.se/synlex.html
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4.1.4 Wiktionary
Wiktionary is an undertaking similar to Wikipedia, but for collaborative writing of
dictionaries rather than encyclopedias. The Swedish Wiktionary,19 is a downloadable free resource that, among other things, contains some lexical-semantic relations.
The work of extracting such relations from Wiktionary is hampered by the fact that
the data set is only partially encoded with a formal structure. It is the responsibility
of the author of each lexical entry to encode the different information categories
in it in the correct wiki format that was intended by the creator of Wiktionary, but
no automatic check of the encoding is actually done. Since the result of a faulty
encoding may actually look correct to the human eye, there are in practice a number of errors in Wiktionary that complicate the automatic information extraction.
We have experimented with extracting synonymy relations between words,
with a resulting set of 10,529 synonymy pairs, of which 3,857 of the word pairs
have members with only one sense in Saldo. Hence, no manual disambiguation
is needed, so they may be incorporated immediately into Swesaurus. Some of the
pairs are wrong, since some lexical entries contain information from more than
one language. This results in a few cases where, e.g. a Swedish word is linked to a
Polish one. In practice, this is rarely an issue since such a word will almost never
coincide with a lemma in Saldo.
The synonymy relations in Wiktionary are in general of higher quality than
those in Synlex, which is to be expected since the author of a lexical entry in
Wiktionary makes a conscious choice when assigning synonyms to a word, but
Synlex, on the other hand, builds upon automatically generated word pairs, with the
consequence that words that are not normally judged synonymous are sometimes
assigned a degree greater than zero. For example, consider the pair förlovning :
förpliktelse ‘engagement to be married’ : ‘obligation’, the members of which are normally not considered to be synonymous, but when presented together and you are
asked to quantify their synonymy degree, you may be tempted to give them at least
a small degree of synonymy.
4.1.5 Core WordNet
As part of the EC-funded META-NORD project (2011–2013), a linking of the
Princeton Core WordNet (CWN) to Swedish was completed and included in
Swesaurus. The linkage was bootstrapped by using the Lexin basic Swedish-English
dictionary (∼25,000 entries).20 Swedish lemmas in Lexin were automatically linked,
in an overgenerating manner, to Saldo sense identifiers, giving us a set of senses
19. sv.wiktionary.org
20. https://spraakbanken.gu.se/en/resources/lexin
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for every lemma. The glosses of CWN were subsequently linked to these sense sets
via Lexin. CWN has 5,000 entries, of which around 89% were covered by Lexin.
Furthermore, 23% had a unique link to one Saldo sense, and the remaining an
average ambiguity of 4.4 (a rather high ambiguity, but not unexpected for a core
vocabulary).
4.1.6 The Gothenburg semantic database
The Gothenburg Semantic Database (SDB; Järborg 2001) is a lexical database for
modern Swedish covering 61,000 entries with an extensive description of inflection,
morphology and meaning. Originally based on a lexicographical database that has
been used in producing two modern Swedish reference dictionaries, SDB has been
enriched with a deeper semantic description where many of the verb senses have
been provided with semantic valency information using a set of about 40 general
semantic roles and linked to example sentences in a corpus.
SDB holds two kinds of relevant lexical-semantic information: (1) explicit lexical semantic relations cross-referencing among different lexical entries (lemmas);
and (2) relations implicit in its hierarchical organization of lexical entries into
main senses and subsenses, typically corresponding to a superordinate– hyponym
relation.
The linking of SDB senses to Saldo sense identifiers is ongoing. Some of its explicit lexical semantic relations have been included in Swesaurus, and some of the
derived relations calculated (see Section 4.1.2). In the process, it has become clear
that the explicit relations are not consistent, and will need a good deal of manual
curation, which is ongoing.
4.1.7 The state of Swesaurus
All the activities listed in the preceding sections are ongoing to various degrees. In
summary, approximate current numbers of primary and derived relational triples
in the different Swesaurus components are as follows:
Component

Primary

Derived

Synlex
Wiktionary
CWN
SDB
Saldo

19,000
4,000
4,500
10,000
32,500

9,500
–
–
13,500
–

All counts are for normalized relational triples, which means that symmetric relations
are counted only once for a given word-sense pair, and that for relations with an inverse, only one of the two is present in the data. Thus, A is-an-antonym-of B will
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exclude the presence of B is-an-antonym-of A, and A is-a-hyperonym-of
B will be transformed into B is-a-hyponym-of A.
4.2

Towards a thesaurus component of Swedish FrameNet++

4.2.1 Roget’s Thesaurus and language technology
While wordnets completely dominate the LT field, in most other contexts the
most well-known lexical-semantic resource for English is without doubt Roget’s
Thesaurus (Roget 1852; Hüllen 2004), which appeared in its first edition in 1852
and has since been published in numerous editions all over the English-speaking
world. The digital version of Roget offers a valuable complement to PWN (Jarmasz
& Szpakowicz 2004), which has seen a fair amount of use in LT as an alternative
source of lexical-semantic information, and which can be used both to address
other kinds of LT tasks than with a wordnet, and even be more effective for some
of the tasks where wordnets are normally used, e.g. lexical cohesion, synonym identification, pseudo-word-sense disambiguation, and analogy problems (Morris & Hirst
1991; Jobbins & Evett 1995; Jarmasz & Szpakowicz 2004; Kennedy & Szpakowicz
2008, 2014).
4.2.2 Including Bring’s Swedish thesaurus in Swedish FrameNet++
One of the available existing lexical resources to be included in SweFN++ is Sven
Casper Bring’s Swedish adaptation of Roget’s thesaurus, which appeared in 1930
under the title Svenskt ordförråd ordnat i begreppsklasser ‘Swedish vocabulary arranged in conceptual classes’ (Bring 1930).
Bring’s thesaurus is made available online in two digital versions (under a CC
BY license):
1. Bring (v. 1), providing the full contents of the original 1930 book version
(148,846 entries)21
2. Blingbring (v. 0.3), a version of Bring which has been curated to remove obsolete
items. This version contains 126,911 entries22
Bring is the resource where we have most systematically explored various automatic methods for linking its vocabulary to Saldo, thereby integrating Bring into
SweFN++. This warrants a more detailed account of these efforts, to which we
now turn.

21. https://spraakbanken.gu.se/en/resources/bring
22. https://spraakbanken.gu.se/en/resources/blingbring
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The initial linking to Saldo senses in Blingbring did not involve a disambiguation step. Rather, as described in Chapter 1 in this volume, we have capitalized on
the Zipfian distribution of word senses over lexemes. Hence, the linking was made
between matching lemma-POS combinations from the two resources. As expected,
most linkages are unambiguous: Blingbring includes slightly over 21,000 entries
with more than one Saldo sense (∼17%), or about 4,800 ambiguous word sense
assignments (out of about 43,000 unique lemma-POS combinations: ∼11%).
By and large, the formal structure of Bring is taken over from Roget. At the
highest level, there are 1,015 numbered conceptual classes. Each class comes with a
heading, a label indicating a broad semantic characterization of the words and multiword expressions listed in the class, e.g. classes #981: himmel ‘heaven’ and #982:
helvete ‘hell’. These semantic fields are often quite abstract, with the consequence
that a particular Saldo word sense may be included in more than one Bring class.
For example, the word sense nirvana1 ‘nirvana’ is listed in class #981, but also in
the following two other classes: #2: intighet ‘inexistence’ and #360: död ‘death’.23
Classes are further subdivided into parts of speech, with one division each for
nouns, verbs and a third category containing words of other parts of speech, mainly
adjectives and adverbs, but also idioms and some function items.
Finally, the lowest-level complex unit in Bring is the group (marked by a final
semicolon in the printed version). The lemmas in a group – including multiword
lemmas – referred to here as the (lexical) items (or entries) of Bring, are often further
arranged by semantic proximity, so that synonym clusters can be discerned within
groups, although these clusters are not formally indicated in any way.
As mentioned above, Bring was published in 1930, and its most recent entries
were first attested in print around 1920, although the influx of new words starts to
peter out already around 1914 (Lange 2007: 11), i.e. its vocabulary is over a century
old.
In order to integrate Blingbring more fully into SweFN++, we need to accomplish two objectives: (1) to disambiguate the ambiguous linkages; and (2) to develop
good methods for adding modern vocabulary to Bring from Saldo or some other
SweFN++ component resource, placing each item in its most appropriate Bring
class(es), thereby hopefully producing a modern Swedish Roget-style resource
for the LT community. For both objectives we have pursued automatic, LT-based
methods.

23. Only about 40% of the unambiguous lemma-POS combinations in Blingbring appear in only
one class, and at the other end of the spectrum, one item appears in 28 classes: ytlig1 ‘superficial’.
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Regarding the first objective, this is a closed task, since the number of ambiguous items is fixed, but the effort spent on automating this task will hopefully also
take us some ways toward fulfilling the second objective.
The second objective is more difficult. Rather than just a small number of
options, we now need to distinguish between a very large number of target classes,
and an even larger number of groups within the classes. This is also an open-ended
objective, in that we would ideally like any new sense added to SweFN++ to also be
assigned its proper class(es) in Blingbring.
In an initial set of experiments applying machine learning approaches both
a corpus-based and a lexicon-based classifier were applied to the first objective,
the disambiguation problem, reaching accuracies of 69% and 78%, respectively
(Borin et al. 2015). However, simply choosing the first listed sense in Saldo results
in 63% accuracy, making the corpus-based method barely viable. Following up on
the more promising lexicon-based approach, which utilized only one of several
possible aspects of the lexical structure of Saldo, we have conducted a more detailed investigation of if and how more of Saldo’s structure could be used for this
purpose. The hypothesis was that the macrostructure of Saldo will correspond to
that of Bring at some level.
The evaluation data used for the experiments consisted in 1,308 manually disambiguated gold-standard entries.24 The degree of ambiguity in this gold standard
data is shown in the second column of Table 2, while the third column shows
the degree of ambiguity in the full Blingbring dataset containing 44,615 unique
lemma-POS combinations (out of which 39,275 are unambiguous).
Table 2. Word-sense ambiguity in the gold standard data and in Blingbring
(entries = lemma-POS combinations)
# senses/entry
2
3
4
5
6
7
8
9
10
11

Gold standard: # entries

Blingbring: # entries

739
304
147
71
11
13
15
  6
  2
  0

4,006
  873
  286
  102
   31
   18
   10
    3
    6
    5

24. For details about how the gold-standard data was prepared, see Borin et al. (2015).
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The terminology for lexical-semantic relations in Saldo’s predecessor SAL (see
Section 2.2) was based on a family metaphor: the primary descriptor was called
“mother”, the secondary descriptor referred to as “father” and their dependents
were consequently known as “children” with “sibling” relations among them
(Lönngren 1988b, 1989, 1992, 1998). Here we extend this analogy further in order
to talk comfortably about the topology of Saldo’s lexical network. A sense which
has a particular other sense as its “mother” (primary) or “father” (secondary) is its
“daughter” or “son”, respectively. Senses sharing a primary or secondary descriptor
are “sisters” or “brothers”, respectively. In the otherwise rare case where the mother
of one sense is the father of another, we will call them “cross siblings”. Terms like
“parent”, “aunt”, etc. should follow by analogy.
In the experiments described below, we investigate assignment of Saldo word
senses both to coarser Bring (conceptual) classes, and to more fine-grained groups
within classes, referring to both granularities jointly as Bring groupings.
For the first experiment, we make the assumption – possibly overly simplistic –
that only one of the senses of an ambiguous Bring entry belongs in a particular
class. We will refer to this sense as the correct sense and the other senses as incorrect
senses.
For each ambiguous entry and for each of its possible senses, we investigate
which (if any) of its closely related senses are present in the same Bring grouping.
It quickly becomes clear that some of the relations are stronger indicators than
others that the investigated sense is the correct sense. For example, if a parent of
the sense is present in the group, that is a very strong indicator, but on the other
hand, it only happens in a small percentage of the cases. Conversely, a sense with
a sibling appearing in the class is much more common, but this is a less strong
indicator that this is the correct sense. For a detailed description of the procedure,
see Zechner & Borin (2020).
Figure 2 shows the results of applying such indicators disjunctively in order of
decreasing strength, defaulting to the sense listed first in Saldo as a last resort. We
can either spot a small number of entries with high accuracy, or a larger number
of entries with lower accuracy.
A manual error analysis of the cases where this method has resulted in an
incorrect sense being chosen reveals that generally, most of the failed items are
closely related senses, often with quite subtle differences, such as samling1 ‘collection’, samling2 ‘arrangement’, and samling3 ‘group’, and sometimes including metaphors, such as tomhänt1 [empty.handed] ‘with empty hands’ and tomhänt2 ‘with
nothing to offer’.
For the second experiment, the task is to determine if a Saldo sense which is
not present in Bring should be placed in a particular grouping or not. If the new
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Figure 2. Coverage and accuracy for different methods of disambiguation

sense belongs in the current grouping, we call this grouping a true grouping (class or
group) for the sense. Otherwise, it is a false grouping. As remarked above, there may
be more than one true class for any word sense (but only one group within a class).
Again, we attempt to map the structure of Saldo’s network onto that of Bring,
the hypothesis being that a sense will have more relatives in its true grouping than
in false groupings. Testing this is straightforward using the unambiguous lexical
items already present in Bring, and we have conducted such a test on the full set
of unambiguous entries. The hypothesis is confirmed. For example, a group that
contains a given sense x will contain the mother sense of x in 13% of cases, but a
group that does not contain x contains its mother sense in only 0.14% of cases, and
at the granularity of Bring classes, the corresponding figures are 36% and 0.21%.
There are almost 7,000 candidate groups in slightly over 1,000 candidate classes
for each new sense to be added, and preliminary experiments using similar methods as for the disambiguation step have showed that the accuracy is too low for
automatic group or class assignment using the Saldo network structure.
Taking the mother sense as example, it is almost 88 times more likely to be
found in a true group than in a false group, but a group containing the mother
sense is still 4 times more likely to be false than to be true. With classes, the figures
look somewhat more promising. The mother sense is about 170 times more likely
to be found in a true class than a false class, but a false class containing the mother
sense is twice as probable as a true class.
However, other close relatives (in particular daughters and sisters) are also
good indicators. Exploring this fact, we have experimented with a scoring system,
counting multiple close relatives in the same grouping, under the hypothesis that
the highest-scoring grouping will be the true grouping. For groups, we find this to
be true in 30% and for classes in 52% of the cases.
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Since the accuracy of the automatic methods is barely over 50% (for classes),
we could perhaps try semi-automatic methods. We can for example choose to list
the suggested groupings in order of decreasing score, and see how many groupings
we would on average need to look at to find a true grouping. Figure 3 shows the
result both at the group and the class level.
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Figure 3. Percentage of entries for which a true grouping (class or group) is found within
a given number of groupings, starting from the highest-scoring grouping

We see that while 30% of the true groups are found in the first guess, 50% are found
in the first 5, and 55% in the first 10. These are still not very impressive numbers,
but the results for classes look quite good in comparison. The highest-scoring class
is the true class in 50% of the cases, and the true class will be among the top five in
75% of the cases and among the top ten 80% of the time.
The backbone of Bring is made up by the (1,015) conceptual classes, and even
finding the correct class would help considerably, leaving only a presumably much
more manageable task to human judgement – because it requires dealing only with
a very local context instead of the whole lexicon – viz. that of the proper placement
of the new word sense inside the class.25
Summing up, using the relations from Saldo to disambiguate or classify words
in Bring is viable as a tool, even if the accuracy is not high enough to rely solely on
this method. For disambiguation of already existing entries, we can get an accuracy
of 80% for the entire list, and higher for a subset; this may be considered acceptable
in itself, or it can be seen as a starting point for manual annotators. For classifying
25. And in fact, placement inside the correct POS category is automatic, since POS is a defining
characteristic of Saldo’s word senses, further narrowing the number of groups that need to be
considered once the proper class has been determined.
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new senses, the accuracy is not good enough for automatic annotation, but it can
reduce the number of classes (or groups) a manual annotator will have to consider
by a large factor.
An added value from conducting these experiments – especially pursuing the
second objective (adding new senses to Bring) – is an increased understanding of
how the structure of Saldo can be used for measuring semantic distances among
lexical items. This knowledge is applicable also in other cases of resource integration, e.g. the wordnet-building efforts described in Section 4.1 above, as well as the
work described in Chapter 7 of this volume.
5. Looking forward: New directions up ahead
Over the years that the Swedish FrameNet++ initiative has been active, the initial
design parameters have by and large stood the test of time. In addition to the originally foreseen resources – whose properties arguably have influenced the original
design process to a great extent – we have also successfully included new kinds of
lexical information in SweFN++.
One concrete example of this is the new Swedish sentiment lexicon SenSaldo,
developed in the Knowledge-based culturomics project (Rouces et al. 2018),26 where
the whole development process was considerably aided by being able to draw on
the conveniently and suitably structured lexical-semantic and morphological information already available in Swedish FrameNet++.
This bodes well for the prospects of including similar kinds of information
in SweFN++, notably the kinds found in the lexical databases often referred to as
“norms” by psycholinguists and psychologists (see Chapter 6 in this volume), i.e.
text words or lemmas with information about, e.g. concreteness, sentiment, frequency, age of acquisition, spontaneous response, etc.
As noted above (especially in Section 4.2), the network structure of Saldo can
be used to calculate semantic relationships among words, although with low recall.
On the one hand, this confirms that the effort put into developing SweFN++ – to a
very large extent manual and drawing on expert knowledge – has been well spent
(cf. the comparison with the completely automatically produced resource BabelNet
in Chapter 1). On the other hand, the low recall does point to a need for additional
means of extending SweFN++ (beyond the purely manual). A reasonable route forward would be one where we would be able to continue to draw on the rich lexical

26. https://spraakbanken.gu.se/en/resources/sensaldo
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knowledge already present in SweFN++, combining it with the rapidly evolving
corpus-based machine-learning methodologies – in particular deep-learning approaches – which are the methods of choice for tackling natural language understanding problems in LT at present.
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In this chapter we present the diachronic dimension of Swedish FrameNet++.
We describe the historical lexical resources currently available for Swedish,
linked to the Contemporary Swedish lexicon Saldo. We present a case study
of how interlinking the dictionaries simultaneously allows us to study lexical
change. We also present a method of linking text words to lexicon entries, facilitating interactive exploration of historical texts. Diachronical language resources
present both a high-variation challenge from a wider language technology
perspective, and an interesting object of linguistic study. While a number of improvements of the parts of the diachronic lexical macroresource are still needed,
this resource is invaluable for analysing and accessing historical texts, as well as
for both synchronic historical and diachronic lexical studies.



TID, m. 3. (1) Den oafbrutna fortgången af på hvarandra följande
ögonblick, antingen i allmänhet, ifrån verldens upphof, eller inom
vissa bestämda gränser. / ‘TIME, m. 3. (1) The uninterrupted progress of consecutive moments, either in general, from the origin of
the world, or within certain defined boundaries.’
Dalin (1850–1853: s.v. tid)

1. Parts of this chapter build on and elaborate content previously presented in the following
publications: Borin & Forsberg (2011); Adesam et al. (2012); Ahlberg & Andersson (2013); Adesam et al. (2016); Adesam & Bouma (2016); Adesam et al. (2018).
Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php, with the following addition(s): adj: adjective; nn:
noun; vb: verb.
https://doi.org/10.1075/nlp.14.04ade 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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1.

Introduction

To analyze large amounts of texts, historical or otherwise, we need a variety of
language resources and tools. In our approach, lexical resources play a central role,
and in this section we discuss our reasons for including a diachronical dimension
in the Swedish FrameNet++ (SweFN++) project.
First, historical texts are of interest to a wide range of researchers, from linguists
interested in earlier language stages, to historians looking for accounts from a particular period or event. In addition to conducting research in language technology,
our group constitutes the coordinating node of a national research infrastructure
responsible for providing language technology-based tools and resources in support
of text-based research in any field; in particular within (Swedish) linguistics. We
therefore develop language technology tools for historical texts, to facilitate studies
of this cultural heritage and enable new ways to explore it. These tools will benefit
from having access to high-quality, information-dense lexical resources for the
various historical stages of the language.
Many approaches have aimed to standardize the historical variant to the modern language, to be able to use analysis tools for the modern language (see e.g. Jurish
2010; Baron 2011; Bollmann et al. 2014; Pettersson 2016), with some exceptions
(e.g. Barteld et al. 2019). In contrast, our own work, described in Section 5, has
focused on using historical lexical resources as a means to access the available
knowledge of the language variety. Our hope has been that connecting a word in a
text to an entry in a historical dictionary gives us not only the modern equivalent,
and annotation from a modern tagger or parser, but access to the lemma, which
may not exist in the modern language, and a dictionary definition to more accurately describe the contents of the word.
Secondly, among the pre-existing lexical resources available at the start of the
SweFN++ initiative, there were several digitized Swedish historical dictionaries,
and additional historical dictionaries have become available during the course of
the project as the result of independent digitization efforts. These resources are
described in more detail in Section 3. Connecting a wide variety of lexical resources
both along the synchronic and the diachronic dimension allows us to fill in the gaps
when an entry (or a specific time period) is missing, giving us a broader picture of
the Swedish language.
This therefore raises the interesting theoretical issue of diachronic (dis)continuity. The core idea of SweFN++ is that of linking “like with like”: How can we deal
in a principled way with cases of semantic and lexical change in this framework?
In the SweFN++ context this problem becomes exacerbated by the idea that the
links among the component resources of SweFN++ can and should be used to
propagate particular pieces of linguistic information – e.g. lexical-semantic relations or FrameNet-style semantic frames – from resources where they are present
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to other resources where they have not been manually specified. It turns out that
the questions raised when we try to connect lexical units across historical stages of
Swedish by and large are the same questions that Swedish historical linguists ask
about language change. Thus the work on the historical aspect of SweFN++ has
naturally led to mutually fruitful collaborations with Swedish historical linguists.
While diachronic data have been an important base for historical linguists for
a long time, diachronic corpora are often sparse, and narrow in terms of genre,
varieties, style and grammatical behavior. Consequently, research on lexical change
and grammaticalization has typically focused on qualitative case studies and single
phenomena in specific languages. The compilation of large diachronical corpora
and lexical databases, however, provides new opportunities to measure variation
over time (see, e.g. Koplenig 2017). Lexical resources can be explored just like any
other corpus (e.g. Xu et al. 2017; Ramiro et al. 2018), and the link-up experiment
described in Section 4 aims at identifying some previously unknown aspects of
lexical change and grammaticalization.
Finally, and more serendipitously: language technology has seen a rising interest in low-resource, high-variation data in recent years since state-of-the-art
language technology approaches generally require large amounts of data and
language-specific tools, which are not available for most of the world’s languages.
The amazing variety exhibited by older, pre-standard stages of Swedish raises interesting theoretical and methodological questions. What we can learn from processing historical language varieties is often similar to what we need to process other,
living, low-resource languages for preservation purposes or to support speakers of
low-resource languages. Notably, we also seem to encounter the same kind of variety in the newest online genres (social media), so that solutions developed to deal
with linguistic variation in medieval Swedish may well be useful also for processing
21st century Swedish tweets.
2. A brief overview of Swedish language stages
Swedish is a North Germanic (also: Nordic, or Scandinavian) language, a sub-group
of Indo-European which also includes (at least) Danish, Elfdalian, Faroese,
Icelandic, and Norwegian. The breakup of Nordic into its descendant languages
is generally dated to approximately 800 CE. The work described here deals with
historical Swedish based on texts written with the Latin alphabet, and thus excludes
earlier Swedish variants when runes were still widely used (appr. 800–1100 CE).
The following historical periods of Swedish are therefore relevant (see e.g. Ralph
1984; Andersson 2007).
Early Old Swedish (1225–1374 CE) begins with the oldest preserved texts
written in the Latin alphabet. Although the number of remaining texts is small, we
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know that the language has a fairly variable word order, and a rich inflectional morphology. The nominal system has three genders (inherent in nouns and inflectional
in adjectives and determiners), two numbers, four cases, an inflectional definite/
indefinite distinction, and the verbal system has person and number indexing2 and
a full range of subjunctive/optative forms.
During the Late Old Swedish (1375–1525 CE) language stage the Swedish
language changes rapidly. The complex inflectional morphology of the previous
stage undergoes a radical simplification, developing from a mainly synthetic language type to the present considerably more analytical state. For example, the case
system for nouns changed from the old four-case system (nominative, accusative,
dative, genitive, in two numbers) to the modern system with a basic form and a genitive clitic which is the same in all declensions and both numbers. Most functions
previously expressed by case forms instead require a combination of free grammatical morphemes and a much more rigid constituent order. At the same time, the
phonological vowel system is thoroughly restructured. Texts from the Early and
Late Old Swedish periods (Old Swedish) also show considerable variation because
of a lack of standardization. This applies to both the orthography and the language
itself, as spelling variants appear both between different scribes and different geographic locations, but also within the same page of a document.
During the Early Modern Swedish (1526–1732 CE) period, a written standard language slowly emerges. This is largely due to the development of book printing, and consequently the start of this period is set to coincide with the publication
of the printed new testament of king Gustav Vasa’s bible (1526).
In the Late Modern Swedish (1733–1906 CE) period extensive discussions
result in a standardized orthography and written language grammar. The main
differences from Contemporary Swedish are number indexing for verbs, which
disappeared during the first half of the 20th century, and spelling.
The starting point of Contemporary Swedish (1906 CE – present) is the latest
Swedish spelling reform, in 1906, which established the orthography used today. The
language has two nominal genders (although adjectives may inflect for masculine
in addition to common and neuter), and at most two cases.3 We also use the label
Present-Day Swedish for the language of the last half-century, which is roughly
the period covered by our lexical and other resources for the modern language.
2. The term “indexing” (or “indexation”) is increasingly used in preference to “agreement” about
the verbal category, recognizing this as a quite different kind of phenomenon from adjective
agreement.
3. The exact status of nominal case in Swedish has been debated, and depends on whether one
considers the genitive marker a (noun) suffix or a(n NP) clitic, and on the subjective/objective
pronominal forms.
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Table 1. Swedish noun inflection at three diachronic stages, illustrated by the Contemporary
Swedish word räv ‘fox’ and its historical-stage etyma
Old Swedish

Late Modern

Contemporary

sg

indf

def

indf

def

indf

def

nom
gen
dat
acc

räver
räfs
räf, rävi
räf

räv(r)in
räfsins
rävinum
rävin

räf
räfs
–
–

räfven
räfvens
–
–

räv
rävs
–
–

räven
rävens
–
–

pl

indf

def

indf

def

indf

def

nom
gen
dat
acc

räva(r)
räva
rävom
räva

rävani(r)
rävanna
rävomen
rävana

räfvar
räfvars
–
–

räfvarne
räfvarnes
–
–

rävar
rävars
–
–

rävarna
rävarnas
–
–

Table 1 illustrates some of the changes in the Swedish noun inflection that have
taken place over the last 800 years through the word räv ‘fox’. For the Old Swedish
stage, the table shows idealized paradigms as presented in standard works on the
history of Swedish (e.g. Noreen 1904; Wessén 1965; Pettersson 1996). The actual
forms found in real texts, for example the attested Old Swedish variants sg nom
indf räfwir, pl nom indf räffwa, and pl gen indf räffua, show a large amount of
variation.
The differences between 19th century and Present-Day Swedish are mainly due
to the intervening spelling reform of 1906, although the formal partial maintenance
of the three-gender system in all nouns in the 19th c. standard is seen in the definite
plural forms, where the norm specified that masculine nouns could use -ne as the
definite plural suffix, whereas in the modern language only -na occurs.4
Swedish texts from the past 800 years show a range of language variation, due
to the changes the language has gone through, as well as a lack of language standardization. This variation needs to be addressed if we are to understand and to be
able to process all types of Swedish texts. We will now proceed to discuss methods
of using lexical resources for this purpose.

4. In the 19th century, -na was also allowed as an alternative with masculine nouns according
to the norm, which however recognized only -na with feminine (and neuter) nouns (Enberg
1836: 100f). Actual usage as seen in texts is more varied, however, since the old three-gender
system had already disappeared from the spoken standard language.
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3. Diachronical lexical resources
A number of diachronical lexical resources have been integrated in the SweFN++
lexical macroresource, to facilitate the processing of texts from various periods of
the Swedish language, and to allow linguistic information to “diffuse” among the individual resources. Each of these historical lexicons have their own peculiarities and
challenges. In the following we briefly describe the lexicons and their current state.
3.1

Adding diachronical lexicons to SweFN++

As described elsewhere in this volume (Chapters 1 and 3), SweFN++ is topologically a hub-and-spokes structure: the integration of a new lexical resource is
accomplished by linking it to the “hub”, the pivot resource Saldo (described in
Chapter 3), using Saldo’s persistent identifiers, either word-sense or lemgram (form
unit) identifiers. In the case of the historical resources, the only reasonable linking
mechanism would be the word-sense identifiers (except in the case of indeclinable
words), given that the inflectional behavior of most words has changed over the
history of Swedish (see Table 1).
The lexical resources can be divided into several different types, from a technical
perspective, although to the user it is difficult to distinguish between them. There are
lexicons, which generally were printed on paper and have been digitized. The digitization process may introduce errors, whether it is done through manually keying in
the entries, or through automatic OCR (optical character recognition) processing. In
the former case the person carrying out the digitization may, for example, introduce
errors if they know the language and accidentally modernize an older spelling. This
kind of digitization is also a very time-consuming process and the work is even slower
if the different parts of the entry are to be marked up, e.g. through XML-formatting.
In the case of OCR, the quality of the paper, print etc. affect the result, and it may
be difficult to mark the different parts of the entry fully automatically, in particular
with older lexica that may not be as consistent throughout.
A second type of lexical resource is the morphology, which connects the entries of the digitized paper lexicon with all the morphological forms of that entry.
Together they allow for generating a full-form lexicon. The full inflectional pattern
is rarely listed in the lexicon, although some forms may be mentioned. The morphologies of Språkbanken connect an entry to a paradigm identifier, which in turn
is connected to the morphological pattern.
3.2

A lexical resource for Late Modern Swedish

The dictionary by A.F. Dalin, Ordbok öfver svenska språket Vol. I–II (Dalin 1850–
1853) is the basis for our lexical resource for 19th century Swedish, and thus may
represent the Late Modern Swedish language. It was manually digitized at our
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research unit. It contains close to 63,000 entries, with basic part-of-speech and
inflectional information, and definitions of senses, with examples.
In addition to the lexicon, we have developed a morphological description for
the lexicon, as part of the Swedish FrameNet++ project. It was created by adapting
the morphological component developed for the Contemporary Swedish lexicon
Saldo, and with a comparatively small effort we have been able to provide around
80% of the entries with an inflectional pattern based on the inflectional information
provided in Dalin.5 However, the inflectional information in Dalin is underspecified, which means that some erroneous word forms need to be weeded out. The
morphology currently contains just over 62,000 entries, divided over 30 paradigms.
In Figure 1 we see the entry for båt ‘boat’ which states that the word is a masculine noun (indicated by the “m.” after the entry word), followed by a description
of the word, including a number of compound words (Segel-, Rodd- ‘sail-, row-’,
etc.,) and other expressions containing the entry word (Gifva på b-en lit. ‘give on the
boat’, ‘end an engagement/marriage’). In Figure 2 we see the same entry in digital
form in the lexical infrastructure Karp. The morphological information states that
the word is a masculine noun inflected according to the paradigm nn_2m_ulf.6

Figure 1. Example entry from the paper version of Dalin for båt ‘boat’,
showing the structure of a dictionary entry
5. Most entries in Dalin are covered by a small number of regular inflectional paradigms. Beyond these there is a long tail of inflectional patterns with a few members or only one member.
Consequently, covering the remaining 20% of the entries will require much more work.
6. This paradigm identifier is structured in the same way as those of the hub or pivot resource of
SweFN++, Saldo (see Chapter 3 in this volume). In order to be intelligible to a human, it is built
up from components which mnemonically indicate the inflectional table of a second-declension
masculine (“2m”) noun (“nn”), inflected like the word ulf ‘wolf ’.
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Figure 2. Example entry from the Karp version of Dalin for båt ‘boat’,
showing morphological information and unparsed dictionary text

3.3

A lexical resource for Early Modern Swedish

Jesper Swedberg’s Swensk ordabok (Swedberg & Holm 2009) is the first somewhat
complete description of the Swedish language, which Swedberg worked on until his
death in 1735. It contains descriptions in Latin of the 17,500 entries. In contrast to
our other historical dictionaries, the Swedberg lexical resource is based on a new
edition of a manuscript, and this edition was born digital.
As yet, there is no morphology connected to the Swedberg dictionary, an obvious requirement if the dictionary is to be used for text processing. Following the
Latin tradition, Swedberg used the present tense as entry form for verbs, in contrast
to the other Swedish dictionaries, which use the infinitive. Such differences need
to be taken into account when linking the resources.
Although the lexical resource still requires work, it is a first step towards
closing the gap between the Late Modern Swedish Dalin dictionary, and the Old
Swedish lexicons. Other possible additions would be, for example, the dictionary
by Dahlgren (1914) or one of Sahlstedt’s dictionaries (Sahlstedt 1757, 1773).
3.4

A lexical resource for Old Swedish

The basis for our Old Swedish lexical resource are three reference dictionaries,
collected in the 1800s, which describe the language of Old Swedish texts. K.F.
Söderwall’s Ordbok öfver svenska medeltids-språket. Vol I–III (Söderwall 1884–
1918) has just under 23,000 entries. The supplement to Söderwall’s dictionary
(Söderwall et al. 1925–1973) contains just over 19,000 entries. While some entries
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are new, compared to Söderwall’s dictionary, most extend the information about existing entries. C.J. Schlyter’s Ordbok till Samlingen af Sweriges gamla lagar (Schlyter
1887), finally, has about 10,000 entries. They all describe the Swedish language from
around 1200 to 1500, Old Swedish, where Schlyter has a special focus on the words
used in law texts from this period.
The Old Swedish period is long, more than three centuries, and as discussed in
Section 2, the texts from this period show a large amount of variation, in inflectional
endings, in the use of case and other inflectional categories, and in the distribution
of the corresponding forms. However, given that there is a limited amount of text
available, these dictionaries thoroughly cover the lexical items in the texts. The
three Old Swedish dictionaries have been manually digitized at Språkbanken. The
entry words of the Söderwall dictionary, but not the other parts of the entry articles,
have been proofread.
The full morphology contains close to 42,000 entries, which are distributed
over 78 paradigms, currently the largest number of paradigms of the historical
lexical resources. However, 42 of these paradigms only apply to one lexical entry
each, while a large part of the entries, over 90%, are gathered in dummy paradigms,
which lack inflectional information. This indicates that an initial effort was made
to create a large number of paradigms, while actually assigning entries to these
paradigms still needs work. These are the lexical resources describing the oldest
language variety, and therefore spelling variation and unknown word forms present
a major challenge for this morphology.
There is a great overlap between the three dictionaries, and we estimate that
there are less than 25,000 different headwords. On the other hand, compounds –
whether written as one word or separately – are not listed as independent headwords, but as secondary entries under the entry of one of the compound members.
Thus, a full morphological description reflecting the vocabulary of the three dictionaries will contain many more entries, possibly an order of magnitude more.
As can be seen from the example entries in Figure 3 for the entry ko ‘cow’, the
three dictionaries list attested spelling variants (such as koo and quo) and some
forms that show inflection as well as spelling variation (such as the pl nom/acc
indf kör, pl dat indf köm, and pl nom/acc def könar), as well as compounds
(kor hudh ‘cow hide’ and miolka-ko ‘milking cow’) and example uses (ko som wärþ
är tolf örä ‘a cow which is worth twelve öre’). Many of the two or three letter combinations followed by numbers are references to historical texts were the word forms
are found. Considering the many different types of information, and the subtle
and inconsistent methods used to convey these different types (see for example the
description of Söderwall’s principles in Djärv 2009), automatically identifying the
different pieces of information is not straightforward. Most entries are therefore
left unparsed, as is shown in Figure 4.

106 Yvonne Adesam et al.

Figure 3. Example entries from the paper versions of Schlyter (left), Söderwall (top
right), and Söderwall supplement (bottom right) for ko ‘cow’, showing the structure of the
dictionary entries

4. Diapivot
To facilitate automatic processing of all stages of the Swedish language, we have
created a diachronic lexical macroresource, a distinct subcomponent of SweFN++
which we call the Diapivot. To create this resource, we have merged several available lexical resources, by harmonizing their data formats and linking them on the
entry or sense level using Saldo identifiers. Following the SweFN++ model, Saldo
is thus used as the pivot or hub resource in all cases, making the rich grammatical
and semantic information of the modern resources available also for the processing
of older texts.
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Figure 4. Example entry from the Old Swedish lexica in Karp for ko ‘cow’, showing
morphological information and unparsed dictionary text

4.1

Methods of automatically linking lexical resources

The language of the Late Modern Swedish period, exemplified by the Dalin dictionary, is similar to Contemporary (and Present-Day) Swedish. The differences are
mainly minor spelling variations, such as the use of the letter 〈f〉 instead of 〈v〉, and
some morphological differences, such as inflection of verbs in person and number
which are absent in Present-Day Swedish. However, there is also a difference in the
vocabulary, reflecting the differences in life and society between the 19th century
and today. Many of the words in Dalin, for example, have to do either with agriculture or religious matters.
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Dalin has been linked to Saldo by reusing an existing manual conversion of
the entry words of Dalin into Contemporary Swedish spelling. These modernized
headwords were used to map the entries of Dalin to Saldo entries, as a first, overgenerating, approximation, since the senses of Dalin are given within an entry.
Due to differences in vocabulary, about half of the Dalin content words – on
the order of 30,000 entries – are not present in Saldo. However, a large number of
these cases concern compound words where the constituents of the compound are
present in Saldo. An example is the headword bäfverhund with a modern spelling
bäverhund ‘beaver dog’, meaning a dog used for hunting beavers. As the practice
of hunting beavers is no longer pursued, the word has lost its conventionalized or
lexicalized meaning. However, while bäverhund is not in Saldo, both bäver ‘beaver’
and hund ‘dog’ are, so we use Saldo to do a compound analysis of bäverhund to
bäver+hund, and create a link from Dalin to the head of the compound, i.e., hund
in Saldo.7
Dalin also contains many verb entries consisting of prefix plus verb written as
one word, which in Contemporary Swedish generally correspond to phrasal verbs,
i.e., verb plus separate particle/adverb. E.g., påspäda ‘add to’, where på ‘on, onto’ is
the particle, would in Present-Day Swedish be a phrasal verb, späda på, or in its
more common short form, spä på. We deal with these cases by allowing adverbs as
the first constituent of a compound, given that the head of the compound is a verb.
The language of Dalin’s dictionary is similar enough to Contemporary Swedish
to allow for a fairly straightforward linking to Saldo, through a mainly automatic
process with some manual post-editing. The Old Swedish language exemplified by
the Söderwall and Schlyter dictionaries is, however, much further removed from
Contemporary Swedish. The differences in morphology, semantics, and vocabulary
are great. Likewise, lemmata vary considerably in form, since there was no existing
orthographic standard to guide the lemmatization principles in the Old Swedish
dictionaries.
As a result of the differences between language stages mentioned above, we
base the links between the Old Swedish dictionaries and Saldo on the dictionary
definitions rather than the lemmata. These definitions are written in Late Modern
Swedish, the language of Dalin. First, if we find a direct match for a definition in
Dalin, we exploit Dalin’s link to Saldo to create a link between the Old Swedish
lexicon and Saldo for the entry in question. The rows starting with värdhskylda
‘deserve’ and æpli ‘apple’, in Table 2, are examples of such links. Secondly, it may
be possible to find the definition as it is in Saldo. In Table 2, aterhitta ‘find again’,
ivirbygning ‘superstructure’, and ighul ‘hedgehog’ are examples of this. Thirdly and
7. This is then an implicit hyponymy link, from hund to the final part (the head) of the compound bäfverhund, rather than an identity link.
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Table 2. Old Swedish lemmas can be linked to present-day Saldo entries through
their dictionary definition, which is either matched to the Dalin dictionary, and then
to Saldo, or directly to Saldo
Old Swedish

Definition

Dalin

Saldo

värdhskylda (vb)
æpli (nn)
aterhitta (vb)
ivirbygning (nn)
ighul (nn)
sundrisker (adj)
hvitklädder (adj)
tyghi (nn)
kokiöt (nn)

förtjena
äple
återfinna
överbyggnad
igelkott
söderländsk
hvitklädd
vitnesbörd
koköt

förtjena
äple

förtjäna (vb)
äpple (nn)
återfinna (vb)
överbyggnad (nn)
igelkott (nn)
sörländsk (adj)
vitklädd (adj)
vittnesbörd (nn)
#kokott (nn)

‘deserve’
‘apple’
‘retrieve’
‘superstructure’
‘hedgehog’
‘southern’
‘white-dressed’
‘testimony’
‘cocotte’

finally, we use fuzzy matching to find Saldo entries on the basis of definitions from
the Old Swedish dictionaries. The fuzzy matcher is trained on the existing Dalin–
Saldo linking in the Diapivot, using techniques described in Adesam et al. (2012; a
precursor to the lemmatizer described in Section 5). This gives us links like those
for sundrisker ‘southern, from Sörland’, hvitklädder ‘dressed in white’, and tyghi
‘testimony’ in Table 2. Note that in these rows, the definition neither has string
identity with a form in Dalin, nor with a form in Saldo. This third technique is also
most prone to introducing errors, like for instance the link between kokiöt (ko-kiöt
[cow-meat]) ‘beef ’ and kokott ‘cocotte’, in the same table.
In total, more than 20,000 links were added between Old Swedish entries and
Saldo entries. A small sample of 150 links were manually evaluated, showing that
approximately 85% of the links were correct.
An open question is how to handle ambiguities arising in the results of the
approach just described. These can be due to (near) homonymy, multiple matches,
or polysemy, multiple sense for one match, be this on the Old Swedish end or on
the Saldo end.
We have identified several avenues of improving the coverage and accuracy
of the linking approach just described. The results are negatively impacted by
the inconsistent mark-up of the older dictionaries. This, for instance, hampers
extraction of the definitions we rely on. Improving the quality of resources and
the robustness of the extraction methods would help in this regard. Another
shortcoming is that we do not deal with links within the Old Swedish dictionaries.
Resolving these would help increase linking coverage. Compounds are not treated
in any special way currently. The approach used to link Dalin to Saldo could be
fruitful here, too.
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4.2

An application: Studying lexical change and grammaticalization

In an attempt to explore potential lexical change in general and grammaticalization in particular we conducted a small case study on a set of linked entries from
Old Swedish and Present-Day Swedish. We chose 100 lemma pairs from those
links where lemmata were identical between the Old Swedish resources and Saldo.
Grammaticalization is the well described unidirectional process of correlated semantic, morpho-syntactic and phonological developments, whereby content words
turn into function words, and ultimately into bound morphology. This process
often involves change of word class (Hopper & Traugott 2003; Andersson 2007).
In those instances where the word class stays the same over time, semantic
change manifests itself primarily in terms of narrowing, broadening, and change in
connotation (for instance pejoration/melioration). In our data, the most common
outcome is narrowing; here we find Early Old Swedish verbs and nouns that have
several different meanings that are lost in Modern Swedish. One example is the verb
rykta (also rökta) ‘manage, care, see to’, whose present-day meaning has narrowed
to ‘grooming a horse’. Broadening includes examples such as Old Swedish krusa
‘make curly’, which has acquired the additional meaning of ‘to flatter’. An example
of changed connotation over time is the noun tukt (also tokt) with positive connotations in Old Swedish: ‘(good) upbringing, courteousness’; but mainly negative
connotations in Contemporary Swedish: ‘(strict) discipline, restraint’.
Other findings are examples of the well-known word formation process turning
nouns into adjectives (Ljunggren 1939). The form skum appears only as noun ‘dusk,
twilight’ in the Old Swedish resources, but as adjective ‘dim, dodgy’ in later times.
The old resources have blek (also blik) as noun ‘shine’ together with an adjective
bleker ‘pale’, whereas the present-day lexica only list adjectival blek ‘pale’.
In searching for word class changes we also identify cases of grammaticalization. Some phenomena are already known, such as the development of the Old
Swedish noun mot ‘meeting’, which over time strengthens its directional meaning
component, apparent in a sentence like koomom wi aamoote ‘we came towards/to
a meeting’. This process is traditionally called pragmatic strengthening (Hopper &
Traugott 2003). The core, nominal meaning is lost over time and mot develops into
a directional preposition, ‘towards’.
Likewise, some adverbs and adjectives have conjunctional counterparts in
Modern and Present-Day Swedish. Examples are innan ‘inside’, ‘during’, fast ‘fixed’
with their conjunctional counterparts innan ‘until’ and fast ‘though’. They are not
noted as conjunctions in Söderwall. We view this as a grammaticalization process
involving conceptual metaphorical change. In the case of innan this change is from
position in space to position in time. The change in the case of fast can be perceived
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as moving from space/time to concessive meaning. This latter development, and
the related compound concessive conjunction fastän ‘although’ were investigated
in Andersson (2014).
To be able to fully link-up the dictionaries, a large amount of work is still
needed. However, the fully automatic linking process already points to interesting
cases of semantic changes within the content word system such as broadening, narrowing, and metaphoric changes, as well as potential cases of grammaticalization.
5. Spelling variation and linking texts to lexicons
The chapter until now has dealt with lexical resources for different stages of the
Swedish language, and how to link these to each other. However, there is another
relevant linking task: the task of connecting textual resources to lexical ones by lemmatization. Seen from the lexical resource, lemmatization lets us find attestations
of lexemes in natural contexts, and allows us to get an idea of the coverage of the
resource on (different) textual materials. Seen from the textual resource, lemmatization gives us access to the information compiled in the lexical resource as a kind
of annotation. This information can be meaningful to a user, who may be interested
in semantic description, etymology, etc.; it can be used in further processing, for
instance information about part of speech, inflectional properties, or location in
a lexical network. All in all, the possibility to reliably connect a lexical to a textual
resource is valuable.
In this section, we will describe our lemmatizer for Old Swedish, and present an evaluation on manually annotated data. We end the section with a look at
an application of the lemmatizer in a web-based reading support of Old Swedish
documents.
5.1

A noisy channel approach to lemmatization

Lemmatization of Old Swedish documents is a non-trivial task. This is because of
the amount of variation, which manifests itself as one lexeme having a high number of textual realizations. The observed variation has several components. First,
as discussed above, there is the morphological richness of the language at these
older stages. Table 1 illustrates this by listing 15 different forms for the Old Swedish
noun lexeme with the lemma räver ‘fox’, whereas the 19th century and present-day
counterparts only give half the number of forms. The situation is similar for other
inflected categories. Secondly, there is considerable variation in spelling at the token level. Even within a text, one and the same inflected form may have different
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realizations. The geographic and temporal distribution of the materials only exacerbates the influence of both variation components, by introducing variation
between documents.
We do not attempt to separate the two variation components in our approach
to lemmatization. This is because we have access to attested examples in the form
of lemma-text form pairs, but we do not have readily available information about
whole paradigms in the idealized form of Table 1.8 Instead we approach lemmatization along the lines of the noisy channel model: given a token we guess which lexeme it realizes, by combining probabilistic knowledge of how lemmata (as character
sequences) correspond to text forms (also character sequences) with assumptions
about the probability of seeing a specific lexeme realized. In particular, we implement the method proposed for spelling correction in Brill & Moore (2000). Under
this proposal, the probability of observing a particular text form given a lexeme is
calculated in terms of the sequences of (multi-)character edits that would take us
from the lemma to the text variant.
A formal characterization of our lemmatization model is given in Appendix A,
what follows here is a high-level prose description. We can imagine rewriting a
lemma into a text form by cutting up the lemma into segments and mapping each
segment, itself a short sequence of characters, to a sequence of characters. For instance, consider the lemma ko ‘cow’ and the text form köör ‘cows’. We can segment
ko into 〈k〉 and 〈o〉 and map the former to 〈k〉 and the latter to 〈öör〉 to get from the
lemma to the text form. An alternative edit sequence would make use of an empty
segment: we map 〈k〉 〈o〉 〈〉 to 〈k〉 〈öö〉 〈r〉, respectively. Note that there are many possible edit sequences for a given pair of forms, including trivial ones like “mapping”
the segments 〈k〉 〈o〉 〈〉 〈〉 〈〉 〈〉 to 〈〉 〈〉 〈k〉 〈ö〉 〈ö〉 〈r〉. We can assign a probability to
each and every one of these edit sequences in terms of probabilities of their constituent edits. The probability of observing a text form given a lexeme is then the sum
of probabilities of all edit sequences that take us from the lemma to the text form.
During lemmatization, a text form is linked to one or more lexemes from
Söderwall’s (1884–1918) dictionary, by choosing those that yield the highest probability of observing the text form given their lemmata. This conceptual inversion
makes sense under the noisy channel model if we assume that all lexical entries
have the same prior probability. In the results reported below, we do not explore
more advanced models of the probability of observing a lexeme.
We use a list of just over 27,000 entries and sub-entries extracted from
Söderwall’s dictionary. Because we expect the model to do poorly on irregular
8. It is worth noting that a post-hoc orthography was never developed for Old Swedish, in
contrast to the normalized spelling of Old West Norse. There is therefore not just the problem of
constructing idealized paradigms, but even the problem of representing them.
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forms, we supplement this list with about 400 manually created “pseudo-lemmata”
for selected irregular verbs and pronouns – inflected forms that stand proxy for
the actual lemma when calculating the conditional probability of a text form given
a lexeme. The pseudo-lemmata were compiled on the basis of Djärv’s (2009) description of Söderwall’s lemmatization principles and the paradigms given in
Wessén (1965) and Ralph (1984). We have also found that it is beneficial to append a part-of-speech flag to a (pseudo-)lemma. So in practice, we do not use the
lemma ko as it is, but koF, where F stands for feminine noun. This is a quick way of
rudimentarily capturing paradigmatic differences without complicating the model.
Adding such a flag at the end makes sense because much of the inflectional variation in Old Swedish comes from suffixation.
5.2

Training a model on dictionary data

To apply our model, we need to attach probabilities to single edits. We estimate
these probabilities from lemma-variant pairs in Söderwall’s dictionary, which are
listed at the beginning of each entry. For instance, in the middle entry shown in
Figure 3 with lemma ko ‘cow’, we see variants koo, kör, köör, etc. The extent to which
these variants are actual attested text forms or slightly idealized versions of such is
unclear, but the listed variation, both in terms of alternative spelling and in terms
of inflection, is enough for our purposes. In total, we extract about 23,000 variants
for 8,000 entries. Where relevant, these variants are linked to the pseudo-lemmata
introduced above, rather than directly to their lemmata.
To extract edits that map lemma segments to variant segments, we first character align lemmata and variants using the algorithm described in Oncina & Sebban
(2006), which yields very high quality character alignments without any prior assumptions about the relation between the lemma and variant alphabets. From these
Table 3. Lemmatization accuracy, and recall among top 3 and 10 suggestions,
measured in cross-validation and gold standard corpora. “Lookup” is a baseline,
“oracle” the upper bound set by lexicon coverage
Corpus
10-fold training
Abota
Ä Västgötalagen
Moses B
Östgötalagen
Tungulus

Lookup

System

Acc

Top 3

Acc

Top 3

Top 10

.416
.429
.407
.476
.368

.492
.535
.445
.620
.398

.748
.651
.676
.604
.642
.710

.899
.901
.885
.780
.900
.901

.974
.972
.946
.835
.962
.972

Oracle

Tokens

.975
.977
.851
.989
.983

23 904
   540
1 228
7 049
22 133
2 814
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character aligned lemma-variant pairs, we harvest n-m edits, to which we assign
maximum likelihood probabilities. We allow edits of up to 5 characters on either
side, and we distinguish edits that align with the left edge of the lemma, with its
right edge, or with both. When applied to the complete training data, we end up
with approximately 175,000 different multi-character edits.
5.3

Evaluation

We evaluate the model by randomly-assigned 10-fold cross validation on the training data, and by applying the model to 34,000 tokens of manually annotated Old
Swedish text from different sources, times and genres. The evaluation data consists of five text fragments manually syntactically annotated in the spirit of the
PROIEL framework (Eckhoff et al. 2018). Lemmatization and segmentation of these
texts has been done in accordance with Söderwall’s dictionary, which makes them
directly usable as gold standards in the experiments presented here. The correct
segmentation of the text into lexical units is taken as a given in the experiments.
This means that the (common) case that a lexical token does not correspond to a
graphical token is not a potential source of error in these results.
When compiling his dictionaries, Söderwall had access to all of the texts that
are used in our gold standard, which means we cannot exclude the possibility that
exact variants that we have in our training corpus occur in our test data. To quantify
this influence, we construct a lookup baseline where we, for each token, check if it is
listed as a variant and, secondarily, check if it is listed as a (pseudo-)lemma directly.
As an upper limit on performance, we also include evaluation results of an oracle
that always knows the correct lemma for a token, provided it is in the dictionary.
We report token-level accuracy of the first match, as well as recall when retrieving 3 or 10 lemmata for a text form in Table 3.9 We see that the system performs well
above the lookup baseline in each of the gold standard corpora. For the Östgötalagen
corpus, the recall when retrieving up to 3 candidates of the lookup baseline comes
close to the system accuracy results, which suggests this corpus is well covered
in the variants and lemmata collected by Söderwall. This is, however, maximum
performance for the lookup baseline, since there is no more recall to be gained by
retrieving more candidates (not reported in the table). Retrieving more candidates,
system recall goes up considerably, in contrast. In fact, the system recall comes
9. In cases where several lemmata are represented by a single pseudo-lemma, we treat these as
unresolved ties. When such ties occur at or just before the retrieval cut-off point and one of the
lemmata is correct, we assign partial credit. The scores obtained this way are equivalent to the
average score obtained by repeated random tie-breaking.
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close to the oracle accuracy when we retrieve 10 candidates, that is, 10 guesses are
enough for the system to find the right lemma among 27,000 lemmata in almost
all cases where the dictionary contains the correct lemma.
We can also observe the effects of overfitting in the table, since accuracy is on
average 0.1 points lower for the corpora compared to the cross-validation results.
Finally, we note that the Moses B results stand out in terms of accuracy and recall.
This is explained by the nature of the corpus, which contains many roman numerals
and proper names – neither are listed amongst our lemmata. The oracle accuracy
also clearly reflects this fact. Indeed, if we were to normalize the results to the
maximum as set by the oracle, the system would get a virtual 0.7 accuracy for the
Moses B subcorpus. In a practical application of the lemmatizer, a reliable way to
handle roman numerals, and, less trivially, proper names would be indispensible.
Budassi & Passarotti (2016) have shown the effectiveness of incorporating a list of
names – such as an onomasticon or a gazetteer – in a lemmatizer. Incorporating
such a resource in our lemmatizer is reserved for future work.
Given the high recall when retrieving multiple candidates, a reasonable next
step is to explore post-processing the top candidate lists to further improve the
system’s accuracy. In the framework that we are using here, actually modeling lexeme probabilities on the basis of context, rather than just assuming a uniform prior
probability over all lexemes, offers us a natural way of implementing this idea. For
some applications, however, getting the correct lemma within a short list of suggestions is already good enough to be practical. One such application is discussed
in the following section.
5.4

An application: FSvReader

The lemmatizer described and evaluated above is the basis for a web-based
tool that supports reading and exploring Old Swedish texts, called FSvReader10
( Adesam et al. 2018: FSv is short for fornsvenska ‘Old Swedish’). FSvReader presents an Old Swedish text to a user, with the possibility of clicking on words to
retrieve the three closest lexical entries from Söderwall’s dictionary. From the
evaluation described in the previous section, we know that in 9 out of 10 cases
the correct entry is among these three, provided we are not in a proper name
heavy text like the Moses B part of the evaluation corpus. FSvReader also reports
entries from the supplements to Söderwall’s dictionary and Schlyter’s dictionary,
which have been linked to Söderwall’s dictionary. For reasons of readibility, the
c4-fn9

CIT0250

10. https://spraakbanken.gu.se/fsvreader
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texts contain minimal formatting like headings and grayed-out punctuation and
paragraph markers. Roman numerals are also recognized and handled separately.
Figure 5 shows the result of the user clicking on the word mothor ‘mother.sg.obl’.
In the panel on the right, the system gives, correctly, moþir and modhir from
Söderwall and Söderwall’s supplement, as well as the incorrect entry moþer ‘upset,
worried’ (an adjective).
In the evaluation set up of the previous section, we assumed the correct segmentation of the text into tokens was given. This is an assumption we cannot make
for this application. It may very well be that a lexical token corresponds to multiple
graphical tokens. In addition to its best three guesses for a particular graphical
token, the FSvReader will therefore also propose entries for bigrams of graphical
tokens, provided there are suitable candidates. For example, the two graphical tokens kirkmæssu dagh are separately lemmatized to kirkmässa ‘church mass’ (i.e., the
anniversary of a church’s inauguration) and dagher ‘day’, and together to kirkmässo
dagher ‘church mass day’, which is a separate entry in Söderwall’s dictionary.
Finally, the user can find further realizations of a lexeme in the text, by clicking
on its lemma in the right panel. All words in the text linked to this entry are then
highlighted. This is shown in Figure 6, where a handful occurrences of ok ‘and’ are
shown, in three different spellings (oc, och, ok).
c4-fig5

Figure 5. Clicking on a text word in FSvReader retrieves proposed lexical entries from
the three old Swedish dictionaries
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Figure 6. In FSvReader, clicking on a lemma highlights realizations in the text

6. Conclusions
In this chapter we have presented the diachronic lexical resources currently available for Swedish. Historical dictionaries were included in the SweFN++ lexical
macroresource because they were in part already available, to be able to analyze
both modern and historical texts better. These resources are of interest because
historical language is both an interesting high-variation challenge from a language
technology perspective, and an interesting language change question from a linguistic perspective.
The diachronic lexical resource currently includes a Late Modern Swedish dictionary from the 19th century, an Early Modern Swedish dictionary from the 18th
century, and three Old Swedish dictionaries collected in the 19th century describing
the language from the 13th to the 16th centuries. The dictionaries have been linked
to the Contemporary Swedish lexicon Saldo to varying degrees at the level of entry
and sense. Several different methods of linking entries have been explored.
The diachronic lexical resources can be used for a wide range of applications.
We have presented a case study of the links between the dictionaries, as a means to
explore lexical language change. We have also presented a method of linking text
words to lexicon entries, which can be used to facilitate exploring historical texts,
as the reader can access lemma information and the entry description typically
provided by a dictionary.
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While a number of improvements for both the individual lexical resources as
well as the linkage are still needed, this diachronic lexical macroresource is invaluable for analysing and accessing historical texts, as well as both synchronic historical
and diachronic lexical studies.
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Appendix A. Definition of the lemmatization model
For ease of exposition, we present the model in terms of picking a (pseudo-)lemma for a text
form, rather than the more correct picking a lexeme for a text form. Given a (pseudo-)lemma l
and a text form t, we have
Pr (t|l) =

∑
∑

Pr(τ , λ|l)

λ,τ

=
		

Pr(τ|λ) · Pr(λ|l),

λ,τ

Where 𝜆 and 𝜏 are segmentations of l and t, under the constraints that |𝜆| = |𝜏| and that no empty
segments are in corresponding positions. We omit t from the right hand side, as it follows from 𝜏.
We approximate the probability of observing 𝜏 given 𝜆 in terms of single edits, that is,
		

Pr(τ|λ) ≈

Π

Pr(τi|λi, [remλ(i) = |l|], [remλ(i) = |λi|]),

i

Where rem𝜆(𝑖) gives the length of remaining part of l starting from the beginning of segment
𝜆𝑖. The two extra parameters thus allow us to distinguish edits for segments that are left- and/
or right-aligned in l. The edit probabilities Pr(𝜏𝑖|𝜆𝑖, ⋅, ⋅) are estimated from variant lists found in
Söderwall’s dictionary, as described in Section 5.2.
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The lemma segmentation probability is modeled using the probabilities of individual segmentation actions, where the only relevant aspect is the created segment’s size:
Pr (λ|l) ≈

(∏
i

)

1
Pr( |λi| | remλ (i)) · .
2

		
The factor ½ is the probability assigned to the action of not creating any further segments, which
always ends a sequence of edits.
Individual segment size probabilities are uniformly distributed over the set of possible segment sizes at a given segmentation step, which in turn depends on a hyperparameter 𝜃 – the
maximum segment size – and on how much of l remains to be partitioned. For a segment size
m, and the remaining length n, we define

		

1
if 0 ≤ m ≤ min(θ, n) and 0 < n
min(θ,n)+1
1
Pr(m|n) =
if 0 = m = n
2
0
otherwise.

Here the middle case, with probability ½, corresponds to the action of creating an empty segment
at the right edge of l. The only other action possible at that point is choosing to not create any
further segments.
With these definitions in place, we pick the best lemma(ta) for a given text form t as
		

argmax Pr(l|t) = argmax Pr(t|l),
l

l

Which is valid under the assumption that Pr(l) is the same for any l.
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In this chapter, we explore how to develop and encode the relationship between
wordnets for different languages using some Nordic and Baltic wordnets to illustrate the variety of approaches. We also briefly touch on how these wordnets
have been enhanced or augmented with various types of lexical information,
such as framenet frames as well as syntagmatic and sentiment information.



1.

I hope we will use the Net to cross barriers and connect cultures.
Tim Berners-Lee

Introduction

Wordnets (cf. Fellbaum 1998; Miller 1998; Vossen 1998) have emerged as one of
the basic standard lexical resources in the language technology (LT) field. They
encode fundamental semantic relations among words, relations that in many
cases have counterparts in relations among concepts in formal ontologies. In the
BLARK (Basic Language Resource Kit) scheme (Krauwer 2003), manually verified
benchmarks and test sets are central resources when building language-enabled
applications. Among such resources we have wordnets. The semantic proximity
metrics among words and concepts defined by a wordnet are considered useful in
applications such as information access systems and authoring tools because the
occurrence of words with similar meanings contribute to measuring the similarity
of document content or recognizing the meaning of a word in context.
Wordnets are essentially snapshots of selected lexical-semantic relations at a
given point in time. There is a crucial need for continuously comparing and improving such lexical-semantic resources for them to stay up-to-date. Already in his book
https://doi.org/10.1075/nlp.14.05lin 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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The generative lexicon, Pustejovsky (1995) presented a theory for how we are able
to give an infinite number of senses to words with finite means. For this purpose
neural networks may eventually provide a sufficiently dynamic solution, but their
quality needs to be calibrated against manually created resources like wordnets.
This is particularly relevant in cross-lingual language technology aiming to bridge
the gap between language communities.
2. Synonyms and their translations
A classic wordnet such as Princeton WordNet consists of synsets, or sets of partial synonyms whose shared meaning is described and exemplified by a gloss, a
common part of speech and a hyperonym. Synsets in a wordnet are arranged in
hierarchical partial orderings according to semantic relations such as hyponymy/
hyperonymy. Together, the gloss, part of speech and hyperonym fix the meaning of
a word and constrain the possible translations of a word in a given synset (Lindén
& Niemi 2014).
Broadly speaking, wordnets can be compiled by applying two different approaches: the expand or the merge method (cf. Rigau & Agirre 2002). In the expand
method, translations are made from Princeton WordNet and further customised
to the target language, whereas in the merge approach, the wordnet is built monolingually and later merged with Princeton WordNet. For a discussion of this topic,
see Chapter 2 in this volume.
The EuroWordNet project, which was concerned with the compilation of
wordnets for seven European languages (Vossen 1998), launched the idea of
compiling and expanding wordnets via the so-called Inter-Lingual Index (ILI),
constituted by the approximately 90,000 concepts from Princeton WordNet 1.5,
to create a multilingual lexical database (cf. Peters et al. 1998; Vossen 2004). The
ILI is a flat list of concepts, to which the synsets in the individual wordnets are
linked. A link from a synset to an ILI concept specifies that the synset represents
a synonym, near-synonym, hyperonym or hyponym of the ILI concept. The relations between the ILI concepts are provided by the wordnets. In addition, some
language-independent relations are provided by a Top Concept ontology and domain labels, also linked to ILI concepts. In contrast to directly copying the Princeton
WordNet relations as the basis for a wordnet, the ILI approach explicitly allows for
different lexicalizations of concepts in different languages.
A successor of EuroWordNet was the BalkaNet project, where several wordnets
were built in the Balkan area and aligned simultaneously. These projects provide
valuable reference points for a best practice within the expand approach; for example, BalkaNet uses a validation system based on word sense disambiguation for
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pinpointing incorrect interlingual alignments and incomplete or missing synsets in
one or another of the wordnets (Tufiş et al. 2004). BalkaNet also includes mapping
algorithms for aligning, tuning and validating wordnets as presented in Daudé et al.
(1999), Daudé et al. (2003) and several other publications.
MultiWordNet1 (MWN) was another project linking different wordnets, Italian
and Princeton wordnets in particular, and later also several others (Pianta et al.
2002). MWN links synsets directly to Princeton WordNet synsets whenever possible and reuses the semantic relations of Princeton WordNet, although they can be
overridden if necessary. Lexical gaps can be explicitly represented by empty synsets
and lexicalization differences by a nearest relation to a more general or more specific
synset. In MWN, a translation relation is defined between synsets.
Other collaborative wordnet projects include the Asian WordNet, which also
applies the expand method to ten Asian languages through a common management interface (Robkop et al. 2010), and IndoWordNet, which includes 18 Indian
languages (Bhattacharyya 2010).
One of the latest efforts to link wordnets is the Open Multilingual WordNet2
(OMW) initiative (Bond & Paik 2012; Bond & Foster 2013), which aligns wordnets
available through the Global WordNet Association’s WordNet Grid3 (Pease et al.
2008) by using the Collaborative Interlingual Index4 (CILI) (Bond et al. 2016).
The CILI is a development of the ILI of EuroWordNet, building on Fellbaum &
Vossen (2008) proposing a Global WordNet for linking different wordnets via
a language-independent structured formal ontology. According to Bond et al.
(2016: 51–52), the CILI is a flat list of concepts, constructed for salient and frequent
lexicalized concepts in any language. The semantic and lexical relations should
mean the same things for all languages. A formal ontology can be linked to but is
separate from the wordnets. To ensure stability over time and compatibility between
wordnet versions, CILI identifiers are persistent: they can be deprecated or superseded but not deleted. Each concept should have a unique definition in English,
and the meaning of a concept should not change. Each concept links to another
synset in an existing wordnet that is a part of the OMW.
In contrast, several European wordnets that have typically been compiled on a
more local basis apply the merge technique (cf. Derwojedowa et al. 2008; Pedersen
et al. 2009; Borin & Forsberg 2014), using monolingual language resources such as
existing dictionaries and corpora as their initial source.
1. http://multiwordnet.fbk.eu
2. http://compling.hss.ntu.edu.sg/omw/
3. http://globalwordnet.org/resources/global-wordnet-grid/
4. https://www.luismc.com/omw/ili
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There are obvious risks related to both approaches. An expand approach based
on Princeton WordNet runs the high risk of being biased towards the conceptual
structure of the English language. However, these risks can be reduced with thorough customizations to the target language. A merge approach may reflect the
conventions of the target language better since it is based on locally established
practice for the target language. On the other hand, such wordnets typically differ
so much from Princeton WordNet in structure that a merge becomes very hard
and extremely complex. These differences originate to a large part in differing lexicographical traditions, and partly in different levels of specialization depending on
the source materials and in some specific cases in cultural differences. For instance,
a typical feature of wordnets based on monolingual lexica is that they adopt a perspective geared towards the layman and therefore they are typically not so deep in
taxonomic structure (cf. Pedersen et al. 2010).
3. Lexical resources and their inter-lingual relations
The Nordic and Baltic wordnets form a multilingual network of wordnets through
their links to Princeton WordNet (PWN). The PWN links in the described wordnets
can be directly linked to the old ILI and the new CILI. This linking also relates the
described wordnets to the original FrameNet, which also contains links to PWN.
While the Nordic and Baltic wordnets are linked to PWN and therefore by
extension to FrameNet, the further development of the wordnets and their integration with FrameNet has continued along different paths. In Danish, framenet
information as well as additional sentiment information will be incorporated
into the wordnet structure, see Section 3.1. The Estonian wordnet in Section 3.2
has, e.g., augmented its lexical information with sentiment and domain tags. The
Finnish wordnet, FinnWordNet, described in Section 3.3, was created as a parallel resource to PWN, and a separate parallel Finnish–English FrameNet database
(Lindén et al. 2017, 2019) can be linked to FinnWordNet and PWN through the
original FrameNet linking to PWN. The Norwegian wordnets, in Section 3.4, have
been created based on the Danish wordnet and inherit many of their features from
Danish. Finally, Swedish, in Section 3.5, takes its lexical resource Saldo as the pivot
resource to which all other Swedish FrameNet++ resources are linked.
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3.1

Danish

DanNet5 (Pedersen et al. 2009) has been constructed using the merge approach
where the wordnet is built on monolingual grounds and thereafter partly merged
with Princeton WordNet as described in Pedersen et al. (2019). It currently contains
70,000 concepts, which are interlinked by 350,000 relations. The wordnet has been
compiled as a collaboration between the University of Copenhagen and the Danish
Society for Language and Literature. It is based on The Danish Dictionary (DDO)
(Hjorth & Kristensen 2003) and thus relates to the same sense identifier structure
and aims at representing the information in the DDO sense definitions as wordnet
relations. Furthermore, the Danish version of the SIMPLE lexicons (cf. Lenci et al.
2001) has influenced the construction of DanNet in the sense that it also includes
qualia information such as the telic and the agentive role (purpose and origin).
Qualia roles are encoded in DanNet in terms of relations such as used_for and
made_by as well as by means of features such as gender and connotation.
DanNet is currently being extended to cover the full lemma inventory of the
DDO. In this context, the wordnet is further extended in order for it to function
as a kind of lexical-semantic “macrostructure” in the sense that it will include also
framenet and sentiment information – and potentially other relevant semantic
information. The idea of unifying computational lexical resources is developed in
collaboration with the EU project ELEXIS (McCrae et al. 2019; Pedersen, McCrae,
et al. 2018), which aims at providing standards for interconnection of resources
for use in new digital technologies. The need to add framenet information to verbs
and deverbal nouns in DanNet relates to the fact that paradigmatic information on
events alone (i.e. to see to run as a hyponym of to move) has proven insufficient in
many computational contexts. Wordnets generally lack the syntagmatic information regarding a verb’s surrounding context in terms of which kinds of arguments
it takes. With the Danish FrameNet Lexicon at hand (Nimb et al. 2017; Nimb
2018) – which again relates to DDO and DanNet via unique sense identifiers – a
merge into DanNet seems feasible.
An additional feature of the lexical-semantic macrostructure is that it will include a sense inventory of flexible granularity. Referring always back to the original,
relatively fine-grained sense inventory of the DDO, in DanNet a clustered inventory is introduced where subsenses of the same ontological type are clustered and
represented in the same synset (cf. Pedersen, Agirrezabal, et al. 2018). To further
refine the sense clustering, word and sense embeddings are applied as a guidance
to study which senses are well reflected distributionally (cf. Olsen et al. 2020 for a
5. https://cst.ku.dk/projekter/dannet/ DanNet has been developed continuously in small steps, but
the open-source downloadable version has not been updated since 2009. Making a new dump of
the database is planned for 2021.
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pilot study). The overall aim of this exercise is to achieve a computational semantic
resource with a sense granularity more suitable for computational use.
DanNet is licensed under the Princeton WordNet licence and it is available
through CLARIN-DK.

Estonian

3.2

The Estonian wordnet6 (EstWN) was built as part of the EuroWordNet project and
thus used the expand method as a starting point. Base concepts from English were
translated into Estonian as a first basis for a monolingual extension. The extensions
have been compiled manually from Estonian monolingual dictionaries and other
monolingual resources. In this sense, EstWN applies a hybrid method including
both expand and monolingual techniques. EstWN includes nouns, verbs, adjectives
and adverbs, as well as a set of multiword units (Orav et al. 2018). As of October
2020, the database contains approx. 90,500 synsets, 145,000 senses and 244,000
relations. There are 93,000 links to PWN 3.0, of which 28,000 are equal synonyms.
The ILI was used before 2016, but ILI and PWN links do not match very well.
For converting data, i.e. linking between different versions of PWN, a tool7 created
at Universitat Politècnica de Catalunya was used. Some work with checking and
correcting the links still needs to be done and is in progress.
As additional information, EstWN contains core-wordnet tags, sentiment tags
and domain tags. EstWN is also included in the EstNLTK package,8 with which
users can access definitions, examples and other information, make queries and
compute semantic similarities. An Alias-like web game based on EstWN has been
made for entertainment (Aller et al. 2016).
The latest version 2.1 of the database is available under the CC BY–SA licence
in the MetaShare registry of CELR (Orav & Vare 2021).

Finnish

3.3

FinnWordNet is compiled using the expand method and supplemented with monolingual localizations. FinnWordNet contains nouns, verbs, adjectives and adverbs
grouped by meaning into synonym sets representing concepts.

6. https://cl.ut.ee/ressursid/teksaurus/
7. http://www.talp.upc.edu/content/wordnet-mappings-automatically-generated-mappingsc5-fn7

among-wordnet-versions

8. https://github.com/estnltk/estnltk
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The initial version of FinnWordNet was created by translating the word senses
in Princeton WordNet 3.0 (Lindén & Carlson 2010). To ensure quality, the word
senses were translated by professional translators. This approach allowed a very
rapid and cost-efficient creation of an extensive Finnish wordnet directly aligned
with PWN providing a translation relation between English and Finnish.
Previous approaches to multilingual wordnets had defined the translation relation only between senses (synonym sets, synsets). In FinnWordNet, this was regarded as too coarse for other than text-understanding purposes; for example, the
word sense translation relation {Amur ↔ Amur, Amur River ↔ Amurjoki} would
have been reduced to the synset translation relation {Amur, Amur River} ↔ {Amur,
Amurjoki}, losing the fine distinctions in the word sense translation correspondences (Niemi & Lindén 2012).
The synset translation approach is based on the assumption that most synsets
in PWN represent language-independent real-world concepts, of which the words
in the synset are equivalent expressions with different connotations. Thus also the
semantic relations between synsets are assumed to be language-independent, so
the structure of PWN can be reused as well. This approach made it possible to
create an extensive Finnish wordnet directly aligned with PWN, even though some
words and concepts specific to the Finnish culture and society were left missing in
the initial translation stage. The translation relation also makes it possible to use
FinnWordNet linked with PWN as a bilingual English–Finnish– English dictionary,
as well as a Finnish-only wordnet.
Not all words in the synsets were translatable by equivalent terms. This was
foreseen by allowing the translators to use standardized comments to indicate how
the translation relates to the original. A total of 3,230 translations (1.4% of all the
228,597 translation relations) were marked broader than (hyperonym of) the original, 165 (0.1%) narrower (hyponym), 2,471 (1.0%) approximate (near-synonym),
4,099 (1.8%) unconfirmed, and 1,065 (0.5%) as having an idiomatic part-of-speech
difference. In addition, 527 translations (0.2%) were given a free-form comment
(Lindén & Niemi 2014).
It is often claimed that translating a wordnet from English is somehow problematic, so to dispel such doubts, several rounds of evaluations were performed,
only to discover very few translation or concept problems (cf. Lindén et al. 2012).
During the evaluation, some missing common Finnish words and concepts were
added to FinnWordNet from a large corpus of Finnish as well as from Wiktionary
and Wikipedia. The resulting FinnWordNet 2.0 has 120,449 concepts containing
208,645 word senses and linked to each other with 265,690 relations. At the time,
it surpassed PWN in the number of concepts and word senses.
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FinnWordNet is licensed under the Creative Commons Attribution (CC BY)
3.0 licence. As a derivative of Princeton WordNet, FinnWordNet9 is also subject
to the PWN licence.
3.4

Norwegian

The Norwegian wordnets (NWN)10 have been developed as a part of The Norwegian
Language Bank (Språkbanken). They consist of around 50,000 synsets, for each of
Norwegian Nynorsk11 and Norwegian Bokmål12 and cover more than 90 per cent of
the senses of open word classes in running newspaper text. Both wordnets are available via the National Library of Norway under the Princeton WordNet Licence. The
compilation is based on the open source version from 2009 of the Danish wordnet
(DanNet), and thus the NWNs contain the same lexical relations and much of the
same semantic analysis as DanNet. The data format and licence are also identical.
Semantically, Danish and Norwegian are very closely related, and word senses
are mostly equivalent (though the frequency with which the senses are used often
varies). Some synsets were dropped: some were only relevant for Danish society,
and do not have natural equivalents in Norwegian. These synsets are almost exclusively infrequent and “peripheral” in DanNet, i.e. they are leaf nodes in the synset
graph. A partial semantic annotation of a Norwegian corpus has been developed to
ensure that the most frequent senses for Norwegian text are covered. This made it
possible to create a very extensive wordnet for a fraction of the cost of developing
the wordnet from scratch (Pedersen et al. 2013).
3.5

Swedish

The history of wordnet-like resources for Swedish is long, somewhat convoluted,
and still unfinished. The first wordnet for Swedish (that we are aware of) was compiled around the turn of the millennium (Viberg et al. 2002). The Swedish WordNet
was built on the model of the EuroWordNet, which had been released a few years
earlier (Vossen 1998). Due to its restrictive licensing conditions, it was not possible
9. The FinnWordNet online search interface, downloadable data and other information on the
resource are available at http://urn.fi/urn:nbn:fi:lb-2019092602.
10. There are two official forms of written Norwegian, Bokmål and Nynorsk, each with its own
variants. Bokmål developed from the Dano-Norwegian koiné language that evolved under the
union of Denmark–Norway in the 16th and 17th centuries, whereas Nynorsk was developed
based upon a collective of spoken Norwegian dialects.
11. https://www.nb.no/sprakbanken/ressurskatalog/oai-nb-no-sbr-27/
12. https://www.nb.no/sprakbanken/ressurskatalog/oai-nb-no-sbr-7/
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to include the Swedish WordNet in the initial work on the Swedish FrameNet++
macroresource, which has been intended from the start to be an open resource,
available under a Creative Commons Attribution (CC BY) licence.13
In the SweFN++ project, a different path had to be chosen, where a number of
existing lexical resources are being adapted and extended into providing the basis
for a (virtual) Swedish wordnet-like resource, which is referred to as Swesaurus
(Borin & Forsberg 2011, 2014). The existing resources already included or planned
for inclusion in Swesaurus are the following.
Saldo (Borin et al. 2013) is the pivot resource of SweFN++, to which all other
component resources are linked using Saldo’s word-sense and lemgram identifiers.
Saldo is described in more detail in Chapter 3 in this volume. Even though it is a
lexical-semantic resource just like a wordnet, Saldo’s lexical-semantic relations are
quite different from those found in a wordnet. However, there are useful correlations between the former and the latter, which makes it possible to infer wordnet
relations semi-automatically from information present in Saldo, viz. (at least) synonymy, near-synonymy, antonymy, and hyponymy. The primary descriptor of a
Saldo entry will in practice quite often be a hyperonym, synonym, or antonym of
the entry. Thus, extracting all entry–primary descriptor pairs with the same part of
speech, and going through this list manually will yield the beginnings of a wordnet.
An important special case is formed by compounds where the entry lemma ends
in the primary descriptor lemma, e.g., darrål – ål ‘electric eel – eel’, yielding lists of
hyponym–hyperonym candidates which require almost no manual curation. Since
synonymy is construed in its more traditional form in the source lexicons, full synonyms will be comparatively rare, but if the quite common case of near-synonymy
is also allowed, PWN-like synsets can be built automatically using this information.
The Gothenburg Semantic Database (SDB; Järborg 2001) is a lexical database
containing 68,000 word senses, many of which are explicitly interrelated by traditional lexical-semantic relations such as synonymy, hyponymy, etc. This yields
altogether about 10,000 word-sense pairs (∼16,000 word senses). Assuming transitivity of some relations gives another 14,000 linked pairs (∼13,000 word senses),
which however require manual post-processing.
A considerable effort was made to curate Synlex, a crowdsourced synonym dataset provided by the Royal Institute of Technology ( Kann & Rosell 2006). Synlex
CIT0300

13. The licence of the Swedish WordNet was recently changed to one compatible with SweFN++
and work has been initiated to include it in the macroresource (see Chapter 3 in this volume).
The PWN synsets in it have been converted from PWN version 1.5 to version 3.0 using the
conversion tables made available by Daudé et al. (2003), and its word senses are being linked up
with those of Saldo (see below). The Swedish WordNet contains approximately 40,000 entries
(word senses) – 80% nouns and 20% verbs, but no adjectives or adverbs – out of which about
40% (approximately 12,000 noun entries and 4,000 verb entries) have a link to a PWN synset.
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was created by asking members of the public – users of an online Swedish-English
dictionary – to judge the degree of synonymy of a random, automatically generated
synonym pair candidate, on a scale from 0 (not synonyms) to 5 (fully synonymous). A
synonym pair list containing all pairs that average 3.0 or more on a minimum of three
judgements is available for download under an open-source licence. The latest version
of Synlex contains ∼20,000 graded synonym pairs (∼40,000 if symmetry of synonymy
is not taken into account). All of Synlex has been linked to Saldo word senses, and
thus constitutes a kind of “fuzzy semi-wordnet”, 14 since the graded synonymy can
be used for calculating more or less “fuzzy” synsets (see Borin & Forsberg 2010).
As part of the joint Nordic and Baltic effort described in this chapter, the core
component of PWN (∼5,000 synsets) has been semiautomatically linked to Saldo
word senses (Pedersen et al. 2013). The linking uses the cross-lingual relations from
the EuroWordNet project, and it has explicit synsets only on the core PWN side,
i.e., Saldo word senses are linked to PWN synsets using one of a few cross-lingual
relations. This of course means that the Swedish side can be said to have synsets,
too, viz. by inheritance from PWN.
Swesaurus is not limited to the four parts of speech present in PWN (nouns,
verbs, adjectives, and adverbs). Instead, the PWN-style lexical-semantic relations
are posited also for closed-class items, although of course these will not be linked
to PWN synsets. Since synonymy and hyponymy information will be derived from
several sources, viz. PWN (either directly or through Swedish WordNet), Synlex,
SDB, Saldo itself, etc., it will be possible to automatically compare how well these
sources agree with each other, providing an interesting additional handle on the
elusive concept of synonymy. In addition, a calculus can be devised for combining
relations (and their weights) from different resources, e.g., the children of the primary descriptor (Saldo) of a hyperonym (PWN) or a fuzzy synonym (Synlex), etc.
The main special aspect of Swesaurus is its integration in SweFN++, providing
access to a multitude of lexical information, including the alternative semantic
network structure provided by Saldo, the thematically organized word sense sets
available in the Blingbring thesaurus, the semantic frames of Swedish FrameNet,
and links to corresponding lexical items in the historical lexicons.
At present, the publicly available components of Swesaurus include the graded
synonyms from Synlex and the inherited relations from the core PWN–Saldo mapping (but no links to PWN synsets). Together with other SweFN++ components,
they are available for downloading15 and for online browsing and search.16
c5-fn14

CIT0289

14. A “semi-wordnet”, since it has only the synonymy relation, but no hierarchical structure
(hyponymy–hyperonymy), both of which are required in a wordnet (see above).
15. https://spraakbanken.gu.se/en/resources#lexicons under a CC BY licence
16. https://spraakbanken.gu.se/karp

Chapter 5. A multilingual net of lexical resources 133

3.6

Multi-lingual visualization using WordTies

As a part of the META-NORD project in 2011–2013, four bilingual wordnets were
automatically derived on the basis of each wordnet’s links to Princeton WordNet
(Pedersen et al. 2012, 2013). In other words, English functioned as an interlingua
in a triangulation method.

Figure 1. WordTies display of the Finnish word kynttilä ‘candle’
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A first task was to ensure a common linked coverage of all the involved wordnets.
To this end, all wordnets were manually linked to Princeton Core WordNet containing 5,000 core synsets. Princeton Core WordNet is a semi-automatically compiled
list of 5,000 “core” word senses in WordNet corresponding approximately to the
5,000 most frequently used word senses, followed by some manual filtering and
adjustment.17 This set of basic concepts is considered to rest on better statistical
grounds than the previously applied “base concepts” used in the EuroWordNet and
SIMPLE projects.
The aligned wordnets can be browsed in the WordTies web interface,18 developed to visualize monolingual wordnets as well as their alignments with other
wordnets. In this lexical browser, the user can chose one of the relevant wordnets
as a source language and see how a concept is linked to its sister wordnets.
In the WordTies browser, the semantic relations are made available in a more
graphical fashion than in most other wordnet browsers, which tend to focus primarily on visualizing the hyponymy structure of the wordnet. The particular choice
of graph very compactly encodes large numbers of relations – each represented
by its own colour – and thus gives a good overview of the general structure of the
wordnet. By clicking on a related synset in the graph the user can dynamically move
around in the wordnet.
The browser also shows links to aligned concepts in the linked wordnets. See
Figure 1 for a visual impression of the WordTies interface. Clicking such a link
brings the user into these particular wordnets and enables them to browse the
wordnet and view the established relations as well as its taxonomical structure. In
this way, the web interface eases the comparison and evaluation of the wordnets.
4. Conclusion
The current best practice for aligning wordnets of different languages is to use the
Collaborative Interlingual Index (CILI) (Bond et al. 2016: 51–52), which is a flat
list of concepts, constructed for salient and frequent lexicalized concepts in any
language. Following the CILI definition, the semantic and lexical relations linked
to CILI should mean the same for all languages, which is supported by a formal
ontology which can be linked to but is separate from the wordnets linked to the
CILI. To ensure stability over time and compatibility between wordnet versions,
CILI identifiers are persistent: they can be deprecated or superseded but not deleted.
17. http://wordnetcode.princeton.edu/standoff-files/core-wordnet.txt
18. https://wordties.nors.ku.dk/
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In this chapter, we demonstrated how wordnets, framenets and other lexical
resources in different languages can be aligned through CILI to serve as mono- and
multi-lingual lexical information repositories for information from lexicographical
research and development to be used in natural language processing.
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In this chapter we describe a multilingual extension of Swedish FrameNet++,
intended to address research questions of a broad comparative nature, in genealogical, areal and typological linguistics, focusing on the integration into Swedish
FrameNet++ of so-called core vocabularies, used in several linguistic subfields
in order to conduct massive comparative studies involving large numbers of
languages. Specifically, we describe the inclusion of two such lexical databases
covering several hundred South Asian languages, with the aim of investigating
areal and genealogical connections among these languages.



1.

There is no absolute judgment.
All judgments are comparisons of one thing with another.
Laming (1957: 9)

The multilingual aspects of Swedish FrameNet++

Swedish FrameNet++ has been a contrastive effort from its very beginnings – “contrastive” understood as involving comparison among a few – typically only two (van
der Auwera 2012) – languages. The English Berkeley FrameNet (BFN) has served
as a constant frame of reference throughout our work on the Swedish FrameNet
(see Chapters 2 and 8 in this volume), and later the Multilingual FrameNet initiative (Torrent et al. 2018) as well as the work on linking SweFN++ to international
wordnets (described in Chapter 5 in this volume), and the Swedish Constructicon
initiative (Lyngfelt et al. 2018) have served as background for contrastive studies of frames and constructions. In this chapter, we describe a more profoundly
1. Parts of this chapter build on and elaborate content previously presented in Borin (2012) and
Borin et al. (2013).
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multilingual – comparative – aspect of SweFN++, prompted by some associated
projects which have addressed research questions of a broad comparative nature,
in genealogical, areal and typological linguistics. In particular, the notion of core
vocabulary – or basic vocabulary – plays an important role in such investigations,
thereby forming a natural link to SweFN++.
According to the standard language catalogues used by linguists – Ethnologue
(Eberhard et al. 2021) and Glottolog (Hammarström et al. 2020) – there are about
7,000 languages in the world. Comparative linguistics is that branch of linguistics
which investigates properties of and connections among these languages – genealogical, typological, geographical (areal), and universal – based on empirical language data drawn from large and representative samples of the world’s languages.
As noted in the introduction to this volume (Chapter 1), the lexicon of a language is perhaps its most salient characteristic and the most obvious expression of
the connection that language bears to the world. The lexicon is where phonology,
grammar, semantics, and pragmatics come together in language, and in some sense,
language knowledge is vocabulary knowledge. Importantly, the lexicon also reflects
the genetic affiliations of a language and its contact history, and it can be used to
elucidate language change, both in meaning and in grammar.
This has led students of comparative linguistics to compile lexical databases
containing comparable lexical items and their associated linguistic information
from large numbers of languages. Since the work in SweFN++ has been conducted
in close proximity to such research projects, and since SweFN++ itself already as
originally conceived was to include a multilingual part, it became natural to partly
merge these initiatives in order to avoid duplication of effort and to ensure extensibility of the resulting resources. Furthermore, the broad comparative perspective
introduces a healthy and stimulating outsider point of view also on monolingual
lexical description.
Below we describe the two multilingual lexical databases developed in comparative linguistic projects associated with SweFN++, and some technical and conceptual issues connected to their inclusion in SweFN++. However, first we will need to
discuss the notion of core vocabulary which becomes central in this context.
2. Core vocabularies for comparative linguistic studies
2.1

Basic vocabularies in linguistics

The notion core vocabulary plays a significant role in several linguistic subdisciplines, but with different meanings and based on different theoretical and methodological premises. Taking a step back and trying to abstract away from irrelevant
detail, we observe that what is “basic” or “core” about core vocabularies is broadly
speaking construed in three ways in the linguistic literature.
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2.1.1
Semantic simplicity
In lexicology and lexicography, the core vocabulary is equivalent to a defining vocabulary: a set of words using which all definitions in a dictionary must be expressed,
directly or indirectly, and consequently, these words themselves will not be defined – only described – in the dictionary. This is in principle a language-specific
notion; different languages could have different core vocabularies. Good examples
are provided by English learner dictionaries, e.g., the approximately 2000-item
Longman Controlled Vocabulary used in the definitions in the Longman Dictionary
of Contemporary English (Xu 2012). The SweFN++ pivot resource Saldo is also
organized along these lines (see below and Chapter 3 in this volume).
In semantics, as a language-independent extension of the foregoing, the core
vocabulary is a set of senses – universal lexical-semantic primitives – in terms of
which all vocabulary items in all languages can be expressed (Wierzbicka 1996;
Goddard 2008). On some construals, however, these primitives need not actually
correspond to lexical items in any language.
In recent years, the field of language technology has been added to the above.
Here, core vocabularies enter the stage in the form of (“upper”) ontologies, i.e., formally organized hierarchical concept systems (Huang et al. 2010). These systems
are not explicitly made up of lexical or even linguistic items, but in practice they
appear as a kind of lexical structures, as noted by Wilks (2009: 4):
[I]tems in ontologies and taxonomies are and remain words in natural languages –
the very ones they seem to be, in fact […] Those who continue to maintain that
‘universal words’ are not the English words they look most like, must at least tell
us which of the senses closest to the ‘universal word’ they intend it to bear under
formalisation.

2.1.2 Early acquisition/commonness/representativeness/frequency
In applied linguistics, corresponding to the notion that vocabulary growth in language learners is not random or spurious, the core vocabulary is the vocabulary
appearing first in L1 acquisition, and the vocabulary most useful or central in L2
learning, the most basic set of words that a language learner will need to master in
a foreign language in order to fulfill some minimal requirement of competence in
the language. In an activity associated with SweFN++, the KELLY project,2 the aim
was to develop vocabularies corresponding to the six language learner proficiency
levels of the Council of Europe’s Framework of Reference (CEFR),3 amounting to
1,000–2,000 words per level. The vocabularies were developed for nine languages –

2. https://spraakbanken.gu.se/en/projects/kelly
3. The levels are designated (from beginner to advanced) A1, A2, B1, B2, C1, and C2.
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Arabic, Chinese, English, Greek, Italian, Norwegian, Polish, Russian and Swedish –
and translated among all language pairs by professional translators (Kilgarriff et al.
2014). Here, the notion of coreness corresponds to adjusted frequency in a very
large corpus collected from the WWW using the Web-as-Corpus methodology
(Baroni & Bernardini 2006). The lists for the lowest CEFR level containing approximately 1,500 vocabulary items are arguably candidates for core vocabularies
for these languages.4
In corpus linguistics, a kind of core vocabulary are the most frequent words
evenly dispersed over a broad range of text types (Forsbom 2006).
Ogden’s (1930) Basic English and other forms of simplified language, such as
Voice of America’s (2009) Special English or the many forms of controlled natural
language developed for special LT purposes (Kuhn 2014), often come with a vocabulary made up of the “most often used words” (Kuhn 2016: 102).

Resistance to replacement
2.1.3
In historical-comparative linguistics, core vocabularies are brought to bear on the
question of genetic classification of languages. Since the time depths involved are
more often than not counted in millennia, core vocabularies should be composed
of words known to be resistant to replacement even over long time periods. This
was the explicit motivation for the well-known Swadesh lists, first proposed in the
late 1940s by Morris Swadesh (1948, 1950, 1952, 1955) – (short) lists of supposedly
universal concepts together with their lexical realizations in many languages, which
are used in an endeavor referred to as lexicostatistics, the primary purpose of which
is to investigate genetic relationships among related languages.
Lexical items can be replaced by language-internal elements, but also through
borrowing, which is studied in areal (or contact) linguistics. Thus, one kind of
core vocabulary can be defined more narrowly as being made up of lexical items
resistant to borrowing, e.g. the Leipzig-Jakarta list described by Haspelmath &
Tadmor (2009).
2.1.4 Related kinds of vocabularies
Lexical data from many languages collectively are the object of study of the branch
of linguistics known as lexical typology, where the limits of the lexical diversity
of human languages are studied (Koptjevskaja-Tamm 2012; see also Evans 2011).
For comparability, a set of meanings with universal or near-universal lexicalization (e.g., Goddard 2001, 2012) are posited, for investigating questions such as
the universality of lexical expression, frequently attested types of semantic change,
borrowability, etc.
4. Although in KELLY the most frequent items are actually excluded as belonging to an even
more basic, “sub-CEFR”, vocabulary level.
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Further, the literature on experimental psychology is also full of descriptions of
related kinds of word lists, usually referred to as “norms”, ordered by i.a. frequency,
but other commonly used parameters are also age of acquisition, concreteness and
emotional or sentiment value (often called polarity in this context). A reason to
discuss such norms in this connection is that, in order to work as intended, the
lexical items in them must be well-known to experimental subjects, i.e., they must
be common words, one of the criteria for coreness. There is also reason to believe
that the various criteria for core vocabulary membership discussed in the linguistic
literature are intercorrelated to an unknown extent, and that at least some of the
properties defining psycholinguistic norms also belong here.
2.2

The composition and size of core vocabularies

2.2.1 The “words” of core vocabularies
In the literature on core vocabularies, the lexical items by which they are composed
are – again speaking broadly and referring to actual practice – of three kinds,
concepts, word senses and lexemes, where the latter two are language-specific while
concepts generally are considered to be independent of language.
The kinds of core vocabularies in focus here – those conceived in the context
of large-scale comparative linguistics – are always described as being composed of
concepts. The interesting question – which is mostly consigned to silence in the literature – is how concepts in such core vocabularies and lexical units in dictionaries
of actual languages are ontologically, as it were, interconnected.
It is far from clear exactly what a “concept” is in this literature. Are the available
concepts the union of those which find lexical expression in some – at least one –
language out of the world’s approximately 7,000 languages? Or is the inventory
of concepts independent of language, so that there will be concepts that never
receive linguistic expression in any language? Logically, this independence must be
one-way, however; it seems that everything that gets lexical expression in at least
some language, will also necessarily be a concept.5 The literature on concepts – in
linguistics, philosophy and psychology – is actually too vague to be of much use to
us in our ontological quandary. It is sometimes proposed in the literature that concepts have compositional structure, a bit like many linguistic expressions, including
5. As we will also see below, we don’t need to look long in the world’s languages in order to find
lexical units with “funny” meanings (i.e., strange from the point of view of more well-described
languages). Evans & Levinson (2009: 435) provide the example of the Mundari (unr; an Austroasiatic language spoken in South Asia) ideophone rawa-dawa, which they gloss as ‘the sensation
of suddenly realizing you can do something reprehensible, and no-one is there to witness it’,
which consequently should count as a concept. This kind of example can be repeated essentially
ad infinitum.
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the words typically used as labels for concepts, but it seems that this idea has not
been systematically pursued independently of language, undoubtedly because it is
very difficult to discuss concepts independently of the words used to express them.
In the introduction to the Princeton WordNet volume (Fellbaum 1998b) we
read that “[t]he majority of lexicalized concepts are shared among languages”
(Fellbaum 1998a: 8). The findings reported in recent work in linguistic typology
and language universals clearly run counter to this claim, which shows the need
for more research into this matter:
languages do differ almost without limit as to which meanings they choose to
lexicalize(von Fintel & Matthewson 2008: 151)
languages differ enormously in the concepts that they provide ready-coded in
grammar and lexicon [… and] many languages make semantic distinctions that
we certainly would never think of making
(Evans & Levinson 2009: 435)
There is no sense of “broad” under which “the grammars and lexicons of all languages are broadly similar.”
(Levinson 2003: 28)
From even a small sample of languages it is clear that many impressionistically “basic” items of English vocabulary (such as go, water and eat) lack exact equivalents
in other languages.
(Goddard 2001: 57)

2.2.2 Selecting core vocabulary concepts
The lexicon of any language is vast, while a common characteristic of many core
vocabularies is that they are small, especially those used in comparative studies.
The Swadesh list has actually shrunk over time. From an original size of about
200 items (Swadesh 1952), it was soon pared down to the widely used 100-item
version by the elimination of items judged to be not universal enough or not fully
arbitrary (e.g., onomatopoetic or sound-symbolic), etc. (Swadesh 1955). The most
recent Swadesh-style lists are much shorter. Thus, the ASJP (Automated Similarity
Judgement Program) list (Holman et al. 2008), holds only 28–40 items, and the list
presented by Dolgopolsky (1986) contains 26 items.
How do we pick out the most “core” lexical items for inclusion in a core vocabulary? In particular, can we select a set of core concepts for the large-scale comparative studies that are in focus in this chapter? In the literature we find descriptions
of experiments conducted in order to estimate the usefulness of individual core
vocabulary items in some candidate list given in advance (e.g. Holman et al. 2008).
In information retrieval terms, what is discussed and investigated in these cases is
precision: How many of the proposed list items ought to be in the list for it to be
usable for the intended purpose? The complementary measure of recall is not systematically scrutinized: how many items are missing from the list which ought to be
in it (and which are those items, and more importantly: how do we recognize them)?
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Here, the initial basis for choosing which items to include becomes crucial.
Ideally, any list should be assembled using the full lexicons of all included languages
(or of a large representative sample of languages in the general case) as the sampling
frame. As far as we can see, none of the popular extant basic vocabularies lives up
to this ideal, with the possible exception of the Natural Semantic Metalanguage
(NSM; Goddard 2012). For instance, both the ASJP list (Holman et al. 2008) and the
Leipzig-Jakarta list of basic vocabulary resulting from the LWT project (Loanword
Typology; Tadmor 2009) are based on much smaller, judgment-based sampling
frames. The ASJP list is made up of the most stable items from the 100-item
Swadesh list, and the Leipzig-Jakarta list is made up of the 100 items most resistant to borrowing from the slightly extended IDS (Intercontinental Dictionary
Series) list used in the LWT project. In both cases it is probably fair to say that the
original selection of items was made “by a combination of intuition and experience following certain guidelines” which characterized Swadesh’s work (Oswalt
1971: 422). For the predecessor of IDS, Buck (1929, 1949) does not explicitly state
the criteria for which items should be included, beyond the goal to “work out a
tentative and skeleton dictionary covering a limited number, perhaps a thousand, of
representative groups of synonyms in the principal I[ndo-]E[uropean] languages”
(Buck 1929: 216). Thus, in both cases, we have no hard empirical evidence that the
ASJP list and Leipzig-Jakarta list comprise the optimal selection of items in their
respective categories. There could in principle be a better 100-item Swadesh list or
a better 1460-item LWT/IDS list. The overlap between the 100-item Swadesh list
and the (100-item) Leipzig-Jakarta list is only 62% (Tadmor 2009: 73) and only
about a third of the 42 NSM items listed by Goddard (2001) are present in either
of these two lists (Borin 2012). This indicates that there is still much to be found
out about basic vocabularies.
2.2.3 Selecting core-vocabulary lexemes
In the absence of an established formalism for expressing concepts unambiguously, natural-language words are used – typically English words and phrases – to
indicate the concepts in core vocabularies. Tentatively we may still compare core
vocabularies simply using the English glosses and assume that they in the normal
case – especially for the small vocabularies that we will be concerned with here6 –
reflect the same or at least comparable senses, analogously to how color words
have been suggested to share central/focal meanings across languages even if their
boundaries vary greatly cross-linguistically (Berlin & Kay 1969; Kay & McDaniel
1978). However, in the case of color terms, there are demonstrable physical and
6. Since several of the vocabularies ultimately come out of the same research tradition, we may
tentatively assume commensurability at least for the items in those lists.
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physiological features that can be adduced to explain this. This becomes a trickier
proposition in the general case, because of the difficulties inherent in defining a
language-neutral set of concepts for those many cases where there is no physical
or concrete object to use as basis for establishing the prototype or central meaning.
However, we cannot ignore the circumstance that this introduces a potential
colexification issue. Many of the words used to express proposed core vocabulary
concepts are polysemous, and the linguist or language consultant supplying the concrete vocabulary items corresponding to the concepts in a particular language will
need to rely on their intuition in order to pick the right alternative. The remark by
Yorick Wilks quoted earlier puts the finger squarely on a practical-methodological
difficulty which arises in connection with the comparison of core vocabularies:
How do we determine that two vocabulary items are equivalent, in one language
and – in particular – across languages? In other words: Do we know how to compare vocabulary items?
A complementary issue to the preceding is synonymy. Even if a language consultant picks out the intended concept, there may still be more than one way of
expressing it, and there is some experimental evidence that native speakers will
collectively produce more than one alternative for many items (Slaska 2005). This
has practical consequences for how such proposed core vocabularies can be used
in comparative linguistic investigations.
2.2.4 Comparing core vocabularies
An interesting question in the context of core vocabulary compilation is how correlated the various defining properties discussed above are. In the literature we
find both more speculative and more empirical attempts to resolve this question.
To make things more concrete, in Table 1 we show six different core vocabulary
lists (each list ordered alphabetically):
1. The Automated Similarity Judgement Program (ASJP)7 40-item vocabulary
for genetic and areal linguistics research (Holman et al. 2008) (referred to as
A40 below)
2. The first 40 items of the Leipzig-Jakarta (LJ) vocabulary from the loanword
typology project8 (Haspelmath & Tadmor 2009) (L40)
3. Goddard’s 42 universal lexical items (Goddard 2001) (G42)

7. https://asjp.clld.org/
8. https://wold.clld.org/; the LJ list has been somewhat edited for the purposes of this comparison,
so that, e.g., “1sg pronoun” has been replaced by “I”, “arm/hand” by “hand”, “who?” by “who”,
“child (kin term)” by “child”, etc.
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Table 1. Six different core vocabularies compared
A40
(ASJP)

L40
(LWT)

G42
(Goddard)

S41 (Saldo)

B42 (BV pool)

K-8 (40 items)
(KELLY)

blood
bone
breasts
come
die
dog
drink
ear
eye
fire
fish
full
hand
hear
horn
I
knee
leaf
liver
louse
mountain
name
new
night
nose
one
path
person
see
skin
star
stone
sun
tongue
tooth
tree
two
water
we
you

arm
big
bitter
blood
bone
breast
come
do
ear
far
fire
fish
flesh
fly
foot
go
hair
he/she
hit/beat
horn
house
I
louse
mouth
name
neck
night
nose
one
rain
root
say
stone
this
tongue
tooth
water
who
wing
you

above
after
all
a long time
bad
because
before
below
big
die
do
good
happen
hear
here
I
if
inside
know
like
live
maybe
much/many
not
now
one
people
say
see
small
someone
(some)thing
there is
the same
think
this
two
want
very
when/time
where/place
you

about
all
be
before
but
by
color
do/make
exactly
for
good/well
happen
have
how
if
in (prep.)
in/at front
know
light (noun)
move
much
must
name
nature
on
only
other
quickly
say
sound (noun)
straight
think
to (prep.)
want
warm/hot
what
when
where
who
with
yes

about
a(n)
and
as
be
be able/can
become
big/large
but
come
do/make
exist
for
from
get
have
he
I
if
in
it
not
of(f)
on
one/they [3.impers]
or
other
refl
refl.poss
shall/will
she
so
that (subjunction)
the
they
this
to (prep.)
to (prep. w. inf.)
we
when
which/that
with

bomb
bread
bridge
channel
climate
coffee
dog
eye
father
forest
future
government
hospital
kitchen
knee
level
library
logic
marriage
member
minister
music
office
pocket
poet
prison
problem
queen
revolution
sand
source
sun
tea
theory
third
trade
tragedy
university
water
week
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4. Saldo’s 41 top-level word senses translated into English; see Chapter 3 in this
volume for the Swedish items (S41)
5. The first 42 items in Forsbom’s (2006) base vocabulary pool (excluding punctuation marks), translated into English (BV pool). The BV pool has been computed on the basis of a one-million word balanced corpus of Modern Swedish
(Gustafson-Capková & Hartmann 2006) (B42)
6. All items common to at least eight of the nine KELLY languages (40 items) (K-8)
The vocabulary that sticks out in the table is K-8. As mentioned above, even the lowest level of KELLY vocabularies excludes the most high-frequent items as being too
basic even for CEFR level A1. This is clearly seen if we compare the other vocabulary lists with the full English KELLY A1-level list (1250 items). These comparisons
yield from one to three items in common. If we instead make the same comparisons with the 800-item Basic English list (Ogden 1930) or the first 2000 items in
the SUBTLEXus word-form frequency list derived from a corpus of subtitles in
films (Brysbaert & New 2009),9 we get on the order of 70–80% correspondences
(percentages in terms of the short 40–100 item lists), which is more like what we
would expect of a basic vocabulary list. Still, it is noteworthy that only 80% of the
A40 list and 76% of the 100-item ASJP list are found in these long basic vocabulary
lists for English, i.e., a fifth to a quarter of the ASJP items are missing. ASJP sense
labels are English words, after all, so somehow one would expect a figure much
closer to 100%.
The K-8 list is thus not comparable to the ASJP or LJ lists, but since it reflects a
set of common words that have emerged from a combination of corpus processing
and manual translation among all 72 language pairs, a comparison of K-8 with G42
should arguably be meaningful.10
Further, A40, L40 and G42 have three items in common – I, one and you – and
the longer 100-item ASJP and Leipzig-Jakarta lists share 12 items with G42. G42
has no common items with the K-8 list, and shares only three items with the longest
271-item list of items common to seven KELLY languages: big, time and two.
2.2.5 Conclusions
It is perhaps not surprising that there should be so little overlap among different
kinds of core vocabularies, since they aim at capturing different aspects of coreness:
9. https://www.ugent.be/pp/experimentele-psychologie/en/research/documents/subtlexus
10. Here the thorny issue of translation equivalence rears its head. The KELLY translators were
instructed to provide one translation in the normal case. How this methodological decision has
influenced this investigation is a very interesting question which we will have to leave for future
research.
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–

–

Item stability:
– The ASJP vocabulary consists of maximally stable form–meaning pairs; it
can be seen as a refinement of traditional Swadesh lists, based on a broad
range of empirical data.
– The Leipzig-Jakarta list reflects resistance to borrowing.
Sense inventory:
– Goddard’s list contains senses that are highly likely to receive lexical expression in all languages.11
– Saldo’s top-level word senses are those that are “most central” according
to the Saldo criteria.
– The BV pool and basic learner vocabularies contain high-frequency –
much-used and consequently highly useful – lexical items.

Still, we would expect the ASJP list to be a subset of the LJ list, instead of showing a
not too large overlap with it, which is what we actually find. This is because resistance to borrowing is a special case of resistance to vocabulary item replacement.
Another common form of replacement is the substitution of a native vocabulary
item by another native word.
There is no logical need for universal word meanings to be highly frequent.
Highly technical vocabulary could be expected to behave in a way that could make
it universal in Goddard’s sense – because such vocabulary items would mean the
same wherever they occurred. In this sense Goddard’s criteria and those used in
compiling learner vocabulary lists are orthogonal to the criterion of replacement.
However, there may be good pragmatic reasons which in practice single out more
or less the same sets of items. Highly technical vocabulary – regardless of whether it
belongs in the realm of rainforest botany or solid-state electronics – will be confined
to a small fraction of the world’s languages in each individual case. Hence, Goddard’s
universal word meanings will by pragmatic necessity belong to everyday language.
High-frequency senses may or may not undergo the linguistic equivalent of
an extreme makeover. From experience we know that, e.g., sentence adverbs and
indefinite pronouns – arguably central and in part universal vocabulary items –
often are non-cognate even in closely related languages.
On the other hand, it is often mentioned in works on historical linguistics that
high-frequency items tend to preserve older inflectional patterns as irregularities
(seen from the point of view of the present-day inflectional system), which can
consequently be used in internal reconstruction for inferring the older system.
Intuitively, the older inflectional patterns should be accompanied by the corresponding older lexical items, i.e., this would lead to the conclusion that high-frequency
11. As we have seen above, this may be true only in an approximate sense.
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vocabulary should be more stable than the above-mentioned comparisons with the
Basic English and SUBTLEXus lists show.
Why the ASJP and LJ lists do not show the expected inclusion relationship and
why high-frequency central vocabulary is less stable than expected are two mysterious aspects of core vocabularies which will need further investigation.
3. Two lexical databases for investigation of South Asian linguistic
diversity and unity
3.1

Linguistic diversity in South Asia

South Asia (also India[n subcontinent]) with its rich and diverse language ecology
and a long history of intensive language contact provides abundant empirical data
for studies of linguistic genealogy, linguistic typology, and language contact.
This region (normally understood in linguistic works as comprising the seven
countries Bangladesh, Bhutan, India, the Maldives, Nepal, Pakistan, and Sri Lanka,
as well as adjacent areas in neighboring countries, since language boundaries do not
always coincide with national borders) is the home of hundreds of languages spoken
by almost two billion people – more than a quarter of the world’s population. Most
of the some 700 living languages of South Asia (Eberhard et al. 2021) are from four
major language families: Indo-European > Indo-Aryan and Nuristani, Dravidian,
Austroasiatic > Munda, Khasian and Nicobaric, and Sino-Tibetan (also called
Tibeto-Burman and Trans-Himalayan); see Figure 1.12 In addition there are some
language isolates and small families (Georg 2017) and several creoles and pidgins.
At least since the publication of Emeneau (1956), South Asia has been considered a prototypical linguistic area, a region where, due to close contact and widespread multilingualism, languages have influenced one another to the extent that
both related and unrelated languages are more similar on many linguistic levels
than we would expect.
However, systematic investigations of this claim have been scarce (e.g., Masica
1976), mostly relying on data from a few major Indo-Aryan and Dravidian languages, but more rarely the other language families of South Asia (Ebert 2006).
The picture of which areal phenomena are characteristic of South Asia, as well as
of their geographical extent, is actually far from clear (Thomason 2000).
12. Source: Wikimedia Commons https://commons.wikimedia.org/wiki/File:South_Asian_Language_
Families.jpg, license: CC BY-SA 3.0 Unported, consulted on 2019-10-12. Note however that the
map incorrectly indicates as “unclassified/language isolate” the two small language families of
the Andaman Islands, Great Andamanese and Ongan.
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SOUTH ASIAN LANGUAGE FAMILIES
Indo-Aryan languages
Iranian languages
Nuristani languages
Dravidian languages
Austro-Asiatic languages
Sino-Tibetan languages
Unclassified / language isolate

Figure 1. South Asian language families (source: Wikimedia Commons)

3.2

Grierson’s comparative vocabulary in Swedish FrameNet++

3.2.1
The Linguistic survey of India
The linguistic richness and diversity of South Asia was documented by the British
government in a large-scale survey conducted in the late nineteenth and the early
twentieth century under the supervision of Sir George Abraham Grierson and
Sten Konow. The survey resulted in a detailed report comprising 19 volumes of
around 9,500 pages in total, entitled Linguistic survey of India (LSI; Grierson 1903–
1927). The survey covered 723 linguistic varieties representing the major language
families of the region and some unclassified languages, of almost the whole of
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nineteenth-century British-controlled India (modern Pakistan, India, Bangladesh,
and parts of Burma). For each major variety it provides a grammar sketch (including
a description of the sound system); a core word list; and text specimens (including
a morpheme-glossed translation of the Parable of the prodigal son).
The LSI grammar sketches provide basic grammatical information about the
languages in a fairly standardized format. The focus is on the sound system and
the morphology (nominal number and case inflection, verbal tense, aspect, and
argument indexing inflection, etc.), but there is also some syntactic information to
be found in them. The language data for the LSI grammar sketches were collected
around the year 1900, hence obviously reflecting the state of these languages of
about a century ago. However, we know that many grammatical characteristics of
a language are quite resistant to change (Nichols 2003), much more so than vocabulary. Despite its age, LSI still remains the most complete single source on South
Asian languages.
For this reason, we initiated a project some years back, entitled South Asia as a
linguistic area?, with the aims of digitizing the full text of the LSI and developing LT
tools for extracting linguistic features from the text in order to populate a typological database covering several hundred South Asian languages, which would then
be used to investigate areal and genealogical connections among these languages.
As a concrete outcome of the project, most of the LSI is available for full-text
search through Korp, the corpus tool maintained by Språkbanken Text at the
University of Gothenburg (Borin, Forsberg & Roxendal 2012).13 In addition to
providing a user-friendly search and browsing interface to the full text of the LSI,
it has acquired a particular significance to the SweFN++ endeavor. One of the LT
methods devised for extracting linguistic features from the LSI grammar sketches
is frame-semantic parsing using a domain-specific linguistic framenet (for English):
LingFN (Malm et al. 2018). The corpus search engine has turned out to be indispensable to this work, allowing us to test hypotheses about linguistic frames quickly. See
Figure 2, showing the result of a search for occurrences of the verb place in the LSI.14

13. A scanned version of LSI is available on the University of Chicago’s Digital South Asia Library
(DSAL) website – http://dsal.uchicago.edu/books/lsi/ – although the page images displayed there
are neither searchable nor digitally processable, effectively making this version equivalent to the
printed LSI wrt accessing its contents, although of course universally accessible to anybody with
an internet connection. The Korp search interface provides a link to the corresponding DSAL
page image for each hit (see Figure 2).
14. The text of the LSI has been linguistically annotated with lemma, part of speech and dependency syntax using the Stanford CoreNLP toolkit (Manning et al. 2014), so that the search shown
in Figure 2 was done by specifying lemma (“place”) and the first part of the part of speech tag
(“VB”) in Korp’s extended search interface.
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Figure 2. Korp view showing search results for “place + VB.*” in LSI

The LSI grammar sketches contain large amounts of tabular material, e.g., inflection
tables, personal pronoun systems, etc., which are not suitable for displaying in a
corpus KWIC (key word in context) view. Instead, these are imported and stored
in another of Språkbanken’s infrastructure components, itself an outcome of the
SweFN++ initiative, Karp (Borin, Forsberg, Olsson, et al. 2012; Ahlberg et al. 2016;
see also Chapters 1 and 2). Links are provided from the Korp KWIC metadata box
to tables and specimens in Karp, but these can also be accessed directly through
the Karp search interface. See Figure 3, illustrating a query aiming at finding out
some linguistic features of the personal pronominal systems of the LSI languages.
3.2.2 The LSI comparative vocabulary
The focus of this chapter is Grierson’s Comparative vocabulary, a separate LSI
volume (Grierson 1903–1927: V1P2) collecting the core vocabularies which accompany the language descriptions, where we find wordlists for 240 South Asian
language varieties, and also for some languages outside South Asia. Each list holds
a total of 168 entries. Most of the entries in the comparative vocabulary render
concepts which cover a broad spectrum consisting of body parts, domestic animals,
personal pronouns, numerals, and astronomical objects. There is some overlap with
other concept lists used in language classification: For instance, 38 of the concepts
are also found in the shorter (100-item) Swadesh list. Thus, the LSI comparative vocabulary clearly has one part that can be used in investigating genetic connections
among the languages, but also another part – at least half of the entries – which
could be used to find areal influences.
The LSI comparative vocabulary is similar in spirit and extent to a Swadesh list,
but of course predating the latter by half a century. In fact, Grierson had adopted
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Figure 3. Karp view showing LSI tables of personal pronoun paradigms

the list from an even earlier source, viz. Campbell (1866b), whose List of words and
phrases to be noted and used as test words for the discovery of the radical affinities
of languages, and for easy comparison (Campbell 1866a) formed the basis for the
LSI comparative vocabulary (Grierson 1903–1927: V1P1:17). Campbell motivates
his selection of items in a way which could equally well have been formulated by
Swadesh almost a century later:
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There are certain words which may almost be taken as unfailing tests in classifying
language ; for instance, the first few numerals, the names for the commonest parts
of the human body – as hand, foot, nose, eyes, mouth, head, &c. – the names of the
commonest family relations – father, mother, brother, sister – sun and moon, fire
and water – the personal pronouns, and one or two others. […] I shall also make a
smaller list of English words, a translation of which I would recommend to be sent
with each account of a tribe or race, speaking a language in any degree peculiar.
(Campbell 1866b: 8f)

A subtle but important difference compared to typical Swadesh-style core vocabularies: Both Campbell’s vocabulary and the LSI comparative vocabulary provide
morphosyntactic words (Haspelmath 2011) instead of (or in addition to) concepts.
Presumably this is the intention of entry glosses such as ‘of a father’, ‘mares’, etc.
Both vocabularies also provide some phrases and propositions (e.g., ‘good man’ ∼
‘good woman’ ∼ ‘good men’ ∼ ‘good women’, and ‘I, thou, etc. go’ ∼ ‘I, thou, etc.
went’), thereby representing a cross between a Swadesh list and the questionnaire
format often used in modern typological data collection. This makes the LSI comparative vocabulary useful for comparative studies of some grammatical features, in
addition to studies of more purely lexical phenomena. In a preliminary study, some
grammatical features have been semiautomatically extracted from the comparative
vocabulary. See Figure 4 where the feature order of cardinal numeral and noun is
shown on a map of South Asia, illustrating that this feature has both genetic –
Sino-Tibetan tends to have the order noun–numeral – and areal features – even
some Sino-Tibetan languages have the order numeral–noun in the western part of
the region.15
3.3

The Intercontinental Dictionary Series as a comparative
linguistic research tool

A lexical basis for investigating the linguistic landscape
of the indian Himalayas
In two other associated projects we have investigated the linguistic landscape of the
Indian Himalayas, and adjacent areas in Pakistan and Nepal, with a special focus
on the genealogy of and prehistorical contacts among the local Sino-Tibetan and
Indo-Aryan language varieties.
3.3.1

15. Figure 4 is generated by a visualization tool developed in our project (see https://spraakbanken.

gu.se/en/projects/digital-lsi/tools-and-resources, under “Static maps”).
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Figure 4. The feature order of numeral and noun as extracted from the LSI comparative
vocabulary (Legend: A: Austroasiatic; D: Dravidian; I: Indo-Aryan; T: Sino-Tibetan
[Tibeto-Burman])

An important goal of the Digital areal linguistics project was to create a database
of comparable lexical items in a number of representative South Asian languages,
with a focus on the Himalayan region in India and to use this database for investigating the Himalayas as a linguistic area. Long-standing contact between different
language families, as well as among different subbranches of the same language
family (for example, within the Sino-Tibetan language family) in the Himalayan
region has resulted in intense lexical and grammatical borrowing. For languages
where we do not have historical data, it is hard, or sometimes impossible, to distinguish similarities between languages due to common heritage from those due
to contact. Based on lexical, grammatical and cultural data collected in the projects
and the information available in secondary sources, we have been able to conduct
a systematic comparative study of the lexical domain (phonology, morphology and
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lexical semantics), as well as selected morpho-syntactic constructions – which lie
at the root of areal linguistics (Thomason & Kaufman 1988; Heine & Kuteva 2005;
Matras & Sakel 2007) – with a goal to investigate the areal hypothesis.
As the basis for this lexical database we selected the Intercontinental Dictionary
Series (IDS), an international collaboration for establishing a database where lexical
material from a broad range of languages is organized in such a way as to provide
a solid quantitative base for a scientific approach to language analysis and comparisons.16 Historical studies, comparative, and theoretical linguistic research can be
based on this documentation.
IDS is a long term cooperative project that involves linguists all over the world. It
is a pioneering effort that contributes to preserving information on the little-known
and non-prestigious languages of the world, many of which are becoming extinct.
The project brings together data on the languages of the world, in a way that gives
equal importance to all languages.
The originator of the IDS was the late Mary Ritchie Key at the University of
California, Irvine. The idea for a work such as the IDS came to her in 1975 while
studying the semantic grouping in the cognate sets established in comparative studies. This was followed by pilot projects using comparative data of recognized language families. In 1984, an award from the University of California, Irvine Faculty
Research Committee to launch the IDS set the series on its way. Bernard Comrie
(University of California, Santa Barbara) is the current project leader of IDS and
the general editor of the series.
The organization of IDS is modelled on A dictionary of selected synonyms in
the principal Indo-European languages (Buck 1949). This 1500-page dictionary is
organized in a thesaurus-like topical outline of 22 chapters. The outline has been
adapted for the IDS, with the numbering system generally maintained. Buck’s dictionary contains approximately 1,200 potential entries. The IDS adaptation contains
1,310 entries. The entries are identified using English words as labels, but they
are intended to represent (lexicalized) concepts falling roughly into the following
categories:
1. universal concepts finding expression in most human languages (‘arm’, ‘speak’,
‘dry’, etc.; but cf. Section 2.2.1 above and Goddard 2001);
2. concepts related to certain geographical or environmental phenomena: ‘earthquake’, ‘tide’, ‘parrot’, etc.;
3. cultural concepts: ‘mead’, ‘tattoo’, ‘cobbler’, etc.
16. In this section we make use of some introductory text on the IDS prepared by the late Mary
Ritchie Key.
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Even though the English words used for sense labels come with particular parts of
speech (in English), the corresponding item in the described language may well
have a different part of speech.
Naturally, not all concepts from groups (2) and (3) will be found in all the
languages. In some cases, it may be important to add extra concepts to represent
information relevant to a particular language group or a region.
At present (in February 2021) 333 IDS lists are available for online browsing
and downloading at the main IDS website (see Figure 5).17 The IDS is developed
in cooperation and complementation with other research projects, and additional
lists have been collected in such projects. The Loanword Typology project (LWT;
Haspelmath & Tadmor 2009) has added 31 new languages out of a total of 41
languages investigated in the project on the basis of (somewhat extended) IDS
lists,18 and the Digital areal linguistics project described here together with a language documentation project also conducted in the same area have contributed
an additional 16 languages, all from South Asia (generally also including the additional 150 LWT items),19 plus an updated Swedish IDS list providing the linkage to SweFN++,20 in the form of the standardized word sense identifiers used in
SweFN++, and an English IDS list with Princeton WordNet synset identifiers (only
open-class words).21
3.3.2 The IDS – not just another Swadesh list
The IDS was selected as the basis for our investigations partly because it provided a
solidly established set of suitable concepts, but – more importantly – because we felt
that the shorter Swadesh-style lists would be too small for the purpose of conducting a general comparative study of the language varieties spoken in the Himalayas.
We noted above that basic vocabulary lists tend to be short, especially those
used in comparative studies, where an important aim is to cover a broad spectrum
of languages. This has some practical and methodological consequences, to which
we now turn.
17. https://ids.clld.org/
18. The database from the LWT project is available for browsing and downloading at https://
wold.clld.org/. The LWT master list includes all IDS senses, but adds a further 150 senses – most
of them under two new topic headings – taking the total up to 1,460 items subdivided into 24
categories.
19. https://spraakbanken.gu.se/en/projects/digital-areal-linguistics
20. https://spraakbanken.gu.se/en/resources/lwt
21. https://spraakbanken.gu.se/en/resources/lwt-pwn
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Figure 5. The geographical distribution of the (333) languages
for which IDS lists are available

The incremental effort required to add a language to the database is small. Let us
compare the IDS and ASJP in this regard. While the preparation of our IDS lists
for South Asian languages has required on average one person-month of work per
list, an ASJP list takes less than a day to prepare. The twenty-odd languages covered in Buck’s original dictionary required about the same number of years from
the start of the project (announced by Buck 1929) until the eventual publication
of the dictionary (Buck 1949), but then Buck also included a wealth of detailed
etymological material. From this follows that a project like ASJP can rely mainly on
volunteer work, whereas this is much harder in the case of IDS. There is obviously
a tension here between breadth and depth of coverage. The ASJP project, like much
typological work (e.g., WALS: Dryer & Haspelmath 2013), aims for breadth at the
expense of depth. It covers a significant fraction of the world’s languages (9,788 lists
covering 5,499 languages in version 19 of ASJP).
Size does matter, however. If the selection principles have been more or less
similar, we can be fairly certain that the IDS list will be a much better basis for all
kinds of linguistic investigations than the Swadesh lists, simply because it provides
a broader empirical base. It is about an order of magnitude larger than the ASJP
list, which is significant, since – as already noted (e.g. in Chapters 1 and 3) – many
linguistic phenomena conform to a power-law (or long-tailed) distribution known
as Zipf ’s law (Zipf 1949), one practical consequence of which is that data requirements increase exponentially as we wish to investigate increasingly rare linguistic
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phenomena.22 At the other end, is there some point below which language data
just will not be useful for comparative purposes, when it will not be possible to
say interesting (and true!) things about it? Apparently the ASJP list with its 28–40
items can be used to investigate many interesting aspects of genetic linguistics
and language change, such as: the incidence of sound symbolism in certain basic
vocabulary items (Wichmann, Holman & Brown 2010), the probable locations of
language family homelands (Wichmann, Müller, et al. 2010), and the relationship
between word length and rate of lexical change (Wichmann & Holman 2013).
However, most details of the language systems remain hidden when using 28–40
central vocabulary items from each language, and nothing else. For instance, conducting systematic experiments with varying-size wordlists of Australian languages
Dockum & Bowern (2018) find that at least 400 items are required for recovering
the phoneme inventory of a language.
A relevant comparison in this connection could be the vocabulary needed
for communicating in a foreign language. The ASJP vocabulary is on a par with
that found in many tourist guide phrase lists, typically a column or two of words
and short phrases, which everyone knows is sufficient only for displaying good
intentions to native speakers, but hardly for any kind of real communication to be
possible. The IDS in turn provides a vocabulary comparable in size to that defined
for the CEFR A1 level, the lowest communicative proficiency level in a foreign
language in the CEFR framework (around 1,500 items; Milton 2009: 186). At the
A1 level, the learners should be capable of the following (COE 2012):
–
–

–

Can understand and use familiar everyday expressions and very basic phrases
aimed at the satisfaction of needs of a concrete type.
Can introduce him/herself and others and can ask and answer questions about
personal details such as where he/she lives, people he/she knows and things
he/she has.
Can interact in a simple way provided the other person talks slowly and clearly
and is prepared to help.

A basic premise of the IDS endeavor is that a vocabulary of a size which is capable
of supporting linguistic activities at this quite impressive level of sophistication also
will enable equally impressive broad comparative linguistic studies.
The first results of the study have been published, using reduced versions of the
IDS lists (Saxena & Borin 2011, 2013) and a monograph on the linguistic situation
of Kinnaur is under preparation by Anju Saxena, where full IDS lists are used in
a number of comparative investigations of two Sino-Tibetan and one Indo-Aryan
language local to the region (Saxena forthcoming).
22. At the next order of magnitude – about 64,000 items – we find full-size reference dictionaries
which however are available only for a very small share of the world’s languages.
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4. Conclusion and future prospects
Areal and typological linguistics traditionally work with secondary language data,
i.e. dictionaries and descriptive grammars. In the last few years, these disciplines
have moved into the computer age, compiling large databases of selected linguistic features for many languages (see, e.g., Dryer & Haspelmath 2013; Everaert
et al. 2009; Greenhill et al. 2008; Haspelmath & Tadmor 2009; Lewis & Xia 2010;
Nerbonne 1998). The computer now gives us the potential for tying together these
linguistic databases (see, e.g., Chiarcos et al. 2012), but not without a conscious
effort. In this connection, SweFN++ makes a tangible contribution, ensuring that
cross-linguistic lexical data are integrated into a well-defined formal structure both
with respect to the adopted information model and the data formats used.
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Part III

Method development

Chapter 7

NLP for resource building1
Richard Johansson

University of Gothenburg

We evaluate several lexicon-based and corpus-based methods to automatically induce new lexical units for Swedish FrameNet, and we see that the
best-performing setup uses a combination of both types of methods. A particular challenge for Swedish is the absence of a lexical resource such as WordNet;
however, we show that the semantic network Saldo, which is organized according to lexicographical principles quite different from those of WordNet, is very
useful for our purposes.

1.

Introduction

Frame semantics has repeatedly been proposed as a practical, light-weight semantic
representation suitable for lexicographic as well as natural language processing
(NLP) purposes. A frame-semantic database such as FrameNet (Fillmore & Baker
2009) consists of two parts: first, a network of semantic frames, and secondly a
lexicon that maps word senses to frames. In standard FrameNet terminology, the
word senses of a frame are reffered to as lexical units (LUs) evoking the frame. The
frame network could to some extent be considered language-independent, while
the lexicon is language-dependent (see also Chapter 8).
In order for frame semantics to be a viable alternative for implementing a
practical NLP system, the lexicon must have a high coverage in the domain where
the system is to be applied. It has been pointed out that the LU coverage is a major
bottleneck for frame semantics that has a high negative impact on the quality of
NLP systems using FrameNet (Palmer & Sporleder 2010). Burchardt et al. (2009)
on the other hand claim that the difficulty of frame disambiguation is an even more
severe problem than lexicon coverage for NLP applications.)
Addressing the resource bottleneck problem, several methods have been proposed to automatically suggest new candidates for inclusion. Johansson & Nugues
1. Parts of this chapter build on and elaborate content previously presented in Johansson (2014).
https://doi.org/10.1075/nlp.14.07joh 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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(2007b) approached this problem by applying a classifier on words based on the
structure of their neighborhood in WordNet (Fellbaum 1998), and this led to a
recall improvement in a frame-semantic analysis system (Johansson & Nugues
2007a). There have been several other ideas on how to find suitable lexical units. For
instance, Pennacchiotti et al. (2008) used a combination of WordNet and geometric
semantic representations automatically induced from corpora. Das & Smith (2011,
2012) applied a graph-based label propagation technique. Tonelli et al. (2013) used
Wikipedia articles to propose new lexical units.
Swedish FrameNet (SweFN) is a resource under active development, with a
primary focus on building a large lexicon with a good coverage (Friberg Heppin
& Toporowska Gronostaj 2012). In order to make the lexicon-building process
efficient, it may be useful to consider automatic or semi-automatic methods to
integrate information derived from other lexicons or from corpora (Borin et al.
2010). The question is whether methods that have been applied to expand the
FrameNet lexicon will also work for Swedish, as there are linguistic as well as resource availability considerations that make the Swedish situation different. On the
linguistic side, Swedish has a slightly richer morphology than English; in particular,
it uses compounding extensively,2 and it is conceivable that this could lead to data
sparsity that makes corpus-based methods infeasible. On the resource side, while
most approaches for English have relied on WordNet, there is no widely available
WordNet-like resource for Swedish. However, there is a large semantic network
called Saldo that is organized by association rather than inheritance (Borin et al.
2013; see also Chapter 3), and it is an interesting question whether this makes the
situation for frame-semantic lexicon expansion better or worse.
In this work, we evaluate and analyze a wide range of lexicon-based and
corpus-based methods for automatic expansion of frame-semantic lexicons and see
how well they work in SweFN. We see that Saldo works excellently for this purpose,
and that the systems using Saldo outperform those using corpus-based methods.
However, the best-performing setup uses a combination of both types of methods;
in particular, it is useful to add corpus-derived information when handling frames
where the set of LUs is not easily described in terms of the Saldo graph.
1.1

Frame semantics and frame-semantic lexicons

In the frame-semantic approach to lexical description, word meaning is specified
by pairing the word’s lemma with a frame: a structured representation of a type
of situation, which defines a set of prototypical participants or properties of the
2. See the discussion of how compounds are treated in SweFN in Chapter 8.
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scene, called frame elements. For instance, the verbs eat and drink evoke the frame
Ingestion, which has frame elements such as Ingestor (the one who eats or
drinks) and Ingestibles (what is consumed). The frames are inter-connected in a
network using relations such as inheritance or temporal order.
Lexical resources organized according to frame-semantic principles are usually
called framenets after the first resource of this kind: the Berkeley FrameNet (BFN;
Fillmore & Baker 2009). Although BFN was designed with English in mind, lexicographic projects for other languages have followed their approach (Boas 2009),
sometimes also borrowing large portions of the BFN network structure. The motivation for this has been the conjecture that a system of frames and frame-to-frame
relations in a given language would be structurally similar to its counterparts in
other languages. This assumption has been used with some success to automatically
construct frame-semantic resources in new languages (Johansson & Nugues 2006;
Padó 2007). However, investigations of frame parallelism (Padó 2007) show that
the frame structures in a pair of languages are not fully isomorphic, not even for
closely related languages such as English and German.
SweFN (Friberg Heppin & Toporowska Gronostaj 2012; see also Chapter 2), is a
lexical resource based on BFN. SweFN is a part of the SweFN++ project (Borin et al.
2010), a larger effort of linking and harmonizing several Swedish lexical resources
(see Chapters 1 and 3). All lexical resources in SweFN++, including SweFN itself,
are freely available for downloading. In April 2021, SweFN contained 1,195 frames
populated by over 30,000 lexical units. It has been used as the basis for Swedish NLP
systems such as a semantic role labeler (Johansson et al. 2012; see also Chapter 10
in this volume).
The structure of SweFN, including the frame and frame element nomenclature,
is designed to follow BFN as much as possible; this makes it possible to use the
English frame-to-frame relations as a way of sharing information between frames
(Johansson 2012). One difference between SweFN and BFN is that the Swedish lexical units are defined with reference to a semantic lexicon, Saldo (see Section 2.1):
instead of just saying that e.g. run evokes to Self_motion, SweFN lists a specific
Saldo sense identifier, e.g. springa..1. Since all lexical resources in the SweFN++
project use Saldo as the backbone, this improves the interoperability between different resources.
2. Computational representation of the meaning of words
The field of computational lexical semantics deals with finding suitable ways for
a computer to represent the meaning of words and word senses. In this work, we
consider two orthogonal approaches of representing word meaning:
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1. The meaning of a word is defined by associating it to a concept in a semantic
network. In the simplest case, the network is just a list of concepts, but typically
the concepts will be structured in a hierarchy ordered by relations such as is-a,
part-of etc, so we can carry out logical inferences using the concepts they refer
to: a mouse is a rodent, which is a mammal, etc.
2. The meaning of a word is defined as a point or region in a geometric space.
While this view of meaning may be less intuitive to a lexicographer than network-based semantics, it is fairly popular in cognitive science (Gärdenfors
2000). This representation has some appealing properties, for instance that
the notion of graded similarity becomes natural. To exemplify, we may say that
the word mouse means something quite similar to the word rat.
In NLP, the first type of representation is typically associated with manually implemented lexical resources and the second with data-driven approaches, but this
does not necessarily have to be the case.
2.1

The semantic network Saldo

As discussed in Chapter 3 of this volume, Saldo (Borin et al. 2013) is the most
comprehensive open lexical resource for Swedish. In November 2013, it contained
125,227 entries organized into a single semantic network. Compared to WordNet
(Fellbaum 1998), there are similarities as well as considerable differences. Both
resources are large, manually constructed semantic networks intended to describe
the language in general rather than any specific domain. However, while both resources are hierarchical, the main lexical-semantic relation of Saldo is the association relation based on centrality, while in WordNet the hierarchy is taxonomic. In
Saldo, when we go up in the hierarchy we move from specialized vocabulary to the
most central vocabulary of the language (e.g. ‘move’, ‘want’, ‘who’); in WordNet we
move from specific to abstract (e.g. ‘entity’). Every entry in Saldo corresponds to a
specific sense of a word, and the lexicon consists of word senses only. There is no
correspondence to the notion of synonym set as in WordNet. The sense distinctions
in Saldo are more coarse-grained than in WordNet, which reflects a difference between the Swedish and the Anglo-Saxon traditions of lexicographical methodology.
In Saldo, each entry except a special root is connected to other entries, its semantic descriptors. One of the semantic descriptors is called the primary descriptor,
and this is the entry which better than any other entry fulfills two requirements:
(1) it is a semantic neighbor of the entry to be described and (2) it is more central
than it. That two words are semantic neighbors means that there is a direct semantic
relationship between them, for instance synonymy, hyponymy, antonymy, meronymy, or argument–predicate relationship; in practice most primary descriptors
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are either synonyms or hyperonyms. Centrality is determined by means of several
criteria. The most important criterion is frequency: a frequent word is more central than an infrequent word. Other criteria include stylistic value (a stylistically
unmarked word is more central), derivation (a derived form is less central than its
base form), and semantic criteria (a hyperonym is more central than a hyponym).
To exemplify, here are a few instances of entries in Saldo and their descriptors.
Entry

Primary

Secondary

bröd ‘bread’
äta ‘eat’
kollision ‘collision’
cykel ‘bicycle’

mat ‘food’
leva ‘to live’
kollidera ‘to collide’
åka ‘to go’

mjöl ‘flour’

2.2

hjul ‘wheel’

Semantic representations induced from corpora

In NLP, the idea of representing word meaning geometrically is most closely associated with the distributional approach: the meaning of a word is reflected in the
set of contexts where it appears, which is an idea with a long tradition in linguistics
(Harris 1954). The distributional method allows us to automatically create meaning representations from corpora, which can be implemented either as geometric
vectors or as a set of classes (clusters). Both types of automatically induced representations can be used to improve NLP systems significantly (Turian et al. 2010).
All corpus-based semantic representations used in this work were created using approximately 1 billion words downloaded from Språkbanken, the Swedish
language bank. This is a mixed collection that comes from many different corpora: news, fiction, academic text, social media, Wikipedia, etc. The corpora are
distributed in a format where the text has been tokenized and lemmatized, and
compounds not listed in Saldo have been segmented. The representations described
below were computed for lemmatized forms, not word forms.
2.2.1 Word representations from a class-based n-gram model
As a baseline, we evaluated one of the simplest corpus-based representations: automatically dividing the vocabulary into a small number of clusters. The Brown
algorithm computes m hierarchically organized clusters of words, where m is a
user-defined parameter, to maximize the likelihood of a corpus in a class-based
n-gram language model (Brown et al. 1992). We computed word clusters using
Percy Liang’s implementation of the Brown algorithm.3
3. https://github.com/percyliang/brown-cluster
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Brown clusters have been used successfully in many NLP systems (Turian et al.
2010): instead of using a lexicalized feature representing a word directly, one can use
a feature representing the cluster, which allows a generalization beyond the lexical
level. However, the fact that the clusters are very coarse-grained, and that they
are computed using a very small context in an n-gram model, leads to a grouping
mainly according to syntactic criteria. This is not an issue e.g. for parsing (Koo
et al. 2008), but may be problematic for semantic tasks such as LU induction. The
popularity and simplicity of Brown clusters still makes it valuable to consider this
representation as a baseline.
2.2.2 Geometric word representations from co-occurrences
The easiest way to create a geometric word representation is to implement the
distributional idea directly: for each word, we create a vector where each dimension corresponds to a feature describing a context where the word has appeared.
Typically, such a feature corresponds to another word with which the word has
co-occurred, but in principle we can define arbitrary contextual features, for instance the syntactic context.
Random indexing (RI) is a method to drastically reduce the dimensionality of
high-dimensional vectors while to a large extent still preserving their properties
such as similarity (Kanerva et al. 2000). This is useful to reduce the memory consumption and processing time of the programs that use the vectors, because even
if we use only the simplest feature representations (contextual words only), we will
end up with a vector space with a very high dimensionality. RI works by mapping
each dimension in the original high-dimensional space to a small number of dimensions in the reduced space. To implement RI, it is practical and efficient to use
hash functions when carrying out the dimensionality reduction (Velldal 2011); this
idea allows us to use a very large number of features.
In this work, we evaluated two types of vector spaces built from co-occurrence
statistics:
–
–

The positional (RI-Pos) space: the context of a focus word is represented using
two words before and two after, taking position into account.
The contextual bag-of-words (RI-CBoW) space: the context of a focus word is
represented using five words before and five after, disregarding their position.

2.2.3 Geometric representations from contextual classifiers
As an alternative to co-occurrence vectors, geometric word representations can also
be derived indirectly, as a by-product when training classifiers that predict the context of a focus word. While these representations have traditionally been built using
quite complex machine learning methods (e.g. Turian et al. 2010), it was recently
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shown by Mikolov, Chen, et al. (2013) that such representations can be created
using much simpler and computationally more efficient methods. Interestingly,
these representations seem to be able to capture a number of syntactic and semantic
relations between words (Mikolov, Yih, et al. 2013), and it will therefore be interesting to see whether they are more effective than the commonly used representations
based on co-occurrence.
Mikolov, Chen, et al. (2013) proposed two classification models from which the
representations are derived, and we evaluate both of them in this work.
–
–

Contextual bag of words (CC-CBoW): given a context (five words before and
five after), the classifier predicts the focus word.
Skip-gram (CC-SG): given a focus word, the classifier predicts the words around
it (again, five before and five after).

We used the word2vec tool to build the vectors.4
3. From word meaning to frame meaning
Now that we have discussed a number of ways to represent the meaning of single
words (or word senses), we turn to the question of how to deal with a set of words –
the set of lexical units evoking a frame – and how we can design automatic tests
for membership of that set. We consider two different approaches: (1) testing for
membership by measuring how similar (or dissimilar) the potential new LU is to
the set of existing LUs; (2) using the LUs to train a statistical classifier that can be
used to test for membership of new LUs.
3.1

Methods based on distance and similarity measures

Pennacchiotti et al. (2008) describe a successful lexicon expansion system based
on a combination of WordNet-based and corpus-based similarity measures. We
investigated such measures for Swedish, using Saldo instead of WordNet. Since
SweFN LUs correspond to Saldo senses, our task is easier since we know the Saldo
sense both of the potential LU and the LUs already in the frame.
There are many ways to measure similarity or dissimilarity between two concepts in an ontology (Blanchard et al. 2005). In this work, we used one of the most
simple and intuitive measures: computing the shortest path between two Saldo
senses s1 and s2 (Rada et al. 1989):
4. https://code.google.com/p/word2vec
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Rada-dist(s1, s2) =

		

min

p∈paths(s1, s2)

length(p)

We computed the path length in the subgraph of Saldo consisting of primary descriptor edges only. This subgraph is a tree, which makes it very efficient to compute
the path between s1 and s2 by finding their lowest common ancestor. Using the full
Saldo graph including secondary descriptors makes it computationally harder to
compute the shortest path, and preliminary investigations showed lower accuracies
than using the primary descriptors only.
Following Pennacchiotti et al. (2008), when we consider a Saldo sense s for a
frame F, we use the minimal distance (or maximal similarity) to measure the distance between a potential LU s and the existing LUs evoking F.
min-Rada-dist(s, F) = min Rada-dist (s, sF)
		
sF∈F

Geometric distance and similarity measures are an alternative to ontology-based
measures (Mohammad & Hirst 2012). The most widely used geometric measure
is the cosine similarity; again following Pennacchiotti et al. (2008), we represent a
frame F geometrically by computing its centroid cF. This is done by averaging the
vectors vl representing the lemmas l defined with respect to F according to one of
the representations described in Section 2.2.
1
|F|
		
cF =

∑

νl

l∈F

We can then measure the similarity between a new lemma l and a frame F by computing the cosine similarity between vl and cF:
ν ·c

cos-sim (l|F) = l F
		
|ν ||c |
l

F

For both types of similarity or distance measures, we need to introduce a threshold
bF if we want to make a hard decision on whether to assign a potential LU s to a
frame F, rather than just ranking all LUs by suitability for F. In that case, we say
that s is assigned to F if min-Rada-dist(s, F) < bF or if cos-sim𝐹 (s, F) > bF. For each
frame F, we set bF by maximizing the harmonic mean of the precision and recall in
a 2-fold cross-validation over the training set.
3.2

Classification-based methods

Ontology-based or corpus-based similarity measures have been used successfully
for lexical unit induction, but there may be other more flexible approaches. For instance, Johansson & Nugues (2007a) addressed this task as a classification problem:
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using standard machine learning tools, a classifier is trained for each frame and
then applied to potential LUs. If this classifier outputs a numerical score, it basically
corresponds to a similarity function tailored for that frame, as opposed to a generic
similarity function. Another advantage of using a classifier is that it is easy to add
arbitrary features to the model without having to decide how they should affect
the similarity score.
For each frame F, we created a linear scoring function score𝐹 of the following
form:
		
scoreF(s) = wF . 𝜑(s)

Here, wF is a weight vector specific to F, and 𝜑(s) is a feature representation of the
Saldo sense s. If scoreF (s) is high, it means that our model considers s likely to
evoke F. To create the vector wF, we computed the features 𝜑(s) of all LUs in F and
then applied the Liblinear software for linear support vector machines (Fan et al.
2008). Again, in a use case where a hard decision is needed rather than a ranking
of potential LUs, we assign a threshold bF so that s is assigned to F if score𝐹 > bF.
This threshold is also computed using Liblinear.
Using a linear scoring function is a very simple method and it is reasonable
to ask whether a more complex approach would be more effective, for instance
a nonlinear support vector machine such as that used by Johansson & Nugues
(2007a). However, we have only considered linear classifiers in this work, since
computationally they are several orders of magnitudes more efficient than their
nonlinear counterparts.
The feature representation function 𝜑(s) consists of three types of features:
–
–
–

features representing the context of s in Saldo;
features based on corpus-induced semantic representations;
the part-of-speech tag of s.

It is straightforward to add the corpus-based features and the part-of-speech tag to
a feature vector, but it is not obvious how to represent the Saldo context. We now
consider this question.

Representing the meaning of a word using Saldo
3.2.1
When using a semantic network, the meaning of a word sense is defined by how
it is related to other word senses; in Saldo, the immediate neighborhood of a word
sense s consists of a primary descriptor and possibly a set of secondary descriptors,
and the meaning of s can be further analyzed by following primary and secondary
edges in the Saldo graph.
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When using Saldo to create features for a potential LU s, we first compute a
neighborhood representation that represents the meaning of s as a subgraph of the
Saldo graph. A neighborhood representation consists of a set of Saldo senses, and
the identifiers of the senses then become features in the representation 𝜑(s) used
in the classifier. The purpose of a neighborhood representation is that it should
describe the LUs in a way that allows us to generalize: to capture the meaning of
all the LUs in the frame.
In this work, we consider five different neighborhood representations of a
sense s:
1. Descriptors. Our baseline consists of the basic units of Saldo: the primary descriptor and secondary descriptors, if any. This is based on the idea that related
words may be derived from a common source, or share a hyperonym. To exemplify, we consider the word jogga ‘to jog,’ which has the primary and secondary
descriptors springa ‘to run’ and motion ‘physical exercise’, respectively.
2. Local context. It is intuitive that the local context in Saldo of a sense s consists
of a semantic field of related words. Such a set of words could possibly allow
generalization from word meaning to frame meaning. We define this set as all
senses at most 1 step away from s in the Saldo graph. This includes s, its primary and secondary descriptors, and its descendants: the senses for which it
is the primary or secondary descriptor. For jogga, this set consists of the word
itself, its primary and secondary descriptors springa and motion, and its descendants: joggare ‘jogger’, joggning ‘jogging,’ joggande ‘jogging,’ and joggingsko
‘jogging shoe.’
3. Second-order context. Based on the same intuition as the local context, we also
tried a larger context. This set consists of all senses at most 2 steps away from s.
4. Primary descriptor chain. Another idea for generalizing in Saldo could be to
describe s by following the primary links up to the root node. This representation is similar to the “hypernym tree” used by Johansson & Nugues (2007a),
although as mentioned above, Saldo primary descriptors are not necessarily
hyperonyms. The primary descriptor chain of jogga consists of the words jogga,
springa, röra sig ‘to move oneself,’ röra ‘to move.’
5. Primary descriptor chain with secondary descriptors. The secondary descriptors
contain semantic information that could also potentially be useful for discriminating frame membership, so we evaluated a representation where we add the
secondary descriptors of all senses in the primary descriptor chain. For jogga,
we add two secondary descriptors: motion and fort ‘fast.’
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Figure 1 illustrates how the five representations are computed for jogga.
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c. Second-order context

d. Primary descriptor chain
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e. Primary chain with secondary descriptors
Figure 1. Representations of the Saldo context of the word jogga ‘to jog’. The shaded
words are those included in the result. Solid arrows represent primary descriptor relations
and dotted arrows secondary descriptor relations
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4. Quantitative evaluation
To compare and analyze the different lexicon expansion methods, we carried out
several quantitative evaluations. In these evaluations, we used the Saldo and SweFN
versions of November, 2013. This version of SweFN contains 25,989 LUs and 896
frames. We randomly partitioned the verb, noun, adjective, and adverb LUs listed
in SweFN into a training set (67%) and a test set (33%). We then removed all frames
for which we had fewer than five training LUs, so in the end we had 458 frames
in total. The most frequently occurring frames in this set are Animals with 520
training instances, Food with 496, and People_by_origin with 373. There are
39 frames containing exactly five LUs.
There are a number of methodological complications when carrying out quantitative evaluations using this set, which means that we should see the measurements presented in this section as upper bounds; however, we still believe that they
are useful for comparison of different methods, and similar experimental setups
have been used previously (Johansson & Nugues 2007a; Pennacchiotti et al. 2008).
These issues arise from the fact that we use a part of the lexicon as a test set: such
a set will contain many frequent lemmas, so an evaluation is not necessarily indicative of the performance on unseen lemmas. In reality, the low-hanging fruits will
already have been picked by the lexicographers. A related consideration is how we
define positive and negative instances. For instance, about 1% of the Saldo lemmas
in SweFN are connected to the Removing frame, but is this true of the lexicon in
general? Can we even be certain that a listed Saldo lemma should not be associated
with more frames than it currently is?
4.1

Evaluation metrics

When deciding how to evaluate our methods, we considered two use cases:
1. Lemma-based classification scenario: given a Saldo lemma that we haven’t
seen before, determine the SweFN frames associated with it, if any. In this
scenario we must make a hard decision, so for each frame we need to compute
a threshold.
2. Frame-based ranking scenario: given a SweFN frame and a list of Saldo lemmas, rank all lemmas according to how suitable they are for that frame. This
approach may be the most appropriate in a semiautomatic setting involving
lexicographers. No thresholds are used in this scenario.
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Our methods can be evaluated for both use cases with standard metrics (Manning
et al. 2008). The first scenario is a multilabel classification task, so we can apply commonly used classification evaluation metrics such as precision (𝑃 ) and recall (𝑅)
NCF

R=

P=
		
N

GF

NC
NF

where 𝑁𝐹 is the number of LUs evoking the frame F, 𝑁𝐺𝐹 the number of LUs we
have automatically proposed for F, and 𝑁𝐶𝐹 the number of correctly identified LUs
evoking F. Intuitively, if we guess very carefully we get a high precision, and if we
guess more aggressively we get a high recall. Both measures have a maximum value
of 1.0. The precision and recall values are conventionally presented together with
the 𝐹-measure, the harmonic mean of the two values.
The second scenario is more similar to information retrieval problems, and it
is therefore better to evaluate it using a metric for evaluation of ranking systems
(e.g. search engines). There are many such metrics, and we selected the average
precision (AP)
AP =
		

N
Pk · Ik
∑k=1

NF

where 𝑁 is the total number of lemmas in the wordlist, 𝑃k the precision if we assign
the k top-ranked lemmas to F, and 𝐼k an indicator that is 1 if the lemma at position k
evokes F and 0 otherwise. The more the true LUs are concentrated to the top of the
ranked output, the higher the AP will be. The maximum value of AP is 1.0, which
occurs when all the true LUs are ranked above all the false LUs.
When evaluating the performance of the lexicon expansion methods for all
frames, we aggregated over the lexical units (micro-average) in the first scenario
and over the frames (macro-average) in the second. All tables present precision,
recall, and mean average precision (MAP) figures.
4.2

Which way is the best to make use of the Saldo lexicon?

Table 1 shows the performance of the LU induction systems using Saldo: classifiers
using the five context representations from Section 3.2.1, and the system based on
distance in the Saldo graph. It is clear that the best context representations are those
that generalize by moving up in the hierarchy, rather than those constructing a semantic field using the Saldo context. The simple primary descriptor chain achieves
the highest precision and recall values; adding secondary descriptors improved
the performance for some frames with a large number of LUs, such as Animals,
Food, and Medical_disorders, but did not have a positive effect on the overall
performance.
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Table 1. Precision, recall, and mean average precision values for the lexicon-based methods
Method

Precision

Recall

MAP

Descriptors
Local context
Second-order context
Primary descriptor chain
Primary chain with sec. descr.

0.670
0.769
0.636
0.789
0.774

0.555
0.490
0.627
0.686
0.681

0.455
0.580
0.580
0.685
0.685

min Rada distance

0.236

0.767

0.565

Except for the very simple context representation using descriptors only, the classifiers outperform the distance-based system. It is possible that we could improve
the performance by considering more complex distance measures (Blanchard et al.
2005), for instance by reweighting graph edges by their distance from the root,
but we can also note that the classifiers work as frame-specific weighted similarity
measures with automatically learned weights, and it seems unlikely that the end
result would be much different.
4.3

Which corpus-based semantic representations are most effective?

We evaluated the classifier-based and similarity-based systems using corpus-based
semantic representations presented in Section 2.2, and Table 2 shows the results.
The vector and cluster models were trained on the lemmatized dataset described
in Section 2.2. All vector representations used 1,024 dimensions, and we had 1,024
Brown clusters.
Table 2. Precision, recall, and mean average precision values for the corpus-based methods
Method

Precision

Recall

MAP

Brown
RI-Pos
RI-CBoW
CC-CBoW
CC-SG

0.291
0.658
0.682
0.622
0.641

0.125
0.209
0.235
0.260
0.299

0.051
0.203
0.242
0.286
0.322

cos-sim CC-CBoW
cos-sim CC-SG

0.158
0.366

0.332
0.154

0.271
0.225

What is most striking here is that all systems considered here perform worse than
all Saldo-based systems; a similar result was found by Pennacchiotti et al. (2008).
Note that the Saldo-based systems have an advantage in an evaluation taking
senses into account: Saldo classifiers operate directly on senses, while the vectors
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or clusters express no sense information. For instance, among the 100 Saldo senses
ranked most highly for the frame Animals, there were eight misclassifications out
of which six were due to sense ambiguity.
The best-performing systems are classifiers using representations derived from
the contextual classifers, in particular the skip-gram model. The vectors computed
with random indexing are less useful, and the Brown clusters are clearly much too
coarse-grained for this task. We still include them in this evaluation since they have
been used successfully in a wide range of NLP tasks.
As we saw previously for the lexicon-based systems, classifiers outperform the
systems using general-purpose measures, in this case the cosine similarity. The
MAP values of the similarity-based systems are comparable to those of the classifiers, but the precision and recall values are worse. We did not include the vectors
computed using random indexing in this evaluation since they performed very
poorly in preliminary investigations.
Figure 2 shows how the MAP values are affected by the number of dimensions
of the vector representations. For completeness, we include the classifiers using
Brown clusters in this plot as well; in this case, the horizontal axis corresponds to
the number of clusters. In general, a higher dimensionality of the representation
resulted in a higher performance, but at least for the best representation (CC-SG)
there is hardly any improvement when going from 512 to 1024 dimensions. The RI
classifiers could probably be improved slightly, but it should be noted that increasing the dimensionality is computationally costly.
CC-SG
CC-CBoW
RI-CBoW
Rl-Pos
Brown

0.30
0.25

MAP

0.20
0.15
0.10
0.05
0.00
101

102
Dimensionality of word representation

103

Figure 2. Mean average precision as a function of word representation dimensionality
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4.4

Combining lexicon-based and corpus-based classifiers

We finally combined the best feature sets using corpus-based and lexicon-based
features (CC-SG and primary descriptor chain, respectively), and we also added
a word class (part-of-speech tag) feature. Table 3 shows the performance figures
of the combined classifiers on the test set. We observe that the combination of
word class, Saldo context representation, and corpus-based semantic representation
gives us by far the most effective system out of all we evaluated, so it seems that
the representations derived from lexicons and from corpora are complementary
to some extent.
Table 3. Precision, recall, and mean average precision values for the combined methods
Method
PoS + PDC
PoS + CC-SG
PoS + PDC + CC-SG

Precision

Recall

MAP

0.811
0.612
0.863

0.714
0.312
0.715

0.715
0.316
0.750

Interestingly, the Saldo-based classifiers gain a lot from adding the word class feature, while the performance of the vector-based classifiers does not improve. This is
probably because Saldo is a single graph with no separation between word classes,
while the vector representations are probably already well separated by word class.
4.5

For which frames are our methods successful?

There is significant variation among the frames in how successful we are in detecting new LUs. One explanation could be that the number of training LUs varies
between the frames, affecting the quality of the classifier. Also, it is possible that
that the performance is affected by intrinsic properties of the frame: for instance, it
might be possible that strongly noun-dominated frames corresponding to physical
entities (e.g. Food) would be easy to handle. To study this question, we categorized
the frames into four types based on the dominant part-of-speech tag of the LUs. We
said that a frame is verb-dominated if at least 25% of its LUs were verbs; otherwise,
we selected the most common tag. The reason for the special treatment of verbs is
that event-related frames contain verbs as well as their derivations (e.g. nominalizations and agent nouns).
Figure 3 shows how the AP for a frame is affected by the number of training
LUs in that frame; the frame types are also shown. As can be seen, frames for which
we have much training data generally have better AP, but the correlation is actually
not very strong (Pearson r = 0.2). We noted that there is much variation of the AP
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Figure 3. Average precision values for different frames in the LU detection task.
Frames are compared with respect to the number of training instances and are divided
by the dominant part-of-speech category

for any given frame size. For instance, we measured an AP of 1.0 for 19 of the 39
frames with five training LUs. The frames with the largest number of LUs are mostly
noun-dominated frames, and we can see that our system works very well for those
frames. However, there does not seem to be a significant difference between the four
frame types with respect to the performance as a function of the number of LUs.
Table 4 shows the five frames of each part-of-speech category for which the
number of training LUs was highest. As we can see, we are in general successful in frames with a large number of LUs, although there are also less populated
frames where our methods work well. In this table, we compare the performance of
lexicon-based classifiers with a part-of-speech tag feature (P+L) to classifiers that
also include a corpus-based vector representation (P+L+V). We see that in most
frames, we get a modest improvement by adding the vectors.
The outlier that we notice in Figure 3 and Table 4 is People_by_vocation,
a noun-dominated frame containing words such as lärare ‘teacher’ and kock ‘cook,’
which has a much lower AP than other noun-dominated frames of that size. In
particular, the Saldo-based classifier performs very poorly here, and we believe
the reason is that the primary descriptor of a vocation noun (and agent nouns in
general) is the verb from which is was derived: for instance lärare is connected
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Table 4. Average precision in the LU detection task for the five largest frames
in each part-of-speech category
a. Noun
Frame

Size

P+L

P+L+V

Animals

520
496
373
354
269

0.986
0.983
0.988
0.447
0.893

0.994
0.984
0.992
0.774
0.946

Frame

Size

P+L

P+L+V

Removing

153
103
68
67
65

0.959
0.772
0.751
0.894
0.665

0.954
0.819
0.741
0.928
0.719

Frame

Size

P+L

P+L+V

Origin

288
144
109
71
70

0.977
0.994
0.737
0.676
0.316

0.982
0.995
0.752
0.708
0.407

Frame

Size

P+L

P+L+V

Frequency

29
20
12
10
  7

0.697
0.975
0.856
0.514
0.500

0.744
0.975
1.000
0.518
0.500

Food

People_by_origin

People_by_vocation
Medical_disorders

b. Verb

Make_noise

Judgment_comm.
Self_motion

Experiencer_obj

c. Adjective

Color

Social_int._eval.
Mental_property

Emotion_directed

d. Adverb

Time_vector
Direction
Degree

Sufficiency

to lära ‘to teach.’ Because of this, generalization in terms of Saldo is hard since
vocation words have little in common and are spread out over the Saldo network.
However, the geometric representations seem to capture vocation words better, and
the combined system gives us a much improved AP.
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4.6

Use by lexicographers

The best-performing system was used to generate suggestions for 7,578 verbs listed
in Saldo that were not covered by the SweFN lexicon. 214 of these verbs have been
added to SweFN by lexicographers, which gives us a small but more realistic test
set. For evaluation purposes, we removed 30 verbs that were assigned to newly
created frames.
It can be expected that the LUs that have been added at a late stage of the
lexicographic process either occur more rarely in corpora or are harder to classify
for lexicographers. These reasons will make the automatic classification harder, so
unsurprisingly the results are less impressive when we evaluate in this setting. Of
the 184 verbs, the automatic system made a suggestion in 105 cases, out of which
72 were correct: this gives us a precision and recall of 0.686 and 0.391, respectively.
Disregarding the classification threshold and selecting the top-scoring frame
suggestion gave an accuracy of 0.527, while the accuracy of the top-five list was
0.717. This result compares well with that reported by Pennacchiotti et al. (2008),
who had a top-frame accuracy of 0.25 and a top-ten-frames accuracy of 0.69 for a
set of 24 new LUs.
5. Conclusion
We have investigated a number of methods to automatically suggest new lexical
units to lexicographers working in the SweFN project. Our systems are applied to
word senses in Saldo, a semantic network that is the largest open lexical resource
for Swedish. The best-performing system is now used by the lexicographers. We
evaluated systems using the Saldo lexicon, using corpus-based representations, and
a combination of both types of methods. The best-performing systems were developed using machine learning classification methods, which outperformed methods based on similarity or distance measures such as those used by Pennacchiotti
et al. (2008). Classifiers using features describing the neighborhood in Saldo are
very effective, which shows that this resource is a viable alternative to WordNet
for this task, despite the very significant differences in the underlying theoretical
frameworks. The semantic representations from corpora are less effective than the
lexicon for this task, but still valuable since they can be applied to words not yet
listed in the lexical resource. The combined system outperforms all other systems
by a wide margin, which suggests that the corpus-induced semantic representations
encode some information that is not available in our lexical resource. In particular,
in frames that are hard to describe in terms of Saldo (for instance People_by_vocation) the combined system performs very well.
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Since the LUs in SweFN are defined in terms of Saldo, our task differs slightly
from previous work on adding WordNet senses to FrameNet, which had to deal
with sense ambiguity. This probably makes the task easier for lexicon-based classifiers and harder for classifiers using semantic representations derived from corpora.
While running the risk of comparing apples and oranges, it is clear that our systems
perform well compared to previous approaches. For instance, Pennacchiotti et al.
(2008) reported an accuracy of 0.52 for their best system, while our best recall was
0.715. Furthermore, our system performs very well compared to Pennacchiotti et al.
(2008) in the more realistic use case of suggesting new lexical units to lexicographers.
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Chapter 8

Differing design decisions – comparing
Swedish FrameNet to FrameNet1
Karin Friberg Heppin
HeppiLing AB

Creation of framenets for languages other than English based on Berkeley
FrameNet has tested the hypothesis that semantic frames, to a certain extent, are
language independent. This working hypothesis facilitated reuse of frames for
new framenets, defining language specific frame evoking lemmas and annotating
language specific sentences. The caveat is the bias towards creating what is possible, rather than typical, in a language. The reuse of frames allowed developing
SweFN in a relatively short period of time. However, the goal to build a typical,
not a possible Swedish framenet, necessitated some frame modifications.
This chapter provides a comparison between the English and Swedish framenets regarding semantic annotation and representation, and socio-cultural
factors, including how differences forced modification of the original structure.
To have another language is to possess a second soul.
Charlemagne

1.

Introduction

The Berkeley FrameNet project (BFN) has inspired the development of analogous
projects in numerous languages other than English,2 including, among others,
Japanese (Ohara 2013), Spanish (Subirats 2009), Chinese (You & Liu 2005), German

1. Parts of this chapter build on and elaborate content previously presented in the following
publications: Friberg Heppin & Toporowska Gronostaj (2014); Friberg Heppin & Dannélls
(2015); Friberg Heppin & Petruck (2014); Friberg Heppin & Friberg (2012); Friberg Heppin &
Voionmaa (2012).
Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php.
2. The linguistic resource developed for English in Berkeley is named FrameNet. Lower case
“framenet” refers to any FrameNet-like resource.
https://doi.org/10.1075/nlp.14.08fri 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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(Burchardt et al. 2009), and Swedish.3 BFN is a linguistic resource based on the
principles of Frame Semantics. Framenets for new languages have been created
with the working hypothesis that semantic frames to a large degree are language
independent as far as their descriptions, frame elements, and frame-to-frame relations. Thus developers of framenets for languages other than English have reused
BFN-defined frames, populating the frames with lemmas paired with meanings,
in framenet resources called lexical units or LUs, that evoke said frame, and annotating example sentences of their respective languages. Reusing frames defined in
BFN has saved time and effort, along with creating a common basis for potentially
linking frames in cross-lingual applications such as machine translation (see Chapter 11 of this volume) and language teaching (see Chapter 12 of this volume). If
FrameNet-based resources for different languages share a common structure, such
as the one developed for the original Berkeley FrameNet, crosslingual use in NLP
applications is significantly facilitated. At the same time it is important to adjust for
language-specific requirements in new resources, so that specific features of each
language are represented. Linking frames of different languages highlights concept
equivalents, and the possibility of comparing equivalent or near-equivalent frames
illustrates differences (Lönneker-Rodman & Baker 2009; Boas 2009; Friberg Heppin
& Friberg 2012). A further result of the linking process is the possibility of revealing
gaps in FrameNet’s frame hierarchy, gaps which may be there simply because all
framenets are work-in-progress. They may also reveal language specific preferences
concerning description of the world. Multilingual efforts can contribute important
feedback to the FrameNet community, while gaps and differences can highlight
unique language specific and socio-cultural features. Problems may arise if language
structures differ to such an extent that equivalents do not really exist, or perhaps
only near-equivalents exist with different productivity and distributional patterns.
When BFN frames are a good fit for different languages, that is, the description
is transferable, frame elements match, and equivalent lexical units evoke equivalent
frames, alignment between frames and their contents does not present any major
problem. Occasionally BFN frames need to be modified to better suit another language. Such corresponding frames, displaying minor differences, may be utilized
to illustrate differences between the languages in question. A fine balance must
be maintained in decisions about creating frames that match BFN frames exactly,
creating modified frames, or creating completely new frames. Following BFN too
slavishly may result in frames describing possible rather than typical characteristics of a language. At the same time, the existence of frames with different names,
descriptions, or frame elements than corresponding BFN frames does not always
constitute actual differences between the languages. Instead this state of affairs may
3. FrameNet version 1.5 is the point of departure throughout the Swedish FrameNet project.
See Chapter 2.

Chapter 8. Differing design decisions – comparing Swedish FrameNet to FrameNet 193

be a result of the different teams reaching different design decisions. Of course,
often what is pervasive in a given language influences such decisions, as when
the developers of Japanese FrameNet decided to emphasize the need for transitive
verb-intransitive verb pairs of frames (Ohara 2013). The number of frames describing intransitive scenarios is relatively small in BFN. This situation does not imply
that these scenarios do not have a place in a description of the English language.
Rather, it suggests that the transitive-intransitive relation is not as prominent in
English as in Japanese and therefore BFN has not prioritized such frames to the
same extent as Japanese FrameNet has.
2. Differences
Building language specific resources for languages other than English with BFN as
the point of departure is a theoretical and methodological challenge. Methodological
issues may arise due to differences in priorities in each language team in the development of the individual resources. One team may focus on adding lexical units
(LUs), defined by Ruppenhofer et al. (2016) as a pairing of a word with a meaning,
another on annotating sentences, or defining frames. The Swedish FrameNet team
has focused on expanding BFN frames to SweFN, defining new frames, and defining LUs in terms of frames. A number of example sentences have been annotated
for each frame containing LUs, but there are not yet example sentences for all LUs.
An important step in finding lemmas which evoke the frames has been to search
for Swedish equivalents to English LUs. Finding lemmas corresponding to the LUs
of BFN calls for approximating the degree of equivalence between the English and
the Swedish lexical items, a prerequisite for correct frame assignment. The task is
not trivial, as perfect translation is rare in general language. Factors which play a
role in evaluating equivalence are, according to Atkins & Rundell (2008), semantic content of words and multiword expressions, their collocational context and
vocabulary type, message of phrases, including idioms and sayings, as well as the
function of these expressions from a grammatical perspective.
LUs evoking frames are language dependent. Differences between the number
of LUs in corresponding frames exist both due to the meaning of the lexical items
themselves, the productiveness of word formation processes such as compounding,
and because some frames are evoked only by very few LUs in some languages. For
example, the scenario of a particular frame may be expressed through special constructions in one language and by basic lexical units in another. Also, some frames
define culturally specific phenomena. A number of factors underlie only partial
resemblance between frames and lexical units in SweFN compared with BFN. In
what follows, we present a selection of these.
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3. Linking to a dictionary
A major feature of SweFN, as part of the overarching SweFN++ project (see Chapter 1 in this volume), and distinguishing it from other framenets, is that LUs evoking SweFN frames are strictly derived from a dictonary, i.e. Saldo (described in
Chapter 3 in this volume). Furthermore, the original stance of SweFN was that each
Saldo entry would correspond to no more than one LU. Motivated by Fillmore et al.
(2003) and Fillmore & Baker (2009), supporting the position that when a lemma
evokes more than one frame, each meaning is represented as a different lexical unit.
However, since BFN is not committed to the word sense distinctions provided in a
particular dictionary it is there rather a theoretical stance about the pairings. This
position had practical consequences for SweFN in frame-to-frame relations and
in decisions about the number of homographic entries to create in Saldo (Friberg
Heppin & Dannélls 2015).
Determining which lemmas, represented by Saldo entries, may be characterized in terms of the frames of SweFN and associated to them as lexical units was
done in various ways (Friberg Heppin & Toporowska Gronostaj 2014). One method
was to determine Swedish equivalents of the English LUs of BFN frames and search
for these lemmas in Saldo. For example, evoking the BFN frame Containers,
we find the LU ‘bottle’. The Swedish equivalent of ‘bottle’ is flaska which may be
characterized in terms of the SweFN Containers frame.
As Swedish is a language with very productive compounding we may assume
that Saldo contains compounds with the head constituent flaska, which in most
cases are hyponyms of this head. We therefore went on to search for other Saldo entries ending with flaska, and found a number of noun compounds, including champagneflaska ‘champagne bottle’, engångsflaska [one.time.bottle] ‘non-returnable
bottle’, glasflaska ‘glass bottle’, halvflaska [half.bottle] ‘375ml bottle’, nappflaska
[pacifier.bottle] ‘baby bottle’, sprayflaska [spray.bottle] ‘spray can’, tomflaska ‘empty
bottle’, värmeflaska [heat.bottle] ‘warm water bottle’, vatten-flaska ‘water bottle’,
which after checking for valency we could also assign as LUs to the Containers
frame.
Another type of search involved utilizing the organizational principles of the
lexicon Saldo. The entries of Saldo are defined in terms of more central and/or
morphologically less complex semantically related entries of the lexicon, called
primary and secondary determiners. These determiners are often hyperonyms or
synonyms of the headword (Borin & Forsberg 2009). The relationship between
headword and determiner allowed us to search for words related to lemmas already
assigned as LUs of a frame by doing searches for Saldo entries having these lemmas
as determiners. For example, working on the Animals frame, we searched for djur
‘animal’ as a Saldo determiner, resulting in a long list of Saldo entries for different
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species of animals. These entries would then be inspected to determine which ones
could be characterized with respect to the Animals frame and thus assigned as
LUs of that frame (cf. Chapters 3 and 7 in this volume).
4. New frames for additional concepts
Several of the new frames of SweFN could very well have been defined in BFN, had
that project chosen to prioritize them. Many of the new SweFN frames describe
noun concepts, and BFN decided not to prioritize frames for noun concepts such
as living entities, named entities, or artifacts (Ruppenhofer et al. 2016). Since a
goal of SweFN is to produce a lexical resource with at least 50,000 LUs linked to
the other resources of SweFN++, this project places greater emphasis than BFN
did on defining noun concept frames. This decision has resulted in new frames
such as Animals, Plants,4 People_by_disease, Given_name, Countries,
Geographical_area, Human_settlements, Languages, Artifact_sport_
and_leisure, Artifact_tool, Furniture, and Inner_parts_of_body.
Other new frames were created in SweFN as a consequence of differences
between the tense systems of Swedish and English and BFN therefore having a
gap where SweFN needed a frame. One such frame is Activity_in_progress,
evoked by the verbal LUs hålla på [hold on] and vara i färd [be in journey]. These
verbs could be translated as ‘be in the act (of)’ but their equivalents most often
manifest in English as the progressive form of the verb, as in Example 1.
(1) [Många skolor]Entity [är i färd]LU [med att utarbeta handlingsplaner
Many schools
are in journey with to out.work action.plans
mot mobbning]Activity
against bullying
		 ‘Many schools are working out action plans against bullying.’

The new SweFN frame Activity_in_progress defines a progressive aspect of
the infinite verb phrase following an LU of the frame. This frame is in contrast to
Activity_ongoing where an agent performs the portion of an activity where
4. Frames named Animals and Plants were not yet created in FrameNet version 1.5, which is
the point of departure of the SweFN project. However, such frames have been created in the later
version 1.7. In both SweFN and BFN the core frame elements of these corresponding frames are
Animal and Plant respectively, but the non-core frame elements differ. For both frames Animals and Plants the non-core FE:s are Age, Descriptor, Origin, Persistent_characteristics, and Systematics in SweFN, while BFN has chosen to use Characteristic, Descriptor,
and Origin.
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dynamic stability exists. To illustrate the aspectual difference between the frames;
the Swedish equivalent of ‘He is eating’ could be an example sentence of the frame
Activity_in_progress, while the equivalent of ‘He kept eating’ could be an
example sentence in Activity_ongoing , with the equivalent of kept annotated as LU. What we see here is a difference between Swedish and English on the
grammar-lexicon continuum, focusing on describing different aspectual nuances of
an activity, including among others Activity_start, Activity_done_state,
and Activity_finish. As there is no frequently used lexical entity in English
corresponding to the LUs of Activity_in_progress, rather a verb inflectional
category is used instead, no such frame has yet been created for BFN.
5. Polysemy
For a resource such as BFN, which is not committed to the word sense distinction
of any specific lexicon, homographs and polysemes do not necessarily constitute
a problem. However, for SweFN, a resource tightly aligned to a lexicon, a different
matter arises. As stated in Section 3, if a lemma evokes more than one frame, a
homographic Saldo entry should exist for each lemma-frame pairing. The developers of SweFN encountered a number of situations where one Saldo entry at a
first glance seemed to evoke more than one frame in SweFN, but the motivation
to create several lexicographic entries in Saldo did not exist. Decisions on when to
make changes to the Saldo lexicon also always have to be made with the additional
restriction of Saldo being compatible with all other resources of the macroresource
SweFN++ (see Chapter 3 in this volume).
During the work on SweFN three types of cases were encountered where a
lemma represented by a single Saldo entry could be defined in terms of more than
one frame: (1) two frames stand in a hyponymy relation to each other; (2) two
frames stand in a regular polysemy relation to each other, in the sense that a number
of lemmas which could evoke them, each have have two meanings semantically
distinguished from each other in exactly the same way (Apresjan 1974); and (3) the
concept categories behind the frames divide the world along different dimensions
(Friberg Heppin & Dannélls 2015).
For polysemous LUs, SweFN employed the usual methodological top-down
frame building approach and extended it with a bottom-up procedure. This was
done with a starting point in the lexicon, taking polysemous words and finding or
creating frames for regular (or systematic) senses. Disambiguation decisions were
based on explicit lexical criteria and corpus-related data.

Chapter 8. Differing design decisions – comparing Swedish FrameNet to FrameNet 197

5.1

Hyponymy relations

As there is not a one-to-one relationship between word senses in different languages the distribution of LUs across frames varies between languages. This made
the process of defining lemmas in terms of frames anything but straightforward.
Occasionally, when a Swedish word is less specific than its English equivalent, it may
primarily evoke a frame where the corresponding BFN frame is non-lexical, that is,
there are no LUs directly evoking that frame. A non-lexical frame stands as a placeholder in the network of frame relations (Ruppenhofer et al. 2016). Consequently,
there are cases where a non-lexical BFN frame has a lexical analogue in SweFN.
For example, the Swedish verb bila ‘go by car’, evokes the Use_vehicle frame
(Example 2), whose analogue in BFN is non-lexical. The verb bila does not imply
anything about the people in the car as drivers or passengers, and thus evokes this
hyperonym frame.
(2) [Vi]Theme [var]cop [ca
25 damer som]Theme [bilade]LU [från
‘We
were
around 25 ladies who
car.past from
Ludvika]Source
Ludvika
		 ‘We were about 25 ladies who went by car from Ludvika’

The option of populating frames that are non-lexical in BFN falls within the guidelines of Ruppenhofer et al. (2016), which allow the possibility of such semantic
differences between languages. Ruppenhofer et al. (2016) clearly state that “a frame
which in English is Non-lexical might well have associated LUs in another language”.
When a lemma corresponding to one Saldo entry evokes more than one frame
in a hyponymy relation the following two possible solutions exist. (1a) If the lemma
evokes more than one frame that all have a common parent frame, the entry is
assigned as LU to the parent frame. An example is the verb bila [car.v] ‘go by car’
described above. As both the Operate_vehicle and the Ride_vehicle frames
are in a hyponym relation to the Use_vehicle frame, bila is defined with respect
to the parent frame, thereby also evoking the child frames which, in this case, are
related to the parent frame in a Perspective_on relation, as Figure 1 shows. (1b) If
instead, a lexical entry evokes only one of several sibling frames which all stand in
a hyponym relation to the common parent frame, the entry is defined with respect
to the one child frame. Here the LU still evokes the hyponymous parent frame.
For example the LU doktor ‘doctor’ evokes the frame Medical_professionals frame, whose sibling frames are Member_of_military, Performers, and
Representative, all inheriting from the parent People_by_vocation frame.
As Medical_professionals inherits from People_by_vocation the LU doktor also evokes the latter.
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Use_vehicle

Operate_vehicle

Ride_vehicle

Figure 1. If a lexicon entry could evoke two or more frames that have a common parent
frame in a hyperonym relation, as in bila ‘go by car’, the entry is defined with respect to
the parent frame. Here Use_vehicle is perspectivized in both Operate_vehicle and

Ride_vehicle

As all existing framenet resources are in development, and as they can always add
more fine-grained frames, inevitably possible gaps will exist in the frame structure. Such gaps many times become apparent when working bottom up with a
lexicon as the point of departure, as was the case when SweFN expanded BFN
frames using Saldo. Instead of creating a new frame for SweFN every time a gap
was discovered in BFN, a number of lemmas were defined or suggested with respect to the parent SweFN frame of a potential frame not yet created. The frames
evoked in these cases could have non-lexical equivalent frames in BFN. One such
example is Measures, which in BFN is a non-lexical frame. It is inherited by the
following frames: Measure_area, Measure_by_action, Measure_duration,
Measure_mass, Measure_of_distance_and_length, and Measure_volume . The LUs in BFN version 1.5 that describe measure units are defined with
respect to these frames. However, many other types of measurements exist, such
as measures for pressure, energy, radioactivity, etc., e.g. pascal, joule, and sievert,
for which the appropriate frames have not yet been defined. The SweFN developers
chose to define these measurement lemmas with respect to the more general frame
Measures. In the future, SweFN may define appropriate measurement frames if
and when there is a need for such fine-grained frames.
5.2

Regular polysemy and Guest_LUs

In cases where there is a regular polysemy relation between two frames, case (2) in
Section 5 above, it is difficult to avoid a certain degree of arbitrariness in decisions to
lump, considering slightly different patterns of meaning as one meaning, or to split,
instead considering them as different meanings (Kilgarriff 1997). In the context of
SweFN, lumping would be to decide that a lemma should be defined in terms of
one frame only, and splitting to define a lemma in terms of more than one frame
and also, if needed, to suggest additional senses of the lemma in Saldo.
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Consider the relation between LUs in the Food and the Animals frames, and
likewise between LUs in the Food and the Plants frames. The lemmas denoting
animals or plants could in many cases also have meanings defined in terms of the
Food frame. The plausibility that a word denoting a certain animal or plant would
have a food sense, which could be defined in terms of the Food frame, varies between cultures, circumstances of well-being, and the type of creature that is doing
the ingesting. The Saldo lexicon contains only a small number of animal names
(e.g. fisk ‘fish’ and lamm ‘lamb’) with separate entries for the animal and the food
sense of the lemma. Creating new entries in Saldo for the food sense for additional
animals and plants would not solve the problem. There would always be an inevitable arbitrariness in deciding how plausible consuming a certain species of animal
or plant as food something would have be to warrant a food sense in the lexion.
Pedersen et al. (2010) describe the discrepancy between traditional dictionaries
and more corpus-based lexical resources as stemming from dictionary definitions
that tend to express physical aspects rather than functional ones. They state that
within the zoological and botanical domains professional taxonomies strongly influence traditional dictionaries. Therefore food lemmas often have the biological
animal or plant definition as their main sense, rather than a more functional definition describing their use as food, just as in the Saldo lexicon.
In cases of regular polysemy we decided to go with the lumping of definitions
in Saldo, i.e. not requesting additional lexicon entries, and in SweFN assigning the
lemmas as LUs of the frames corresponding to the senses in Saldo (here Animals
and Plants). To capture additional senses the lemmas appear as Guest_LUs in
the frame that they evoke by regular polysemy (here Food), as Figure 2 illustrates.
A lemma does not primarily evoke the frame where is is a Guest_LU, and cannot
be understood without the senses of the basic frame, but may still evoke the frame
in question, under certain circumstances (Ruppenhofer et al. 2016). Thus, SweFN
allows annotation of example sentences of Guest_LUs in the frame where they
appear as such.
Animals

Plants

Food

Figure 2. A Regular polysemy relationship exists between the Animals and Plants
frames and the Food frame. With varying probability, lemmas in the former frames also
could evoke the latter frame. In these cases they are Guest_LUs in this frame
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When a regular polysemy relation exists between frames, including more than one
entry for a lemma in the lexicon or more than one LU evoking different frames is
not necessary, as this can be solved with frame-to-frame relations or defining lemmas as Guest_LUs in non-primary frames. However, using corpus evidence we see
that some species of animals and plants, very commonly consumed as food, occur
considerably more frequently in the food sense than in the animal sense. Thus,
for practical purposes, such evidence supports additional entries in the lexicon
which then could be characterized as LUs in terms of the Food frame. The Saldo
dictionary includes separate entries only for two animal/food regular polysemy
pairs, namely fisk ‘fish’ and lamm ‘lamb’, as mentioned above. However, other very
common foods from animals do not have a separate food entry, for example lax
‘salmon’ and kyckling ‘chicken’.
A corpus search for the word lax ‘salmon’ in Korp’s Word Picture gives implicit
hints for the most frequent senses of the word, as shown in Figure 3. The search resulted in 36,366 instances of the lemma lax from modern Swedish corpora. Almost
all collocates of lax belong to the food sense: färsk ‘fresh’, benfri [bone.free] ‘without
bones’, rå ‘raw’, i portionsbitar ‘in portion pieces’, med potatis ‘with potatoes’, i ugn
‘in oven’, äta ‘eat’, skära ‘cut’, steka ‘fry’, and smaka ‘taste’. Some collocates could go
with either sense, such as norsk ‘Norwegian’, bli ‘become’, and köpa ‘buy’. Seven of
the collocates belong exclusively to the animal sense, namely vild ‘wild’, i Östersjön
‘in the Baltic Sea’, fiska ‘fish.v’, fånga ‘catch’, vandra [wander] ‘migrate’, leka ‘mate’,
and simma ‘swim’. Even though findings such as this one for lax may motivate additional lexicon entries, decisions of when to create such an entry remain arbitrary.

Figure 3. Almost all collocates for lax ‘salmon’, found through Korp’s function Word
Picture, belong to the sense of lax defined in terms of the frame Food
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Many Swedish verbs show a tendency of construction shift in the object position,
meaning that the objects of two syntactically similar sentences have different semantic roles. The lemmas of such verbs may be defined in terms of pairs of frames.
We have, for example, the frame pair Emptying and Removing which both may
be evoked by the following verbs: tömma ‘empty’, evakuera ‘evacuate’.
As each pairing of a lemma and a frame constitutes a different sense of the
lemma, each such pairing should, under the original assumption of SweFN, consequently be represented by its own entry in Saldo and associated with its own LU
evoking the appropriate frame. Examples (3) and (4) show a construction shift of
the verb evakuera ‘evacuate’, where we see a shift of focus from what is being moved,
Theme of the frame Removing, to a focus on the original location of what is being
moved, Source of the frame Emptying.
(3) Removing
Olov Lindgren hade redan [evakuerat]LU [många hyresgäster]Theme
Olov Lindgren had already evacuated
many tenants
när […]
when […]
		 ‘Olov Lindgren had already evacuated many tenants when […]’
(4) Emptying
[Byggnaden]Source [evakueras]LU
[…]
building.sg.def evacuate.prs.pass
		 ‘The building is being evacuated […]’

A problem with creating distinct entries in the lexicon for each sense of verbs with
tendency for construction shift is that they frequently occur without objects, that is,
their meaning is vague. This phenomenon constitutes a form of polysemy and the
problem may be solved similarly to the solution provided for case (1) (Section 5).
To be specific, the solution requires having only one sense of the lemma in the
lexicon, characterizing it in terms of the most pertinent frame and having it be
a Guest_LU in the secondary frame. Polysemy due to construction shift applies
to many LUs in the relevant pairs of frames, but far from all LUs. Which frame is
more pertinent also varies between LUs. Taking the Guest_LU approach requires
specifying on the LU level when the regular polysemy relation holds, and which
frame is the primary one.
Swedish verbs that exhibit a tendency to such construction changes evoke a
range of frames, including the Removing-Emptying frames, as in tömma ‘empty’
and torka ‘wipe’, and the Placing-Filling frames, as in spreja ‘spray’ and lasta
‘load’. Levin (2015) gives a detailed description of corresponding construction
changes for English.
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5.3

Diverse meaning potentials

Distinctly classifying words as either polysemous or with inherent potential meanings is not always possible. As with many other linguistic features the analysis suggests a cline, where here it goes from polysemy, to regular polysemy, to potential
meanings.
Working with the hypothesis that a lemma represented by one lexicon entry
may evoke only one frame, SweFN paid attention to the possible bias towards “splitting”, which in this case would infer creating an additional Saldo entry for each
frame the lemma might evoke. Developing a particular frame includes the phase
of defining lemmas with respect to the frame. Encountering an entry in Saldo, or
a word/phrase in a corpus, might tempt the lexicographer to assign that lemma to
the frame under development. However, the potential of linguistic material to evoke
a frame does not necessarily mean that it is the only frame that this material may
evoke, or the frame that it primarily evokes. Hanks (2013) posits words as having
meaning potentials in that different senses are activated in different contexts, without entailing that the word in question has several distinctive senses. This fuzziness
is a strength, not a flaw, in language, as it makes language dynamic and flexible in
terms of utilizing it to express the desired level of vagueness. Even though a word’s
different meaning potentials may evoke frames with varying semantic types, without explicit internal relation, many words must keep their vagueness and retain the
possibility to evoke more than one frame. As stated by Wierzbicka (1984) the aim
must sometimes be to be vague:
An adequate definition of a vague concept must aim at precision in vagueness – it
must aim at PRECISELY that level of vagueness which characterises the concept
itself.(Wierzbicka 1984: 210)

A group of words that often surfaces as underspecified, i.e., with several meaning
potentials of diverse semantic types, are those that denote institutions, businesses,
and organizations, and simultaneously the activities and people within. To illustrate this phenomenon, consider how the noun skola ‘school’ (education) is defined in Svensk ordbok, a monolingual Swedish dictionary published by the Swedish
Academy (Allén et al. 2009: s.v. skola; my translation):
–

Institution where education is performed
1. with focus on the activities performed within the educational institution
2. with focus on the building where the education is performed
3. with focus on the collective of persons working with or attending educational activities within a certain institution
4. other organization which teaches a particular skill or subject
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The noun is defined with one main sense and four subsenses which also may be
seen as metonymic or metaphoric extensions. The subsenses evoke the frames listed
below together with a shortened version of the frame descriptions of those frames:
–

–
–

–
–

Main sense: Institutions – This frame concerns permanent organizations
(the Institutions) with a public character, meaning that they are intended to
affect the lives of the public at large in a particular Domain.
Subsense 1: Education_teaching – This frame contains words referring to
teaching and the participants in teaching.
Subsense 2: Buildings – This frame contains words which name permanent fixed structures forming an enclosure and providing protection from the
elements.
Subsense 3: Aggregate – This frame contains nouns denoting Aggregates
of Individuals.
Subsense 4: Organization – This frame describes intentionally formed human social groups […] with some definite structure and Members.

The context of a lemma’s various meaning potentials comes to the fore by examining the collocates of that lemma. Using a tool such as Korp’s Word Picture to
search for collocates may help detect senses, in the same manner as for lax ‘salmon’
(Section 5.2). The collocational statistics for skola ‘school’ in Word Picture show
that the main sense together with subsenses 1 and 2 dominate.
Below is a list of frames followed by collocates of skola uncovered by Word
Picture. The frames are the ones that the potential senses of skola evoke, together
with their collocates, respectively:
–
–
–

Institutions: byta ‘change’, välja ‘choose’, driva ‘operate’
Education_teaching: kommunal ‘municipal’, vanlig ‘ordinary’, gå ‘attend’
Buildings: bygga ‘build’, ligga ‘be located’, brinna ‘be on fire’

The word skola shows several forms of regular polysemy in that is has several different meaning potentials, and is often used in an underspecified way, i.e., with
more than one possible sense simultaneously. Example 5 shows how the vagueness
allows interpreting the scene from the perspective of the visitor, Jag ‘I’, as visiting
the organization, the staff and students, the activities, as well as the school building
itself. If there had been one entry in the lexicon for each potential, each one a separate LU, i.e., evoking a different frame, the possibility of vagueness would be lost.
(5) Jag ska besöka en skola i Köpenhamn.
I shall visit a school in Copenhagen.
		 ‘I am going to visit a school in Copenhagen.’
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Words with the potential of denoting institutions, organizations, businesses, and the
people and activities within, often show this type of regular polysemy, although with
varying sets of potential meanings, and thus possibility of evoking varying sets of
frames. To maintain vagueness concerning potential meanings of varying semantic
types, SweFN utilized the concept of Guest_LUs in the frames of each subsense. As
not all LUs in each frame have the same sets of possible meanings, the Guest_LU
relation should be established on the level of LUs, not on the level of frames. We
see that here with the LUs evoking the frames Institutions, Businesses, or
Organizations, which have different sets of subsenses.
The possibility of evoking different frames for lemmas denoting organizations,
businesses, buildings, etc. can be illustrated by the variety of frames where they
appear as LUs in BFN.5
–
–
–
–
–
–

school defined in terms of Locale_by_use
theater defined in terms of Buildings, Locale_by_use, and Fields
bank defined in terms of Businesses
church defined in terms of Buildings
restaurant defined in terms of Locale_by_use
bar defined in terms of Buildings

BFN offers a possible solution for some cases of underspecification, i.e., the
non-perspectivized frame (Ruppenhofer et al. 2016). A frame of this type contains a diversity of LUs sharing a certain scene as background, but which do not
have consistent semantic types. Examples are the Education_teaching frame,
which is evoked by LUs such as study.v, teach.v, training.n, and educational.a and the
Performers_and_roles frame evoked by, for example, act.v, star.n and part.n.
Ruppenhofer et al. (2016) characterize the purpose of non-perspectivized
frames as a time-saving measure, not to house polysemous words. The solution
of having non-perspectivized frames is not optimal for a resource such as SweFN
working with the restriction of connecting only one LU to each entry of a lexicon.
Defining some frames along the dimension of context while others are defined
along the dimension of participants and semantic roles opens the risk of overlapping frames.

5. BFN is, as all framenets, work in progress. The order in which frames are defined and lemmas defined in terms of the frames depends on a number of decisions concerning workflow and
design. The fact that a lemma is not defined in terms of a frame does not imply that it cannot be
or will not be.
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5.4

Frame relations and potential meanings

While some words have meaning potentials of a variety of semantic types, others
have meaning potentials which are more closely related. Take the example of words
for nationality or residence, such as Canadian and Londoner that identify or describe persons with origin in a certain geographic area. However, the same word
also identifies or describes a person who resides in a certain location or is a citizen
in a certain jurisdiction. The origin of a person may well be different from were he/
she resides as well as here he/she is a citizen. When talking about the relationhip
between a geographical area and a person it is often an advantage to be vague as to
the nature of that relationship.
In BFN and SweFN three frames may be evoked by words for origin/residence/
citizenship: People_by_origin and People_by_jurisdiction, both inheriting from the People frame, and Residence.6 Short versions of the frame descriptions are listed below.
–
–
–

People_by_origin – This frame contains words for individuals, i.e. humans,

with respect to their Origin.
Residence – This frame has to do with people (the Residents) residing in
Locations, sometimes with a Co-resident.
People_by_jurisdiction – This frame contains words for individuals, i.e. humans, who are governed by virtue of being registered in a certain
Jurisdiction.

Most Swedish words denoting people in relation to geographic areas potentially
evoke all three of the frames above e.g., stockholmare ‘Stockholmer’. However, a
few evoke only one e.g.: malmöbo ‘Malmö resident’ evoking Residence and svenskfödd ‘Swedish-born’ evoking (People_by_origin). As mentioned above, it is
often desirable to maintain vagueness, letting context determine relevant meaning
potentials to be realized, possibly several. Words denoting people in relation to geographic areas illustrates this advantage well. At present there is no frame, neither in
SweFN nor BFN, on an intermediate level, inheriting from People and itself being
inherited by the other three frames. Such a frame would give the desired level of
vagueness and could be named People_by_locale (see Figure 4). LUs evoking
only one alternative, such as malmöbo or svenskfödd should then be assigned LU
only in the frame that they do evoke, while more versatile LUs would be assigned
People_by_locale. A solution such as this is a more elaborate example of case
6. The Residence frame does not inherit directly from People, but stands in a “Used by”
relationship to the People_by_residence frame which, inherits from the People frame and
in BFN contains the three LUs: housemate, neighbor, and roommate.
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People

People_by_locale

People_by_origin

Residents

People_by_jurisdiction

Figure 4. When lemmas evoke more than one frame in a sibling relation, vagueness
may be maintained by creating a new intermediate parent frame. Such a frame could be
People_by_locale, which does not yet exist in neither BFN nor SweFN
c8-fig4

(1) described in Section 5.1, and an issue that has become apparent in the close tie
between SweFN and Saldo.
FrameNet has an intricate network of frame-to-frame-relations, such as
“Inherits from” or “Uses”. For example, the People frame is inherited by a number of other frames. A new frame, such as People_by_locale, would be incorporated in the FrameNet hierarchy of frames, with People as its parent frame
and the People_by_origin and People_by_jurisdiction frames, as child
frames. However, for consistency, and to truly inherit from People_by_locale
the Residence frame would need to be split in two, with one frame, a possible
Residents frame, evoked by LUs denoting people and leave the existing frame
for the other LUs already defined with respect to that frame, such as reside, live,
and dwell.
The decision to align with an existing lexicon, a design decision that SweFN
adopted, reveals gaps in BFN’s frame hierarchy. The People , Animals , and
Plants frames all inherit directly from Biological_entity. However, several
Saldo entries, especially ones that incorporate an aspect of sentiment, gullegris
[cutie.pig] ‘sweetie’, sate ‘poor thing’, and strykare ‘roamer’, denote either animals
or people. Here again we see a need for a new intermediate level frame, a sibling
to the Plants frame (see Figure 5), as going up one level in the hierarchy from
the Animals and Plants frames to Biological_entity would lead to a too
broadly defined frame, as the words discussed here denote only animate beings.
For some vague lemmas the different frames which they evoke are not connected by any relation in the current version of the FrameNet system, and the
evoked frames also are not semantically closely related. The verb bråka ‘fight’ is one
such example; it may evoke both Quarreling, which inherits from Discussion,
if it is about an aggressive verbal exchange, but when the fight is physical, it evokes
Hostile_encounter , which inherits from Intentionally_act . The verb
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Biological_entity

Animate_being

People

Plants

Animals

Figure 5. Lemmas such as sate ‘poor thing’, and strykare ‘roamer’ evoke both the People and
the Animals frame. This highlights a gap in the current structure of BFN and SweFN where
we could create the frame Animate_being consistent with the vagueness of such lemmas
c8-fig5

bråka is often used with an intentional vagueness as to verbal or physical fight, and
introducing separate lexicon entries would not be a suitable option. In such cases,
where neither frame relations nor additional lexicon entries would be a suitable
option, SweFN utilized the Guest_LU option.7 The decision about the primary
frame for the LU is supported by consulting corpus data to see which use is the
more frequent, as discussed in Section 5.2. Another option is to look at compounds
or other derivational forms derived from the words in question. For example, if
we illustrate the workflow with an English lemma, a fighter would more likely be
involved in physical fights than quarrels, suggesting that the Hostile_encounter
frame should be the primary frame for fight, and thus fight would be a Guest_LU
in the Quarreling frame.
5.5

Complex relations

Dealing with polysemy using the splitting approach in the construction of SweFN
would result in a large number of possible lexicon entries. More than one of the
cases in (1)–(3), described in Section 5, may be relevant for a single polysemous
lemma.8 If we would add one lexicon entry in Saldo for each frame a lemma could
be defined by, this would result in a large number of Saldo entries.
To illustrate possible complexity, consider the word general ‘general (n)’. The
Saldo lexicon contains one entry for general, which in SweFN is assigned to the
7. BFN defines the English lemma fight, equivalent to bråka in terms of both frames Hostile_
encounter and Quarreling. This approach is not a solution for SweFN as it is committed to

the word sense distinctions of Saldo.

8. For clarity and convenience, the cases are repeated here: (1) hyponymy; (2) regular polysemy;
(3) division of the world along different dimensions.
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Member_of_military frame. Other frames that general may be defined in terms
of are People_by_vocation, Leadership, and Appellations, i.e. for titles of

individuals, often used together with the person’s surname, e.g., General Abas Khan.
The current frame-to-frame relations in FrameNet show that Member_of_
military inherits from People_by_vocation , a hyponymy relation as described in case (1). The Appellations frame has a regular polysemy relation with
People_by_vocation, where all LUs in People_by_vocation could potentially evoke also the Appellations frame, regular polysemy relations described
in case (2). At the same time the Leadership frame describes people along a
different dimension than People_by_vocation, case (3). Being a leader may be
inherent in being a general and a set of other vocations, but one does not need to
have a profession or be in the military in order to be a leader. Neither is it the case
that all vocations or roles in the military involves being a leader. The sets of lemmas
which may be defined by the frames Leadership and Member_of_military or
People_by_vocation are overlapping.
To summarize, Saldo contains one entry for the lemma general, but this lemma
has several potential meanings which could be defined by the four frames Member_
of_military, People_by_vocation, Leadership, and Appellations. We
decided to let this Saldo entry primarily correspond to the LU general evoking
the frame Member_of_military. As one Saldo entry should not correspond
to an LU in more than one frame, general has been defined as Guest_LU in the
Leadership frame. Since Member_of_military inherits from People_by_
vocation, general also evokes People_by_vocation, here as Guest_LU; since
a regular polysemy exists between People_by_vocation and Appellations,
general also evokes the Appellations frame, again as a Guest_LU. These relations
are illustrated in Figure 6.
member_of_military

general
‘general’

People
_by_
vocation

Leader ship

Regular
polysemy
Appellations

Figure 6. The lexical unit general may be defined in terms of four frames without
motivating as many entries in the lexicon
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5.6

Polysemy and Swedish FrameNet: Summing up

As already discussed, even if a lemma may evoke more than one frame, adding
additional senses to Saldo and assigning it as LU in several SweFN frames may not
be the best way to proceed. In the current version of SweFN, the entries of the Saldo
lexicon may only correspond to one LU in one frame. However, other options exist
such as Guest_LUs, and adding or utilizing parent or intermediate frames. There is
also the option, in the future, of SweFN being open to discussions about allowing
a Saldo entry to be associated with LUs in more than one frame, especially in cases
where BFN, and thus SweFN, divides its characterization of the world (as instantiated with the relevant LUs) along different dimensions.
In cases of hyponymy relations between frames, when the lemma may be defined in terms of all child frames, as the case is with bila [car.v] of the Use_vehicle
frame or stockholmare of the hypothetical People_by_locale frame, listing the
LUs in the parent frame is sufficient. If a lemma does not evoke all child frames,
then assigning the LU to the child frame that it does evoke is appropriate. With a
regular polysemy relation between frames, the lexical entry is listed as LU in the
more prominent frame, and as Guest_LU in the less prominent frame. For some
pairs of frames, the regular polysemy relation holds for all LUs, while for other
frame pairs the relation might only concern a subset of them. This phenomenon
calls for a system of relations, not only between frames, but also, when needed,
between LUs in different frames.
Other situations where one Saldo entry could be associated with more than one
frame result from how frames are defined and related to each other: pairs of frames
may be overlapping as in the case of Leadership and People_by_vocation or
frames may be non-perspectivized such as Education_teaching where the LUs
may be of various semantic types, but within one domain. For non-perspectivized
frames, going forward, a possible solution is to allow the lemmas corresponding to
LUs in these frames, also be assigned as LUs of other frames.
6. Compounds
The original English language FrameNet decided not to analyze LUs morphologically, including multiword expressions as LUs. Ruppenhofer et al. (2016) describe
the BFN choice for treatment of compounds. BFN treats solid compounds and
conventionalized split compounds as single LUs, with no internal analysis, where
an incorporated FE is seen as integrated in the LU as a whole. For example, consider
e.g. wine bottle, an LU of the frame Containers, and firing squad of the frame
Execution. However, in the case of a compositional split compound where the
modifier is a noun or relational adjective, e.g. military supremacy or restoration costs,
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BFN does not treat the compound as a single LU, but as two separate entities. Often
the head of the compound is assigned as LU of the frame it evokes, and the modifier
as FE. For example, cancer therapy defined with respect to the Cure frame, where
therapy is the target LU and cancer instantiates the FE Affliction in analogy with
therapy of cancer, as in Example 6.
(6) […] the quack [cancer]Affliction [therapy]LU [laetrile]Medication […]

Many languages, including several Germanic languages, e.g. German, Dutch, and
Swedish, have very productive word formation processes resulting in compounds
written as solid words, with no space between constituents. In the Swedish Saldo
lexicon such solid compounds are treated in the same manner as that of simplex
words, with no explicit definition of their structure, and the corresponding lemmas
appear as LUs in SweFN, just as for other Saldo entries.
When a compound as a whole evokes a certain frame, often the head of the
compound evokes the same frame. However, this need not be the case. We see in
Examples (7) and (8) the same example sentence, containing the compound öron.
barn [ear.children] ‘children prone to ear infections’ analyzed with reference to two
different frames. In Example 7, öronbarn is analyzed in terms of the People_by_
disease frame, where the compound as a whole is the target LU, also annotated
as the FE Person, as is the compound head barn ‘children’. In contrast, Example 8
shows the same compound defined in terms of the People_by_age frame, where
only the compound head is target LU.
(7) People_by_disease
I vår familj har vi [[[öron]Body_part[barn]Person]LU]Person.
in our family have we ear.children.
		 ‘The children in our family are prone to ear infections’.
(8) People_by_age
I vår familj har vi [öron]Persistent_characteristic[barn]LU.
in our family have we ear.children.
		 ‘The children in our family are prone to ear infections’.

6.1

Non-compositional compounds

Since the constituents of non-compositional compounds do not instantiate FEs,
SweFN adopted the same strategy as that of BFN, i.e. no internal analysis is made of
these compounds. Example 9 shows the lexicalized non-compositional compound
hästhov, literally ‘horse hoof ’, denoting the flower ‘coltsfoot’ and evoking the Plants
frame. When analyzing this sentence where hästhovarna is the target LU, the FE
Plant is assigned to the compound as a whole, but there is no further analysis.
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(9) Plants
[…] [[hästhovarna]LU]Plants lyser som solar
[…] coltsfoot.pl.def
shine like suns
		 ‘[…] the coltsfoot shine like suns’

6.2

Compositional compounds

Swedish compounds are written without space between constituents parts, and allowing internal analysis of the compounds facilitates annotating FEs instantiated by
constituents. SweFN therefore has taken a route similar to the one BFN employs for
compounds with nouns or relational adjectives as modifiers to allow for analysis of
compounds reflecting their structure in Frame Semantic terms. Unlike BFN where
the degree of lexicalization determines if a compound noun form will be analyzed
internally, SweFN looks at the degree of compositionality of the compound (Friberg
Heppin & Petruck 2014).
Lemmas which are compositional compounds are treated as simplex lemmas
in terms of defining them as LUs with respect to a frame. Most compositional compounds may also have an internal analysis and in that fall into the FE+LU pattern,
that is the compound head is target LU and the modifier as an FE of the frame.
Usually the whole compound and the compound’s head are LUs of the same frame.
Example 10 shows the compositional compound hästhov ‘horse hoof ’ which evokes
the Observable_body_parts frame.
(10) Observable_body_parts
[…] bakom husknutarna
ekade klappret
från [snabba]Descriptor
[…] behind the.house.corners echoed the.clopping from fast
[[[häst]Possessor[[hovar]LU]Body_part]LU]Body_part
horse.hooves
		 ‘[…] behind the corners of the houses echoed the clopping of fast horse hooves’

The semantic head of a compound is not always its syntactic head, as for instance
with hästkrake ‘horse weakling’ in the Animals frame, as Example 11 demonstrates. Here, the first noun constituent of the compound, häst ‘horse’, evokes the
frame as well as the compound as a whole.
(11) Animals
Han fick syn på en [gammal]Age [vit]Persistent_characteristics
he got sight on a old
white
[[häst]LU[krake]Persistent_characteristics]LU]Animal […]
horse.weakling
[…]
		 ‘He caught sight of a wretched old white horse […]’
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6.3

Partially transparent compounds

Compounds which are only partially transparent have the transparent constituents annotated. We have an example in the frame Medical_disorders: ryggskott
‘lumbago’, where the first constituent, rygg, ‘back’ is annotated as the FE Body_part,
while the syntactic head of the compound is opaque and not annotated separately.
The syntactic head skott literally means ‘shot’. While lumbago may be a very painful back ache, it is not an actual shot, in contrast to the compositional compound
nackskott ‘nape shot’ which is a (fatal) shot to the back of the head.
(12) Medical_disorders
Han fick [[[rygg]Body_partskott]LU]Ailment [under uppvärmningen]Time och
He got back.shot
during the.warming.up
and
tvingades
vila.
force.pst.pass rest
		 ‘He got lumbago during warming.up.sg.def and had to rest’

6.4

The constituent–affix cline

Many words in the Swedish lexicon today were once compounds, but one or both
of the constituents have with time more or less lost their semantic content (semantic bleaching) and are moving along a cline towards becoming derivational affixes.
Examples of morpheme combinations exist at all stages, even merged into one
morpheme. In his classic work on Swedish words Teleman (1970) describes adjectival compounds as having a strong tendency of simplifying the sense of frequent
constituents to resemble affixes rather than lexemes. Blåberg (1988) describes this
group as being on the borderline between compounding and derivation while Dura
(1998) calls the morphemes word-like affixes. An example of a morpheme bordering between being a compound constituent and a derivational prefix is huvud ‘head’,
as in huvudgata [head.street] ‘main street’ and huvudsak [head.thing] ‘main issue’.
Morphemes like these are sometimes equivalent to simplex LUs in BFN, as in the
Importance frame where the LU main.a illustrates this phenomenon. The Swedish
lexicon does include other lexical items that evoke the SweFN frame Importance,
such as viktig ‘important’, central ‘central’, and huvudsaklig [head.thing.adj] ‘main’.
The issue of concern here is that if someone intends to use this frame to find how
importance is expressed in Swedish, that person will find the frame biased towards
what is possible (and similar to English), not what is most frequently used.
Saldo lists three entries for huvud with the primary descriptors (1) kropp ‘body’;
(2) upptill ‘on top’; and (3) tänka ‘think’. None of these entries are the equivalent
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of ‘main’ (Friberg Heppin & Voionmaa 2012).9 If a Saldo search is done for entries
beginning with huvud- the result is 21 compounds/derivations with modifier/prefix
sense of body, 5 with the sense of think, and as many as 91 entries where the modifier is the equivalent of main. As huvud- ‘main’ is a prefix and therefore not a Saldo
entry, there is no such LU in the SweFN Importance frame and none of these 91
lemmas beginning with huvud- are defined in terms of this frame, neither as a whole
nor in part. Instead these Saldo entries, as wholes, correspond to LUs evoking the
same frames as their stem does. That is, we find huvudansvar ‘main responsibility’
in the frame Being_obligated just as ansvar ‘responsibility’, huvudgata ‘main
street’ would be in Roadways just as gata ‘street’, huvudbyggnad ‘main building’
would be in Buildings just as byggnad ‘building’, etc. This is actually in line with
BFN where, in the Roadways frame, we find annotated sentences where the LU
street is preceded by main annotated with the FE Frequency_of_use.
Even though the prefix huvud- is not defined with respect to the Importance
frame, it can be represented in that frame. The place to describe such constructions
is the Swedish Constructicon (SweCcn; Lyngfelt et al. 2012),10 as SweFN frames
have a field for links to constructions in SweCcn evoking the frame in question.
Once a suitable construction has been created for prefixes evoking the Importance
frame a link will be put in place in this field.
7.

Lexical incorporation of frame element

No one-to-one mapping exists between LUs in different languages as languages
display different lexicalization patterns (Talmy 1985). The English verb put, which
evokes the Placing frame has three basic equivalents in Swedish, all of which
incorporate the result into the verb. These are sätta ‘fix/place in sitting position’,
ställa ‘place upright’, and lägga ‘place horizontally’ (Holmes & Hinchliffe 2003).
While orientation of the Theme is incorporated in several LUs evoking the SweFN
Placing frame, a number of LUs that evoke the BFN Placing incorporate the
Goal FE, pocket.v, package.v. In Swedish only a small number of verbs incorporate
the Goal FE, for instance buteljera ‘bottle’ and kuvertera ‘envelope.v’ (Viberg 2007).
Another group of Swedish verbs that incorporate a frame element, but whose
English equivalents are phrases that don’t exhibit incorporation of a frame element,
9. Saldo does offer a way to define “lemmas” appearing only as compound members, but so far
this has been used only sparingly, and huvud- has not yet been so defined.
10. Also developed at Språkbanken Text.
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are those that identify household chores including for example, städa ‘clean/clear
house’, duka ‘set table’, bädda ‘make bed’, diska ‘do dishes’, and tvätta ‘do laundry’.
SweFN has not yet defined a frame to characterize this set of verbs. However,
one option is to create a new frame for the set of verbs for household chores parallel to the Grooming frame that characterizes a scenario of individuals taking
care of their bodies, and which exists in both BFN and SweFN, with the following
definition: In this frame, an Agent engages in personal body care by grooming either
a Patient or a Body_part. An Instrument can be used in this process as well as
a Medium. The Grooming frame inherits from the Intentionally_affect
frame, which characterizes the LU do and where we find the following example.
(13) A professional dishwasher doesn’t [do]LU [dishes]Patient with a rag anymore!

Defining a Housekeeping frame, in parallel to the Grooming frame, would make
sense for SweFN, but is less of a priority, yet a valid option, for BFN. Such a frame
would, in SweFN, emphasize the similarity of this group of verbs with an incorporated FE.
8. Socio-cultural differences
Social and cultural differences between language communities may be manifested
linguistically in varying ways. In framenets for different languages there is not a
one-to-one correspondence between LUs, nor is there such a correspondence between frames. There are of two main categories of differences on LU level: (1) lexical
units exist in one or more languages, but not in all languages; and (2) corresponding
LUs exist, but in one-to-many or many to many relationships.
An example of (1) is an LU representing a national dish, evoking the Food
frame in one language, while other languages do not have any equivalent. We have
examples of (2) in Kinship frames. Systems for describing family relations vary significantly across languages/cultures. One difference between English and Swedish
is that while English LUs usually do not differentiate between maternal and paternal relatives, Swedish almost always has such a distinction. Equivalents of English
grandmother are either mormor [mother.mother] or farmor [father.mother]. On
the maternal side of kinship relation, Swedish has moster [mother.sister] ‘aunt’, and
morbror [mother.brother] ‘uncle’, while the corresponding words on the paternal
side are faster [father.sister] ‘aunt’ and farbror [father.brother] ‘uncle’, etc.
Social_desirability is a BFN frame inheriting from the Desirability
frame, which for different reasons does not transfer well to Swedish. Among others, examples of this phenomena are the LUs upper-class.a, working-class.a, and
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proletarian.a, three relational adjectives.11 The Swedish equivalents of these adjectives would be the corresponding nouns used as modifiers in compounds. However,
BFN’s Social_desirability frame only includes adjectives; the frame description appears below.
This frame contains LUs that are like those of the Desirability frame except
that the Evaluee incorporates the Parameter ”associated with a percieved(sic!)
place in a social heirarchy(sic!)” for all LUs. LUs are not restricted to positive or
negative implications.

BFN defines the core FE Evaluee of the frame as follows:
The Evaluee is being judged for its quality.

While Swedish equivalents of upper-class, working-class, and proletarian do not
evoke the SweFN Desirability frame, as they are generally considered value
neutral words, this state of affairs is not meant to suggest that SweFN must redefine
the frame, since the equivalents of LUs such as humble and vulgar do have implications on the positive-negative scale. However, SweFN must consider carefully
which LUs evoke the SweFN Social_desirability frame.
As the equivalents of upper-class, working-class, and proletarian do not evoke
the SweFN Social_desirability frame, one possibility could be to define a
new, value neutral frame that could be called People_along_economic_spectrum, analogous to BFN’s People_along_political_spectrum frame, which
characterizes LUs such as left.n and conservative.n.
Frames that describe scenarios of socio-cultural institutions is another matter.
While every country has a criminal process, BFN’s Criminal_process frame has
a definition that describes the criminal process of the United States and contains
FEs such as Jury, neither the description nor the FE Jury are compatible with
the legal system of Sweden. As Swedish courts do not utilize juries, and BFN’s
Jury_deliberation frame narrowly fits the U.S institution, SweFN has instead
defined a more general frame, Deliberation. This new frame differs from the
BFN frame in one of its FEs, with Deliberating_group, rather than the FE Jury.
There are also whole frames, such as Bail_decision, which identify concepts
that do not occur in all cultures. Bertoldi & de Oliveira Chishman (2011) describe
similar issues as these for FrameNet Brasil, as Brazil’s legal system does not lend
itself for characterization in terms of the American legal system, as is also the case
in many other countries.
11. Of course, the English lexicon includes noun versions of these words, but they have not yet
been defined in BFN, which is a work in progress.
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How might framenets handle the issue of different social and cultural institutions? Creating frames in SweFN strictly complying with that of the Swedish
legal system would make annotating sentences about U.S. court cases difficult. One
possible solution might be to provide more general frame descriptions and more
general FE definitions (than exist in BFN), as in the SweFN Deliberation frame,
which covers a broader scenario than the BFN’s Jury_deliberation. Doing so,
the frame covers the scenarios for both Swedish and US courts. Frames describing
scenarios that do not exist in all countries, on the other hand, could have equivalent
frames in any language version, as it is not uncommon to describe processes occuring in other countries in the local language, something which is done every day
in the news. However, different framenets will probably prioritize creation of such
frames differently. We see in Example 14 a sentence from the SweFN Bail_decision frame, which characterizes a situation of bail decision occurring in Great
Britain where the legal system includes bail.
(14) Hon har ingen adress i London, vilket krävs
för att
She has no address in London, which demand.prs.pass for to
mot [borgen]LU.
[man]Accused ska kunna friges
one
shall can release.inf.pass against bail.
		 ‘She has no address in London, which is necessary to be released on bail.’
		

(Bail_decision)

Socio-cultural issues may embody aspects of values and institutions in a certain
geographical area. While each framenet must reflect the values instantiated in the
language under consideration, a framenet will have better coverage if it is not restricted to describing institutions and situations of the country in which its development takes place. Still, as developing a framenet is labor intensive, each team must
decide which frames to prioritize, and what level of coverage it seeks.
9. Conclusions
Once FrameNet-like resources for different languages reach a sufficient level of
coverage they will be useful resources for language comparison. Doing so would
facilitate linking between corresponding frames, demonstrating similarities between the languages in question, and differences concerning syntax and lexical
units. Likewise, the non-English framenets must adjust to the language in question
to uncover the differences between the languages.
FrameNet, has played, and will continue to play, a major role in the development of new FrameNet-style resources for languages other than English. However,
as work proceeds for different languages, developers will become ever more aware
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of similarities and differences between English and the language for which they
are developing a resource. Crucially even BFN is far from complete, and perhaps
a complete resource is not even feasible. Problems may arise when developers of
this type of resource for languages other than English discover gaps in BFN and
decide to fill the gaps, each team possibly using a different approach, perhaps not
compatible with what BFN later does. Furthermore, trying to resolve problematic
cases by forcing the data to fit BFN patterns may result in the loss of crucial linguistic information and diminish the research value of the larger endeavor.
Going forward, SweFN must focus on the following tasks: (1) provide a systematic treatment of regular polysemy, expanding the number of LUs, Guest_LUs, and
annotated sentences in the data base and possibly also defining new frames; (2) conduct a more exhaustive corpus analysis than has been done so far. Conducting
such a corpus analysis for general language and for particular domains will aid in
discovering related vocabulary and construction patterns. Not least, a thorough
evaluation and discussion on the major differences between SweFN and other framenets and the consequences thereof would be valuable, including addressing the
tight alignment between SweFN and Saldo, also considering the position that each
Saldo entry only may be one LU in SweFN.
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Chapter 9

Multiword expressions – a tough typological
nut for Swedish FrameNet++1
Lars Borin

University of Gothenburg

Multiword expressions have attracted much attention in language technology
over the last two decades or so, and in general linguistics, the interest in phraseology – which includes the linguistic study of multiword expressions – goes
back much further. In our work on the multilingual components of Swedish
FrameNet++, we have strived to adopt a typologically informed view on multiword expressions. This raises a number of theoretical and methodological questions, some of which are discussed in this chapter.



1.

If you don’t know where you’re going, you might not get there.
Yogi Berra

Background

Multiword expressions (MWEs) have attracted much attention in language technology (LT) over the last two decades, at least since the publication of Sag et al.
(2002). In particular, the international PARSEME initiative2 has prompted a number of publications in recent years, addressing various aspects of representation and
processing of MWEs in LT (see, e.g. Sailer & Markantonatou 2018; Markantonatou
et al. 2018; Parmentier & Waszczuk 2019; Schulte im Walde & Smolka 2020), and
also resulted in some valuable datasets (see Section 3.3.3).
In general linguistics, the interest in phraseology – which includes the linguistic
study of MWEs – goes back much further (see, e.g. Burger et al. 2007).
1. Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php, with the following addition(s): hab: habitual; vbz:
verbalizer.

2. https://typo.uni-konstanz.de/parseme/
https://doi.org/10.1075/nlp.14.09bor 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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This made it a very obvious desideratum to consider carefully how to best include MWEs in Swedish FrameNet++ (SweFN++). Our thoughts on exactly how
this should be done were naturally informed by the fact that SweFN++ contains
a massively multilingual component added as the result of two typologically and
areally oriented linguistic projects (see Chapter 6 in this volume). Thus, we try
to approach the question of how to describe MWEs in SweFN++ from a broad
typological point of view – even if the concrete examples below come mainly from
Swedish – and to consider what additional descriptive devices will be required in
addition to those needed for lexical description of single-word expressions (SWEs).
However, the broad comparative approach characteristic of research in linguistic typology seems to have played a miniscule or non-existent role in both
LT-oriented and linguistic work on MWEs. Comparative studies of MWEs in LT
(or phraseology in linguistics) have generally been contrastive rather than typological in scope (van der Auwera 2012), i.e. they deal with (a convenience sample
of) a few languages – typically only two – rather than with a systematic typological
sample, which in the case of MWEs arguably should be a “variety sample”, i.e. with
one representative of every distinct genetic linguistic unit currently recognized
(Bakker 2011), since we do not know the range of variation of this phenomenon.
Taking the Ethnologue (Eberhard et al. 2021) as the basis for genetic classification
of the world’s languages, a minimal variety sample should contain ∼120 languages,
including all the language isolates recognized by the Ethnologue, such as Basque,
Haida, Kusunda, Yukagir, etc.3
Linguistic typology is broadly concerned with uncovering the limits, distribution and interdependence of various linguistic phenomena in the languages of
the world. It is a data-driven endeavor, relying on samples of many and diverse
languages in order to cover the full breadth of linguistic diversity. Adopting a typologically informed view on MWEs raises a host of theoretical and methodological
questions, which are the topic of Section 3. Even though SweFN++ is primarily an
LT endeavor, this chapter is mainly about linguistic and lexicographical description
of MWEs, and not about, e.g., how to find MWEs automatically in text or how to
parse them. This is a related, but still distinct, and quite intricate set of problems
(see, e.g. Parmentier & Waszczuk 2019; Constant et al. 2017).
By way of background to this discussion, the descriptive principles adopted at
present for including MWEs in SweFN++ are presented in the next section.

3. If we instead use the more conservative classification adopted by the Glottolog (Hammarström
et al. 2020) as our point of departure, we need to sample ∼300 languages. In either case, far more
than just a few languages are needed.
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2. Multiword expressions in Swedish FrameNet++
A description of the treatment of MWEs in SweFN++ boils down to describing
how they are handled in Saldo, the “pivot” resource of SweFN++. Saldo is described
in much more detail in Chapter 3 in this volume (see also Borin, Forsberg, et al.
2013). Saldo is a full-sized modern Swedish lexical resource primarily intended
for LT applications. It provides lexical-semantic, inflectional and compounding
information on more than 147,000 entries. Saldo is an onomasiological lexicon, i.e.
its entries designate lexical senses. Relevant in the present context, many entries
(about 8,000 entries or ∼6% of the total) are MWEs.
MWEs in Saldo are defined more or less as by Sag et al. (2002: 2), i.e. as lexicalized (or even conventionalized) expressions containing spaces in their written
form according to the standard orthography of Swedish, i.e. the primary necessary
criterion for MWE-hood is orthographic.
A good deal of thought has gone into integrating MWEs in Saldo in a way that
is both practical and linguistically satisfactory. At the moment, we distinguish three
different kinds of MWEs. These types are convenient to distinguish for (written)
Swedish, and no claim is made as to their universality, nor that this list is exhaustive:
1. Contiguous MWEs; these correspond to the “fixed expressions” and “semifixed
expressions” of Sag et al. (2002). The contiguity is on the level of lexemes, not,
e.g., characters. Thus, the component lexemes may exhibit any combination of
internal and external inflection. For example, the MWE enarmad bandit [one.
armed bandit] ‘slot machine’ has the indefinite nominative plural enarmade
banditer. However, the order of the constituent words is fixed and other sentence material (other words) never intervenes between the parts of the MWE.
2. Noncontiguous MWEs; these are, by and large, the “syntactically-flexible expressions” of Sag et al. (2002). In these, other sentence material may intervene,
and the order of the parts may vary. Prototypical examples are particle verbs
(see Example 1) and support verb constructions, i.e. constructions where a
“semantically empty” verb is combined with a nominal (or adjectival) verb
argument – often formally a direct object – which is the actual bearer of the
predicate semantics, e.g. draw a conclusion, take a walk, give a lecture, make
an assumption, etc.
3. Constructions; these are the kinds of phenomena that are studied in linguistics
under the heading of construction grammar (Hoffmann & Trousdale 2013).
MWEs are found among partially schematic constructions, i.e. syntactic fragments (or templates) with one or more slots for items specified as to, e.g., part of
speech (in a dependency framework) or phrase type (in a constituency framework), and semantic type.
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The first two kinds of MWEs are fully integrated descriptively in the Saldo morphology, and partly integrated with respect to morphological processing, while
those falling under the third MWE category, the constructions, are left out of Saldo
for the time being, as being the least “lexical”, in terms of their formal behavior.
However, a contributing project to SweFN++ has undertaken to build a Swedish
constructicon, where a number of Swedish constructions are given a formalized
linguistic description,4 although not one immediately applicable in an LT context
(Lyngfelt et al. 2018).
For the first two MWE types, we simply assume “word-like” – i.e. lexical –
semantics: we treat them as lexemes in the sense used below in Section 3.1. You
need not learn very many languages in order to observe that a single orthographic
word in one language may correspond to a conventionalized orthographic MWE
in some other language. The fact that such MWEs sometimes have compositional,
non-MWE readings in addition to the conventionalized/lexicalized one is in principle no more of a theoretical problem than when a lexicalized compound also
has a compositional reading in a language like German or Swedish (but it may of
course present a very concrete practical problem for automated text processing).
Cf. the Swedish compound husbil ‘camper, trailer, RV’, but also compositionally
‘house car’ (e.g., it could be used to refer to a builder’s van with a drawing of a
house on the side).
How often is a lexicalized MWE used with the alternative compositional reading? There is very little information available about this in the literature. A rare and
welcome exception is the recent study by Savary et al. (2019), who investigate this
for verbal MWEs in a corpus study of a small sample of languages, and find that
literal readings account for approximately only 2% of the verbal MWE tokens in
four out of the five languages investigated by them (Basque, German, Greek, and
Polish), but for over 4% in the fifth language (Portuguese). In any case, the vast
majority of instances carries the non-compositional meaning.
Even though compounds have been better studied than MWEs, this is not
known about compounds either (at least I am not aware of any linguistic studies
addressing this question), only that the compositional reading is possible as an
alternative to the conventionalized or lexicalized meaning if all the component
parts of the compound are also lexemes in the language. Intuitively, a compositional
reading of a conventionalized compound normally has to be forced, and is typically
construed as a pun, which indicates that this is not the normal state of affairs. If we
assume that Swedish compounds are similar to MWEs in this respect, this intuition
would be supported by the cited study by Savary et al. (2019). Note that even with a

4. https://spraakbanken.gu.se/karp/#?mode=konstruktikon&lang=eng
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compositional reading, the semantic relationship between compound parts is underdetermined regardless of whether the compound is written as one orthographic
word or separated,5 which undoubtedly is a factor facilitating lexicalization.
The same semantic indeterminacy holds for derivational morphology, although
to a lesser extent, since derivational affixes and processes tend to make a more
specific semantic contribution to the resulting expression. Still, lexicalization is
common here, too, so that e.g. the English denominal verb knife does not normally
refer to any kind of use of a knife, but only to talk about stabbing. In the same way,
the Finnish denominal/deadjectival noun-forming suffix -sto/-stö confers a general meaning of ‘collective or collection’, but in practice the derived words often
have quite specific meanings: kirjasto (< kirja ‘book’) ‘library’, vuoristo (< vuori
‘mountain’) ‘mountain range’, vähemmistö (< vähempi ‘lesser’) ‘minority’, miehistö
(< mies ‘man’) ‘crew’.
In other words, there is plenty of scope for conventionalization/ lexicalization
with all kinds of word-formation processes, including those yielding MWEs.
MWEs in Saldo are not described as having an internal syntactic structure,
only an inflection table and a set of compounding forms. This is completely analogous to the treatment of structurally complex single-word items. We do not let the
compound husbil inherit its formal characteristics from its last member bil ‘car’,
but rather provide it with its own inflectional information, as if it were a simplex
word. This is not to deny the value of such a description, which is what we expect
to find in linguistic works on word-formation. In this regard we have simply opted
to follow normal lexicographical practice, in not making the formal structure of
complex words – compounds or derivations, and now also MWEs – explicit in the
lexicon (Gantar et al. 2019: 139). In fact, a kind of conceptual paradox hides here,
implicitly recognized by Haspelmath (2015: 297): If regular syntactic constructions
are necessarily compositional – which seems eminently reasonable – MWEs are
automatically disqualified from being analyzed as such constructions (NPs, VPs,
PPs, serial verbs, etc.), simply by virtue of being non-compositional (except for
trivially forming one-”word” NPs, VPs, etc.).6
5. When Swedish compounds are written as one word, there is also a segmentation problem, due
to an orthographic rule prohibiting three identical consonants in a row. Thus, Swedish glasskål
can be segmented in three different ways: glas-skål [glass-bowl], glass-skål [ice.cream-bowl], glasskål [ice.cream-cabbage]. Of course, MWE analysis is also beset with similar ambiguity problems
(Nasr et al. 2015).
6. But, of course, the possibly regular pathways by which fully compositional instances of regular
patterns are lexicalized – and which regular patterns are amenable to such lexicalization – should
be at least as interesting to language typology – which is the context of Haspelmath’s remark – as
frequently occurring grammaticalization pathways.
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Consequently, we treat contiguous MWEs formally as “words with spaces”, and
subject to general morphology-like inflectional processes. We have yet to encounter
some formal mechanism in such Swedish MWEs, which we would not also expect
a general (inflectional) morphological processor to handle, in the sense that every
such inflectional mechanism is attested as appearing word-internally (in SWEs)
in some language (“internal” inflection, discontinuous dependencies among word
components, multiple discontinuous exponence, coreference to word-internal
components, and others which are attested as inflectional mechanisms among the
languages of the world; see, e.g., Nida 1949; Jensen 1990). Thus, the formal behavior of Swedish MWEs does not warrant special treatment in this respect, as seen
in a broad cross-linguistic perspective, even if in Swedish, some of the inflectional
devices just mentioned are exclusive to MWEs.
With the noncontiguous MWEs, things become a bit more complex. The components of verbal MWEs (and sporadically MWEs from other parts of speech) can
appear discontinuously in clauses. In theory, the intervening items can be arbitrarily
long, but in practice they tend to be short, typically one to two words, as in (1)
with the verbal MWE göra sig till ‘posture; dissemble; playact’, with both a reflexive
pronoun (sig) and a particle (till):
(1) Swedish (swe) (Indo-European, Sweden, Finland; own knowledge)
Då gjorde hon sig
verkligen till.
then do.pst she 3.refl really
to
		 ‘Then she was really posturing.’

However, we still aspire to treat these kinds of verbal MWEs as lexical items rather
than syntactic constructions: the description in Saldo is in terms of word semantics,
and the formal treatment is one of “sequences with holes”.7 In part this decision has
been motivated by the existence in languages of – formally not so different – mechanisms such as incorporation (Mithun 1984; Aikhenvald 2007) and polysynthesis
(Fortescue et al. 2017), which are often considered to be lexical rather than syntactic
in nature. Examples (2a)–(c) illustrate incorporation (as well as polysynthesis),
while Example (4) shows polysynthesis without incorporation.

7. Note that we distinguish between verb particles and valency-bound prepositions. In Swedish,
the former but not the latter carry primary stress. In this way, the (written) minimal pair illustrated by the expression att hälsa på någon [to greet on somebody] is not ambiguous in speech.
The sense ‘to visit somebody’ (main stress on på; particle verb plus direct object) is clearly distinguished from ‘to greet somebody’ (main stress on hälsa; simplex verb plus preposition-phrase
complement).
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(2) Chukchi (ckt) 
(Chukotko-Kamchatkan, Russia; Skorik 1961: 101–103)
a. tə-takečγə-pelja-rkən
1sg-meat-leave-1sg.ipfv
			 ‘I leave meat’
b. tə-pəlvəntə-kopra-ntəvatə-rkən
1sg-metal-net-set.out-1sg.ipfv
			 ‘I set out a metal net’
c. tə-vel-ənnə-tke-rkən
1sg-rotten-fish-smell-1sg.ipfv
			 ‘I smell of rotten fish’

A consequence of the foregoing is that we assume the same set of parts of speech
(POS) for MWEs as for single-word lexical entries. Thus, svart hål ‘black hole’ is a
(multiword) noun, skriva ut [write out] ‘prescribe (medicine, etc.); discharge (from
hospital, etc.); print’ a (multiword) verb, and med andan i halsen [with breath.
sg.def in throat.sg.def] ‘breathlessly’ a (multiword) adverb. Formally, the POS
label of MWEs is formed by suffixing an “m” to the corresponding SWE POS label:
“nnm” is a multiword noun, etc.
The tricky cases include full clauses or sentences, e.g., proverbs such as bränt
barn skyr elden [burnt child shuns fire.sg.def] ‘once burnt, twice shy’. Rather than
introducing a “clause” part of speech or treating these as zero-argument verbs
(which otherwise do not occur in Swedish), they are classified in Saldo as multiword interjections (inm); like interjections (and vocatives), they are not normally
properly parts of the clauses they appear in, although they can appear in nominal
slots in de dicto usages, again like interjections.
Even if this chapter is primarily about the description of MWEs in SweFN++,
and not about their processing in LT systems, we would like to note that neither
fully compositional compounds nor, e.g., fully compositional particle verbs, adjective–noun combinations or prepositional phrases, should be listed in the lexicon.
Since both many compounds and many particle verbs in texts originate in regular
constructions, and since many of them also have conventionalized or lexicalized
senses, processing components which use the lexical resource should also include
the facilities for on-the-fly compositional analysis of both MWEs and (SWE) compounds. In other words, the fact that our lexicon contains an entry husbil ‘camper,
RV’ should not exclude the regular compound analysis hus-bil [house-car] from
being made, just as the listing of ta upp ‘bring up/raise (an issue)’ should not prevent the regular compositional alternative analysis [take up] ‘pick up (e.g. an object
from the floor/ground)’.
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3. MWEs from a typological perspective: A first cut
In the LT literature as well as in linguistic works on phraseology we encounter
a number of general statements – claims and hypotheses – about MWEs, which
have been formulated on the basis of data from a single or a few languages. The
main question for the present chapter is to assess such statements against a broader
cross-linguistic background, with a view to couch the treatment of MWEs in
SweFN++ in terms enabling broad typological comparison.
3.1

The “words” of MWEs

Baldwin & Kim (2010: 269) propose a “formal definition” of MWEs: “lexical items
that: (a) can be decomposed into multiple lexemes; and (b) display lexical, syntactic,
semantic, pragmatic and/or statistical idiomaticity”. Paradoxically, as Baldwin and
Kim themselves recognize, this definition allows for “MWEs” comprising a single
orthographic or phonological word, a view which may not be shared by all or even
most authors.8 Baldwin & Kim (2010) mention German compounds here, but their
definition would arguably apply equally to, e.g., noun incorporation as found in
many languages all over the world (Mithun 1984); see Examples (2a)–(c). It also
logically allows for MWEs being made up of other MWEs, which is easier to accept.
In Baldwin and Kim’s definition, I take lexical item and lexeme to be synonymous, and by implication, to mean something like ‘lexical word’, one of several
construals of the term word in linguistics, the two other main ones being ‘phonological word’ and ‘grammatical word’ (Aikhenvald & Dixon 2002; see also Haspelmath
2011b; Bickel & Zúñiga 2017). Although a quite central concern to LT, the ‘orthographic word’ is not generally accorded much weight or even explicitly recognized in typologically oriented linguistics, since (1) most languages do not have
an established written form, and (2) in those that have an established orthography,
there may not be word spacing at all, or the word spacing may reflect a mixture of
criteria, and not even be consistent.
For instance, there may be both a single-word and a multi-word spelling recognized as representing the same lexical item, e.g., Swedish idag ∼ i dag ‘today’. The
same thing can be observed for English compounds, e.g.: greenhouse ∼ green house
∼ green-house. In Bantu linguistics, a distinction is sometimes made between “conjunctive” and “disjunctive” orthographies, where these terms refer to the differing
practices in different Bantu languages of writing cognate subject and object indexing
8. For instance, Sag et al. (2002: 2) talk explicitly about “idiosyncratic interpretations that cross
word boundaries (or spaces)” (emphasis added).
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morphs and other elements signalling the syntactic role of verbs as either prefixes
of verbs (conjunctive) or as separate words (disjunctive) (Taljard & Bosch 2006).
A language may also exhibit orthographic variation dependent on lexicogrammatical factors. In Swedish and Finnish, we find both multiword and single-word
forms among derivationally related lexical items based on verbs. Swedish particle
verbs normally appear with the components separated, showing the order verb–
particle, and other clause elements may intervene between the verb and the particle,
e.g., subjects and sentence adverbials; see Example (1). The same items form past
participles where the particle is joined to the verb as a prefix: tappa bort [lose away]
∼ borttappad [away.lost] ‘lose (an object)’ ∼ ‘lost’.9 In many Finnish compounds –
which are written as one word according to Finnish orthography – where the head
is a participle, or a deverbal actor or action noun, the components can be written
separately as well, without any other change in form (Hakulinen et al. 2004: § 418),
e.g.: tarjoilu pöytiin [serve.nmlz.sg.nom table.pl.illative] ∼ pöytiintarjoilu ∼ pöy
tiin tarjoilu ‘table service’.
In older, historical varieties of Swedish, compounds have frequently been
written with components separated, and are often formally indistinguishable from
regular possessive constructions, i.e. the first part will have its expected genitive
form according to its declension (see Chapter 4 in this volume). Even today, there
is a tendency to write Swedish compound components separated, especially in
social-media genres and on non-official signage, a tendency often attributed to
influence from English.
Here we are dealing with an issue at whose heart lies a conceptual or methodological conundrum, namely the difficulty of providing a definition of “word”
that will work for all languages. Haspelmath (2011b) goes as far as to say that this
is not possible at all, at least not for the grammatical word, which would arguably
be the strongest candidate for the “W” in “MWE”. Getting ahead of ourselves a
bit, we could say that the definition proposed by Baldwin & Kim (2010) actually
comes close to what would be needed for a serious typological study of MWEs (see
Section 4 below), exactly because it downplays the importance of the (orthographic)
word for delimiting the phenomenon of interest.

9. Analogous cases are found in German and Hungarian, and Savary et al. (2018) consistently
annotate such items as MWEs even when written as single words, according “lexeme unity”
priority over orthography, as it were.
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3.2

The “lexemes” of MWEs

Even if we decide to understand the “W” of “MWE” as ‘lexeme’ rather than, e.g.,
‘text word’, there still remain some conceptual and practical issues to resolve.
How are we to think about expressions containing only one open-class item,
e.g., off the hook, on edge, or at least. The Swedish (orthographic) MWE adverb
i klistret [in glue.sg.def] ‘in a pickle’ could be translated in its idiomatic reading
into Finnish as liemessä [broth.sg.inessive], i.e. into a single-word expression, a
case-inflected noun.
At issue here is that the term “lexical” is used in (at least) two quite different
ways in the linguistic literature, a relevant and even important difference in our
context. It may mean roughly ‘being listed in a (conventional) lexicon; pertaining to
vocabulary’, but also ‘belonging to the content words’. The latter usage can be seen,
e.g., in the characterization of the Universal Dependencies (UD) formalism as one
which “strongly prefers lexical heads” (Silveira & Manning 2015: 310). The matter
is complicated by the fact that “grammatical” can function as the opposite – or at
least complementary term – in both cases (although the UD literature prefers to
set “lexical” against “functional”). This means that at least potentially the requirement that an MWE contain more than one “lexical item” could be understood as
excluding expressions with only one content item. This does not seem to be the
case in practice, however.
On the semantic side, the main interest of researchers who have studied MWEs
seems to have been focused on degree of compositionality. MWEs are distributed
along a continuum, from those at one end that show only a collocational preference
in the choice of synonymous words, over partly interpretable MWEs, to full idioms
at the other end of the scale. Contrary to this and not surprising, lexicographers
recognize only a binary opposition: a complex linguistic expression is either to be
listed in the lexicon or not.
What is considered compositional and not is of course dependent on one’s view
on word senses. In LT work it has long been recognized that too fine-grained word
sense inventories – such as the 59 senses of the verb break in Princeton WordNet
(PWN) – are difficult to distinguish reliably to machines and people alike, with the
possible exception of highly trained lexicographers (Kilgarriff 1997; Hanks 2000).
However, PWN simply follows (Anglo-Saxon) lexicographic tradition here; at https://
www.dictionary.com/browse/break (based on the Random House Dictionary) 69 senses are
given for the verb break.
When it comes to degree of colexification10 in lexical description, lexicographical traditions are situated along a “lumping”–“splitting” axis. Ultimately,
10. Colexification was introduced in the context of lexical typology by François (2008) as a neutral
superordinate term for polysemy and homonymy.
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this parameter is intimately tied up with how we conceptualize language and the
linguistic knowledge involved in understanding and producing language.
The traditional English-language lexicography exemplified by PWN leans toward the “splitting” camp, whereas the Swedish tradition underlying SweFN++ is
more of the “lumping” kind, which concretely manifests itself in there being close
to an order of magnitude less colexification in Saldo, as compared to PWN.
We should expect a “splitting” lexicographical tradition to recognize fewer
MWEs than a “lumping” one.11 This is because the former tradition seems to be
predicated on a strict notion of compositionality, in the extreme cases including
“lexical items” defined through idiosyncratic decomposition of expressions which
“are decomposable but coerce their parts into taking semantics unavailable outside
the [multiword expression]” (Baldwin et al. 2003: 89; see also Nunberg et al. 1994).12
Even in the ordinary case, strict compositionality means, roughly, that there is no
scope for rich general rules of inference in interpreting linguistic expressions; rather,
words should carry as much as possible of their interpretation in each specific context with them, which potentially leads to as many meanings as there are distinct
contexts, and consequently, to the postulation of fewer MWEs. This stance stands in
contrast to one which posits more general “meaning potentials” (Hanks 2000, 2002,
2013) or even overlapping senses (Erk 2010) for lexical units, which would instead
rely on a sophisticated and information-contributing interpretation procedure on
the part of the language user, plus a larger share of “prefabs”, i.e. MWEs.
While it may not be too hard to formulate criteria that let us discover (at least
some kinds of) formal idiomaticity, the situation is much more unclear when it
comes to lexicalization or conventionalization of complex linguistic expressions.
As we have just seen, the converse notion of compositionality is heavily dependent on theoretical and methodological assumptions (“prejudices”). We would be
greatly helped in our efforts by knowing, e.g., the limits – if there are any – of
lexicalization, both in terms of the kinds of concepts that will be amenable to
lexical coding and in terms of the formal constructions that can become conventionalized as lexical items. These are in principle research questions for lexical
typology (Koptjevskaja-Tamm et al. 2007) and semantic typology (Evans 2011). So

11. Although logically we would of course also expect a higher degree of colexification in those
MWEs that a “splitting” tradition would recognize as such!
12. E.g.: “More specifically, human beings have a natural tendency to define the context (without
admitting, even to themselves, that they are doing so), rather than focusing on the particular
contribution of the word to the contexts in which it occurs. An extreme example, mercifully
cancelled before publication, was a proposed definition of throw as ‘to behave in a wild and
uncontrolled manner’. When challenged for evidence, the lexicographer who wrote it pointed to
the expressions ‘throw a fit’ and ‘throw a wobbly’.” (Hanks 2002: 159; original emphasis)
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far, intuitions have been on the pessimistic side as to the feasibility of formulating
broad cross-linguistic generalizations in this area; see Chapter 6 in this volume.
However, this must ultimately be an empirical question, and I believe that LT
can provide excellent tools and methods for looking for answers to it.
3.3

How frequent are multiword expressions in language?

The question of how frequent MWEs are in language can refer to their share of the
vocabulary or their text frequency.13 In both cases, the answer is relevant to LT.
3.3.1
MWEs in the lexicon
Can we make any claims about the preponderance of MWEs in specific languages
or even propose a typological classification of languages based on this?
So far, there are no empirically well-founded such figures for any language.
Jackendoff (1997: 156) is often quoted as stating that the number of MWEs “is of
about the same order of magnitude as the single words of the vocabulary”. This
statement is based on unsystematic data collection from transcripts of the American
television game show Wheel of Fortune. However, it is also supported by the corresponding PWN statistics, where MWEs make up a considerable share of the entries,
from approximately one third to over 40%, depending on how they are counted;
see Section 3.3.2 below.
The MWEs in Jackendoff ’s dataset are made up of multiple orthographic
(English) words. Given that compounds make up a sizeable share of these MWEs
(a third of all MWEs in the dataset, and about half if names, titles and quotations are
excluded), then the corresponding estimate for languages such as Swedish, Finnish
or German, where compounds are written as one orthographic word, should be
that they have – ceteris paribus – on the order of at least a third as many MWEs as
SWEs, if names, titles and quotations are excluded, i.e. about 25% of the lexicon
should be made up by MWEs (as opposed to 50% in English), and another 25%
should consist of compounds.
Since Saldo follows the traditional lexicographic principle referred to above of
not providing information about the internal structure of formally complex lexical items, it does not contain explicit information about compounds, but it is not
difficult to extract Saldo entries like
örnnäsa : näsa + böjd ‘eagle nose’ : ‘nose’ + ‘hooked’

13. “Text frequency” is intended to also include frequency in (unwritten) speech.
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i.e. entries with a primary descriptor whose POS is the same as the entry and whose
lemma is a suffix of the entry’s lemma.14 This does not capture very idiomatic cases,
such as
droppnäsa : avleda + byggnad / vatten
[drip.nose] ‘drip edge, drip strip’ : ‘divert’ + ‘building’ / ‘water’
skärgård : ö2 [skerry.yard] ‘archipelago’ : ‘island’
where droppnäsa has näsa ‘nose’ as second element, but the word does not denote a
kind of nose (except perhaps metaphorically), and skärgård like a number of other
nouns ending in -gård reflects an obsolete meaning of this element.
This yields 28,580 hits in Saldo, out of which 25,614 are nouns and 1,147 (almost exclusively prefixed, not compounded) verbs.
If we include entries where we also look one level further up in the Saldo hierarchy, at the primary descriptor’s primary descriptor, we will find entry combinations
such as (literal translations in square brackets)
jordskredsseger : valseger + enorm
‘landslide victory’ : ‘election victory’ + ‘enormous’
valseger : seger + val4 ‘election victory’ : ‘victory’ + [choice4] ‘election’
This is a common pattern in Swedish nominal compounding, where a “logically”
expected three-member compound comes out having only two members, which
means that the meaning of these compounds cannot be compositionally derived.
Some other examples:
grythund : jakthund + gryt ‘burrowing dog’ : ‘hunting dog’ + ‘burrow (n)’
stegbil : brandbil + stege
[ladder.car] ‘ladder truck, fire truck’ : [fire car] ‘fire engine’ + ‘ladder’
temanummer : tidskriftsnummer + tema
[theme.number] ‘thematic issue’ : [journal number] ‘journal issue’ + ‘theme’
There are almost 2,500 such entries in Saldo, and among these the nouns dominate
even more, with 2,348 nouns against 59 verbs.

14. Each entry in Saldo – a Swedish word sense – is characterized by one or more so-called descriptors, minimally a primary descriptor which is a both more central and semantically maximally
close neighbor of the entry. In practice, the primary descriptor will often be a synonym or hyperonym of the entry. The optional secondary descriptor(s) typically add(s) some disambiguating
information helping a reader to pinpoint the intended word sense. See Chapter 3 in this volume
for a more detailed description of the structure of Saldo.
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Even if we do not find all the compounds in Saldo in this way, these results give
a fair idea of the magnitude of the compound component in Saldo. All in all, at least
a fifth of all entries (and a third of the nouns) in Saldo are nominal compounds, a
proportion not far off from the 25% guesstimated above on the basis of Jackendoff ’s
(1997) calculation of MWE incidence in English.
Saldo contains 5–6% (orthographic) MWEs – depending on how they are
counted; see Tables 1 and 2 and the discussion below in Section 3.3.2 – which indicates either that many MWEs are still missing from our lexicon or that Swedish
and English are significantly different in this regard.15
English is in no way extreme in this regard. There are languages such as Kalam,
with no more than about 100 lexical verb stems (SWEs), and where it has been
claimed that “[m]ore than 90 percent of conventional expressions for actions and
processes are phrases or multi-clause expressions” (Pawley 1993: 87):
(3) Kalam (kmh) 
(Trans-New Guinea, New Guinea; Pawley 1993: 95)
b
ak am mon p-wk
d ap
ay-a-k
man that go wood hit-break get come put-3sg-pst
		 ‘The man fetched some firewood.’

At the other end of the spectrum we find the polysynthetic languages, where entire
English clauses correspond to a single verb form, possibly containing only one lexical stem (i.e. one lexeme), as in the Eskimo-Aleut languages (Mithun 2009), cf. (4).16
(4) Inuktitut (ike) 
(Eskimo-Aleut, Canada; Dorais 2017: 135)
sinnatuuma-ju-ujaa-raalut-tu-ujaa-nirarto.dream-intr.ptcp-look.like-much-intr.ptcp-look.like-say.that-ta-u-qatta-lau-runnai-nira-laur-tu=ugaluaq
-pass.ptcp-be-dur-pst-not.anymore.say.that-pst-3sg.ind=however
		 ‘However, he said that it was not unusual anymore for him to be said to look
like somebody who looks a lot like one who is dreaming’

These facts indicate that languages may differ as to the number of MWEs present in
their lexicon, even with different definitions of MWEs. This prompts the following
concrete questions:

15. The absolute numbers in Tables 1 and 2 are a snapshot taken in January 2021 during the
writing of this chapter. Saldo is constantly growing, so these numbers change. Proportions (percentages) will be more stable.
16. This is one word: sinnatuumajuujaaraaluttuujaanirartauqattalaurunnainiralaurtuugaluaq,
which does not fit on one line in Example (4).
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1. Are there languages without MWEs? The general view in the literature seems
to be that MWEs are universally present in languages, but this has not been
systematically investigated.17
2. What is the minimum and maximum share of MWEs in the lexicon of any
language? In texts? If there is cross-linguistic variation in this respect, is this
variation correlated with other typological features, language-internal or
language-external (sociolinguistic or population variables such as the size of
the language community or its proportion of L2 speakers)?
3. How diachronically stable are MWEs and MWE types?
With respect to the last question, note that we cannot expect to reconstruct a past
language stage without MWEs, if we have answered the first question in the negative
for existing languages, nor more or less MWEs – on average – in historical language
stages than in contemporary languages. Historical linguistics swears – indeed, must
swear – by the uniformitarian principle:
[…] Nothing (no event, sequence of events, conjunction of properties, ‘general
law’) was ever the case only in the past.
I.e., the general principles that govern the world in the present hold for the past as
well. Without this control, nothing can stop us from reconstructing anything at all
(Lass 1978: 276f)

It would also be interesting to investigate the conditions under which MWEs can be
borrowed, as well as the extent to which particular MWE-forming mechanisms will
spread from language to language in language contact situations.18 E.g., Swedish is
quite open to importing English particle verbs by borrowing the verb part (if necessary) and combining it with the corresponding cognate Swedish particle: English
sign up becomes Swedish signa upp (or sajna upp), where the verb is borrowed and
the particle a cognate substitution.

17. As a parallel, there seem to be languages without compounds, and among those that do have
them, their incidence varies greatly (Bauer 2009).
18. Thus, Aikhenvald (2006: 52) states that “[v]erb serialization as a grammatical mechanism
tends to diffuse”, and according to Ciancaglini (2011), support verb constructions (“periphrastic
verbs”) have been borrowed into a number of Semitic languages and possibly also Turkish from
Iranian languages.
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Table 1. POS distribution among Saldo SWE and MWE entries
POS
Adjective
Adverb
Conjunction
Interjection
Noun
Numeral
Preposition
Pronoun
Proper noun
Subjunction
Verb
Total

SWE

MWE

MWE %

33,946
  1,139
     12
    260
83,689
    104
    179
     93
  5,318
     46
  7,925
132,711

  402
1,872
    5
  265
  673
    1
   95
   87
  423
   27
4,501
8,351

1.17
62.17
21.41
50.48
0.80
0.95
34.67
48.33
7.37
36.99
36.22
5.92

3.3.2 Which kinds of lexical units should we count?
Saldo has two kinds of lexical units. Word senses form the primary entries of
Saldo and lemgrams identify the formal (inflectional and compounding) behavior
of the text words which express the word senses. Both are identified by a kind
of “lemma”, a conventional representation of the lexical unit in question, which
contains a (version of a) traditional citation form in order to make it conveniently
human-readable (see Chapter 3 in this volume). Consequently, in both cases we will
find the expected distinction into SWEs and MWEs reflected in the orthography
of the identifier itself.
The proportion of MWEs in the lexicon becomes slightly different, depending
on whether we take the word senses or the lemgrams as the units under investigation: while the proportion of MWEs among word senses is 5.18%, its share of the
lemgrams is 5.92% (see Table 1) for their POS distribution.
Similarly, in the downloadable version of PWN 3.019 the share of word senses
with a MWE lemma is ∼33%, and the MWE proportion of the distinct lemmas is
almost 44%, while MWEs make up about 41% of the unique lemma–POS combinations present in PWN.
I believe that the latter way of counting – i.e. Saldo lemgrams or PWN lemma–
POS combinations – is the most reasonable, since multiwordhood is primarily a
characteristic of the form of linguistic expressions, where form is naturally understood to include part of speech membership. Semantics does come into the picture,
but the form criterion is primary. If MWEs are not systematically different from

19. https://wordnet.princeton.edu/download
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SWEs in colexification potential – which must surely be the null hypothesis – the
ratio between the two ways of calculating should stay stable.
3.3.3 MWEs in texts
Jackendoff ’s statement cited in the previous section concerns the lexicon (of
English), as do the statistics for Swedish shown in Table 1. We would also like to
have some information about the text frequency of MWEs. This information would
be valuable in its own right, and also useful for building LT systems. As one of the
few concrete empirically determined figures found in the literature, Nivre & Nilsson
(2004: 41f) report approximately 2 MWEs per 100 words of running Swedish text.
A considerably more ambitious undertaking is described by Savary et al. (2018).
The PARSEME corpus of verbal MWEs provides text statistics for verbal MWEs in
18 languages. An approximate estimation based on the figures provided by them
(Savary et al. 2018: 118ff) gives a ballpark figure of 1–2% verbal MWEs in most
of the 18 languages represented in their corpus, with some notable exceptions,
discussed in Section 3.3.4 below.
How do we reconcile these low numbers with the notion that MWEs make up
a substantial portion of the lexicon, supposedly at least one fourth in Swedish and
at least half in English? One possible reason for this seeming discrepancy could be
formulated along the following lines. Word length and text frequency correlate, so
that higher-frequency words tend to be shorter: “The magnitude of words tends,
on the whole, to stand in an inverse (not necessarily proportionate) relationship
to the number of occurrences.” (Zipf 1935: 25). If MWEs are “words” in this sense,
they will by necessity on the whole be longer than single words, and we would in
fact expect the MWEs not to exhibit high text frequency, even if they are pervasive
in the lexicon.
We can use Saldo in order to partly test this explanation. The organization of
Saldo is hierarchical, defined by a lexical-semantic relation which places more central word senses higher up in the hierarchy, closer to the root of the tree. High text
frequency of a lexical item is supposed to correlate not only with length, but also
with centrality, or “coreness”, of this item, so that lexemes with high text frequency
are expected both (1) to be found high up in the Saldo hierarchy and (2) to be short
(see Chapter 3 in this volume). Table 2 shows the proportion of MWEs for each level
of the Saldo hierarchy (1 being the highest, most central level, and 16 the lowest).
In Table 2 we see that the generalization just stated seems to hold only partly.
The MWE share of the vocabulary reaches a maximum at depth 2, although the
average entry length (all entries, not only MWEs) increases monotonically down
through level 10, as expected. For comparison, the statistics for compound nouns
calculated as described above in Section 3.3.1 are also given in the table (although
also included in the SWE counts).
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Table 2. SWE and MWE word senses per Saldo level
(CNs = compound nouns [included in SWE counts])
Saldo
level
01
02
03
04
05
06
07
08
09
10
11
12
13
14
15
16
all

Number of
Entries

SWEs

     41
    970
  9,064
18,295
30,060
31,838
24,575
15,801
  9,109
  4,405
  1,833
    673
    233
     53
     13
      2
146,965

     41
    793
  8,302
16,924
28,181
30,254
23,541
15,202
  8,820
  4,266
  1,773
    661
    232
     53
     13
      2
139,058

Percent

Entry length (chars)

(CNs) MWEs

(CNs) MWEs

Mean Mean Mean Mdn
SWEs MWEs all
all

     0
    66
   674
3,811
6,740
6,806
4,673
2,583
1,425
   718
   302
   109
    24
     2
     0
     0
27,933

0.00
6.80
7.44
20.83
22.42
21.38
19.02
16.35
15.64
16.30
16.48
16.20
10.30
3.77
0.00
0.00
19.01

3.63
6.81
7.55
9.16
9.55
9.93
10.15
10.27
10.35
10.50
10.33
10.48
10.00
9.89
10.38
14.50
9.72

    0
  177
  762
1,371
1,879
1,584
1,034
  599
  289
  139
   60
   12
    1
    0
    0
    0
7,907

0.00
18.25
8.41
7.49
6.25
4.98
4.21
3.79
3.17
3.16
3.27
1.78
0.43
0.00
0.00
0.00
5.38

0.00
10.90
11.65
11.73
11.86
12.04
12.18
12.33
12.51
12.34
12.05
13.25
15.00
0.00
0.00
0.00
11.95

3.63
7.56
7.90
9.36
9.69
10.03
10.24
10.35
10.42
10.56
10.39
10.53
10.02
9.89
10.38
14.50
9.84

4
7
7
9
9
10
10
10
10
10
10
10
9
9
11
14
9

On the other hand, for a number of reasons – both conceptual and empirical – we
have very little knowledge of the true text distribution of MWEs in any language.20
First, annotated corpora tend to lack the relevant information, and, second, automatic annotation tools do not provide it either. This would then be a concrete
question for empirical cross-linguistic research: What is the range of attested text
distributions of MWEs across the languages of the world?21
20. In fact, this is a potential confounding hidden variable for psycholinguistic experiments
attempting to distinguish between degrees of compositionality in MWEs on the basis of reaction
times, such as those reported by Gibbs et al. (1989).
21. There seems to be at least some relevant information available in the literature, e.g.:
Surveying the languages described in this volume, we find that the following approximate
percentages of textual clauses include [a serial verb construction]:

–
–
–
–
–

more than 70 per cent: Tariana
between 50 per cent and 70 per cent: Ewe, Eastern Kayah-Li, Dumo
between 20 per cent and 50 per cent: Goemai, Thai, Tetun Dili, Olutec, Cantonese
between 5 per cent and 20 per cent: Mwotlap, Toqabaqita, Lakota
less than 1 per cent: Khwe(Dixon 2006: 338)
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3.3.4 MWEs and parts of speech
Baldwin & Kim (2010: 274) state that “[n]ominal MWEs are one of the most common MWE types, in terms of token frequency, type frequency, and their occurrence
in the world’s languages”. This may well be true, but the references given in support
of this statement (Tanaka & Baldwin 2003; Lieber & Štekauer 2009) do not actually
provide this information, as far as I can see. Nor does the detailed overview by
Aikhenvald (2007) clarify this issue, indicating that this may not be known, and
consequently that further research is called for.
Table 1 presents the MWE statistics for some parts of speech in Saldo, where
we see that nouns end up in third place, after verbs and adverbs (mainly prepositional phrases). The Saldo statistics are directly relevant to the third part of the
claim (“occurrence in the world’s languages”). However, if we add the estimation of
compound nouns in Saldo made above in Section – formally (orthographic) SWEs
in Swedish, but MWEs according to Baldwin & Kim’s (2010) definition – nouns will
come out on top by a comfortable margin in absolute numbers, although not if we
look at how large a share of a part of speech is made up of MWEs. Thus, Baldwin
& Kim’s (2010) claim finds support in these numbers.
Nivre & Nilsson (2004: 42) provide some statistics illuminating the claim about
token (text) frequency: adverb MWEs hold the top position in their material, showing almost twice as many occurrences as the MWE proper nouns. However, in
their corpus, no MWE nouns have been annotated. Nor are any verbal MWEs
reported by them, indicating that the MWE definition used was quite different to
the compilers of the corpus compared to what we find in the current literature. In
the Swedish part of the multilingual corpus described by Savary et al. (2018) the
proportion of verbal MWEs is reported as 1%, which would give an overall MWE
share of approximately 3% in Swedish texts, not counting MWE nouns.
In any case, the discrepancy between the claim and the statistics just cited
reveals an obvious need for more data to be gathered and analyzed. Unfortunately,
when it comes to MWEs, linguistic typological research has tended to focus on
complex predicates, i.e. verbs (see Section 3.5 below), and very little work has
been done on other parts of speech from a broad typological perspective. Notably,
adverbs form the second-largest MWE category in Saldo in absolute numbers
and the largest if we see to the MWE proportion of a particular part of speech.
We also find many closed-class items among the MWEs: pronouns, adpositions,
subjunctions, etc. When MWEs are considered, closed parts of speech become,
if not open, at least less closed, as it were. In this connection we may note that
lexical change in such cases may proceed via an intermediate MWE stage, as
when Old French ne is expanded to Modern Standard French ne … pas [not …
step(n)] and subsequently reduced to (colloquial) pas, all meaning ‘not’ (clausal
c9-s3-5
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negator). This indicates that the role of MWEs in grammaticalization processes
warrants further study. 22
Even though the main focus of his investigation is on verbal MWEs, Pawley
(1993: 99–101) mentions in passing that Kalam exhibits some nominal compounding and also makes extensive use of full clauses as nouns:
c9-fn21

(5) Kalam (kmh) 
(Trans-New Guinea, New Guinea; Pawley 1993: 100)
bynb penpen
ña-p-ay
people reciprocally shoot-hab-3pl
		 ‘enemies’ (i.e., ‘people (one) fights with/used to fight with’)

Verb-poor languages have been attested from various parts of the world (Kalam is
far from unique in this regard), but as far as I know, noun-poor languages have not
been reported (see Section 3.3.5). Given that verbs, nouns, and interjections are
the universal SWE parts of speech (sometimes complemented by a closed class of
“particles”, which sometimes also includes the interjections), what conclusions can
we draw about MWEs? As we saw above, even if Kalam has a very small number of
SWE verbs, available core predicates are in fact numerous and expressed as MWE
serial verbs. From Pawley’s (1993) description it is even likely that the number of
verb lexemes available to the languages users – mostly MWEs – is at least on a par
with those of a language such as English. On a more general note, should we expect
different distributions over parts of speech for MWEs in languages based on their
SWE distributions?
3.3.5 Towards a typological generalization?
A most interesting study, highly relevant to one of the central questions posed earlier – in what way (if any) variation in MWE occurrence is correlated with other
typological features – is that by Polinsky (2012) and Polinsky & Magyar (2020),
where verb and noun lemma counts from corpora and dictionaries are used in order
to investigate the relationship between verb-to-noun ratio (VNR)23 and headedness
in language. Their results show a clear correlation, in that head-final (HF) languages
tend to have low VNR and head-initial (HI) languages have high VNR, while SVO
(subject-verb-object) languages show a more varied picture. Relevant to our aims
here, they also discuss why low VNR would indicate a significant use of support
verb constructions (SVCs) in a language. Polinsky & Magyar’s (2020) investigation
has many points of correspondence with the work conducted over the years in the

22. It has been suggested that the rich array of verb-forming suffixes in e.g. the Wakashan languages are grammaticalized full (support) verbs (Mithun 1984: 887ff; See also Example 7).
23. Calculated as the number of verb lemmas divided by number of noun lemmas in a corpus
or dictionary.
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SweFN++ project, and raises many of the same theoretical and methodological
issues that we have been grappling with in our work. I now turn to a discussion of
some of the central such points.
3.3.5.1 Data sources and data commensurability
For their main study Polinsky & Magyar (2020) draw on corpora (Universal
Dependencies – UD – corpora and various “national” corpora) and dictionaries for
35 languages. The sample is subject to the usual restrictions regarding availability
of data, etc., and taking this into account, it appears to reflect an acceptable degree
of genealogical and geographical diversity, given the aims of the study.
Neither dataset versions nor the procedure used for calculating POS statistics
are specified. This makes replication of results difficult, a matter to which I return
below.
For two languages (English and Russian) Polinsky & Magyar (2020) show that
VNR calculated from corpora and from dictionaries come out more or less the
same, at least if the corpora and dictionaries are large enough.24 It would be good
to be able to investigate this over a wider range of languages, simply to ensure that
this is not dependent on some typological feature. Given the aim of Polinsky &
Magyar’s (2020) investigation, the expectation would have been that at least one
instance of each language type should be checked in the same way, i.e. additionally
at least one HF and one HI language.
Incidentally, some information can now be added to that provided by Polinsky
& Magyar (2020). They report a VNR of 0.15 for Hungarian, calculated from the
Hungarian National Corpus (although no details of the calculation are provided),
which is quite in line with their hypothesis about the relationship between VNR and
headedness. However, this figure is quite surprising, since Hungarian like several of
its Finno-Ugric sister languages has a rich derivational morphological apparatus,
including several very productive verb-forming suffixes, both for forming verbs
from other parts of speech and for forming verbs from verbs, also indirectly, e.g.
via an intermediate deverbal noun. Using a freely available Hungarian dictionary,25
we find a VNR of approximately 0.39, more in line with what is intuitively e xpected.
24. Intriguingly, they also remark in passing that the percentage of nouns remains fairly stable
over all investigated corpora and dictionaries. Since VNR varies considerably, this then raises
the question: what compensates for the difference in verb percentages, if not the nouns?
25. Czuczor & Fogarasi (1862), downloaded from http://osnyelv.hu/czuczor/ on 2021-01-04. This
dictionary contains around 100,000 entries. Unfortunately, I was not able to locate any more recent openly available dictionary on the internet. The downloaded html files (one for each letter
of the Hungarian alphabet) were merged into one long file, and POS counts were found with
command-line expressions like (in this case for counting nouns)
grep -A 1 ’color=#ffffff ’ au8.txt | grep ’ fn\. ’ | wc -l (“fn.” = “főnév” ‘noun’)
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This made me attempt to replicate the results from the article, and using the downloadable frequency data for the Hungarian National Corpus26 I counted verb and
noun lemmas in this dataset,27 resulting in 83,598 verbs and 431,196 nouns, giving
a VNR of 0.19, not much higher than the VNR of 0.15 reported by Polinsky &
Magyar (2020). HF Hungarian thus does not show such a close agreement in VNR
between corpus and dictionary as Russian and English.28 More research is obviously
needed in this area.
Another remark by Polinsky & Magyar (2020) that I wished to follow up on was
in regard to the unexpectedly large difference in VNR between Polish and Russian,
in both cases based on the UD corpora. My attempt to reproduce the results failed,
however. I downloaded the Polish and Russian UD training sets and calculated
verb and noun statistics and VNR from them.29 This yielded a VNR for Polish of
4,438/10,180 = 0.44, and for Russian of 7,192/14,551 = 0.49, which are much closer
than Polinsky & Magyar’s (2020) results, and the latter also have a higher VNR for
Polish (0.56) than Russian (0.47), i.e. the opposite of what I found. Since Polinsky
& Magyar (2020) do not provide information about which version of the UD corpora they have used, nor about how the POS information has been extracted, these
results cannot be directly compared. Rather, they underscore that, again, there is
much more work to be done in this area.30
26. Reachable via http://corpus.nytud.hu/mnsz/index_eng.html (accessed on 2021-01-05)
27. With a simple Unix command-line count:
cut -f 3,4 hnc-1.3-wordfreq.txt | grep -a ’\tV$’ | sort | uniq | wc -l
cut -f 3,4 hnc-1.3-wordfreq.txt | grep -a ’\tN$’ | sort | uniq | wc -l
28. It is probable that the lemma counts are inflated in the corpus, due to out-of-vocabulary
(inflected) forms being listed as lemmas. I do not know if there is any systematic POS bias in this
process, however.
29. https://github.com/UniversalDependencies/UD_Polish-PDB/raw/master/pl_pdb-ud-train.conllu
(“Latest commit ce3e454 on 7 Sep 2020”)
c9-fn28

https://github.com/UniversalDependencies/UD_Russian-SynTagRus/raw/master/ru_syntagrusud-train.conllu (“Latest commit deca643 on 2 May 2019”)

(both downloaded on 2021-01-05) In both cases the POS counts were obtained by executing the
Unix shell commands
grep ’^[0–9]’ <CONLLU file> | cut -f 3,4 | grep ’\tNOUN’ | sort | uniq | wc -l
grep ’^[0–9]’ <CONLLU file> | cut -f 3,4 | grep ’\tVERB’ | sort | uniq | wc -l
Russian also has 2 instances of AUX and 7,049 instances of PROPN, which have not been counted.
Polish also has 10 instances of AUX and 4,827 instances of PROPN, which have not been counted.
30. Also, when working with relatively large datasets in many languages and formats, it is very
easy to slip up. A single misplaced delimiter or indentation in a processing script can have large
consequences for the end result. This makes it even more imperative to both provide sufficient
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One issue that Polinsky & Magyar (2020) mention in passing, but do not follow up, is that of corpus size. It is well-known that relative word frequencies are
non-linearly related to corpus size (Baayen 2001). What should be ascertained is
whether POS proportions remain the same regardless of corpus size. If the share
of verbs grows slower than that of nouns with increasing corpus size, this will
impact the results if not compensated for, e.g. by averaging over equal-sized sampling frames when comparing corpora of different sizes. This potential confound
also applies to dictionary data, since we cannot a priori expect the growth rate
for different parts of speech to be the same as the lexicon grows in size in the way
that lexical resources are normally extended, i.e. from “core vocabulary” towards
increasingly rare and specialized items. This is clearly an empirical matter, and I
conducted a small initial experiment in order to test this. Two digitized Sanskrit
dictionaries (Macdonell 1893; Monier-Williams 1899) were downloaded from the
Cologne Digital Sanskrit Dictionaries website at Cologne University.31 Macdonell
(1893) contains slightly less than 21,000 entries while Monier-Williams (1899) has
almost 290,000 entries.32 The proportion of verbs and nouns is roughly the same in
both dictionaries, although the nouns increase their share of the total vocabulary
slightly (by 8%) going from the smaller to the larger dictionary, while the share of
verbs decreases more noticeably (by almost 19%), see Table 3. Similarly, when the
Intercontinental Dictionary Series list (Borin, Comrie, et al. 2013) was extended
from the original 1,310 entries to 1,460 entries for use in the Loanword Typology
project (Haspelmath & Tadmor 2009), the VNR dropped from 0.41 to 0.37, as 112
of the added 150 entries were nouns and only 12 verbs. Again, obviously further
research is needed here.
Table 3. Verbs and nouns in two Sanskrit dictionaries
Entries
Macdonell 1893
Monier-Williams 1899

Verbs

Nouns

VNR

ΔV

ΔN

20,749    ∼935

  ∼9,600

0.098

0

0

287,443 ∼10,500

∼143,300

0.074    −0.186

   +0.080

information for replication of studies, as well as actually having them replicated by more than
one researcher.
31. https://www.sanskrit-lexicon.uni-koeln.de/ (accessed on 2020-12-31)
32. Both counts calculated by automatic processing of the markup as documented in the metadata files included in the downloadable versions of the dictionaries.
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3.3.5.2 Verbs, nouns and other parts of speech in corpora and dictionaries
The verb-to-noun ratio as calculated both from a conventional dictionary and from
a corpus will vary considerably, e.g. depending on if regularly derived deverbal
nouns are listed in the dictionary – or lemmatized as the verb (the basis of the
derived noun) or as nouns in the corpus – or not. For English, PWN regularly lists
deverbal nouns in -ing as separate entries, while these are rarely provided by https://
www.dictionary.com/. Corpus counts of verbs will vary according to how participles
are lemmatized: as verbs or as independent lexical entries. More generally, there
is also a confound – recognized as such by Polinsky (2012: 351) – introduced by
the existence of different criteria for defining nouns and verbs, not only between
different languages, but sometimes even in different descriptions of the same language (e.g. Munro 2005).
In the same way the lexical adjective–adverb ratio for English will vary significantly, should we wish to calculate it, depending on how the consulted dictionary
or corpus annotation treats deadjectival adverbs in -ly.33
The core resource of SweFN++, Saldo, is undergoing a major POS revision
for its next major version. Among other things, participles used to be considered
inflectional forms of verbs – this is the analysis found in older Swedish school grammars – but the Swedish Academy Grammar (Teleman et al. 1999) instead recognizes
participles as a separate part of speech (new to Swedish). For various theoretical
and practical reasons, this is not the model adopted in Saldo and SweFN++, where
participles are now considered to be deverbal adjectives. Of course, this does not
change the VNR as calculated based on Saldo34 – the number of verb lemmas and
the number of noun lemmas remain the same – but it will lower it in corpora annotated using the new POS system compared to those where the present system is
used, when participles are no longer lemmatized as verbs.
3.3.5.3 Headedness, verb-to-noun ratio, and support verb constructions
Polinsky & Magyar (2020) find that HF languages tend to have lower VNR than
both SVO and HI languages. They then tie this tendency to strategies for deriving
new verbs in a language. In short, they conclude that relative paucity of simplex
verbs is a consequence of a language having turned head-final, not the other way
around, The central idea proposed by them for the purposes of our discussion is

33. Again, as a rule PWN supplies these as separate entries, while https://www.dictionary.com/
does not.
34. The VNR of Swedish as calculated from Saldo is 0.09, which puts it among the verb-poor
languages, even if not at all HF, tied with Hindi in Polinsky & Magyar (2020), and just below
German and Tsez (both 0.14), with only Japanese and Persian below it at 0.04.
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the suggestion that languages poor in simplex verbs will turn to employing SVCs
for expressing verbal concepts.
We note in passing that it would be good to have more information about when
a language is to be considered verb-poor. How many verbal concepts should we
expect a normal (or average) language to express, or how many verbal concepts
should we minimally expect a language to have? In our context, a very natural place
to reach for the beginnings of an answer is of course the FrameNet, and say that
the number of FN frames (about 1,200; Gilardi & Baker 2018) should constitute a
communicative minimum for any language.
Thus, if we find much fewer verb lexemes than 1,200 in a language – like the
100 or so in Kalam or Farsi – we should ask ourselves where all the verbs have gone.
Then again, the number of verb lexemes does not equal the number of verb senses,
which is what is at issue here; one logically possible way of dealing with verb paucity
in a language could be by resorting to extensive colexification. Even for English,
which is not verb-poor, lexicographic practice recognizes 60–70 senses of the verb
break (see Section 3.2).
Polinsky & Magyar (2020) do not consider the possibility that verb-poor languages increase verbal colexification. Instead they conjecture that such languages
will employ more SVCs and connect this to the structuring of information content
in linguistic expressions, and specifically a response to a desire on the part of the
speaker to distribute information content more evenly over clauses and not to force
the listener to wait for the clause-final verb in order to understand which kind of
situation is depicted. This problem is solved by resorting to SVCs, which ensure
that the “real” predicate will arrive slightly earlier than with a single clause-final
lexical verb.
As opposed to the relationship between headedness and VNR, where they
present calculations to back up their claims, it should be noted that the correlation
between low VNR and SVCs is only anecdotically supported.
Savary et al. (2018) provide a rich array of statistics for a corpus annotated for
verbal MWEs in 18 languages. For several of the languages they provide statistics
for SVCs. The tendency is not completely clear, but we find some confirmation of
the findings of Polinsky & Magyar (2020), in that the head-final languages in the
corpus for which they provide SVC statistics – Hungarian and Turkish – show high
proportions of SVCs in relation to all verbal MWEs: 56% for Hungarian and 42%
for Turkish. On the other hand we saw above that Hungarian does not seem to be
very verb-poor (or at least this should be investigated more thoroughly).
However, there are quite a few surprises in these data: the Semitic languages
Maltese and Hebrew have very different SVC proportions: 54% and 21% (of all
verbal MWEs), respectively. Several Slavic languages are represented in the corpus, and again the numbers are not what we would expect if genealogy is the main
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determinant for the occurrence of SVCs. The South Slavic – hence very closely
related – languages Slovene and Bulgarian show 10% and 21%, respectively, and
the West Slavic languages Polish and Czech 40% and 20%, respectively. Another
language family represented by several languages is Romance, with French (33%),
Italian (43%), Portuguese (62%), Romanian (25%), and Spanish (26%). The outliers
in this dataset are Greek and Portuguese (64% and 62%), and at the other extreme
German and Swedish (7% and 9%). All these languages are SVO, and the differences
among them do not correlate with different positions on the HF–HI scale, as far
as I can see. But, as Polinsky & Magyar (2020) are careful to point out, SVCs can
and will appear in languages of all types; there is no two-way implication involved.
How reliable are these numbers? There are indications in the literature that linguistic analysis, including lexical analysis, is a skill that requires both long training
and extensive practical experience. Definitions of lexical phenomena are often not
very detailed; instead the analysis has strong elements of expert knowledge, the kind
of tacit knowledge acquired through long experience. Especially corpus annotation
procedures vary widely, and are not always well documented.
3.3.5.4 The diachrony of support verb constructions in verb-final languages
In brief, the diachronic scenario depicted by Polinsky & Magyar (2020) is one
where headedness – specifically the position of the verb in the clause – drives a
development towards verb paucity or richness. Thus, they suggest that the development from relatively verb-poor Latin to relatively verb-rich Romance (represented
in their sample by French and Spanish) is a consequence of a shift in main word
order. They also note that they do not at present have the data to confirm whether
a language turning more head-final is followed by shrinkage of the set of simplex
verbs and a concomitant increase in SVC usage.
One language where a loss of simplex verbs is known to have occurred is Persian,
which over its recorded history has seen a continuous replacement of simplex verbs
with support verbs, with the result that the number of simplex (SWE) verbs in the
modern language (Farsi) is slightly above 100 (Mohammad & Karimi 1992).
However, as confirmation of Polinsky & Magyar’s (2020) hypothesis it is problematic, since Persian has been OV throughout its recorded history (and before,
since Proto-Indo-European is also normally reconstructed as OV), and has if anything become less head-final with time. At the same time the number of lexical
verbs has shrunk and the number of SVCs has increased consistently, starting already in Proto-Indo-Iranian (since both Sanskrit and Old Persian already exhibit
this construction; Ciancaglini 2011). In fact, modern Indo-Aryan languages tend to
be more head-final than modern Persian, which despite this shows a greater variety
in its SVCs than the former.
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Notably, the VNR has not changed from Sanskrit (Old Indo-Aryan) to Hindi
(New Indo-Aryan; VNR 0.09); see Table 3. Classical Sanskrit (the language of the
two dictionaries) already had a large number of SVCs (Ittzés 2015), and it is not
known if their number has increased in Modern Indo-Aryan languages. Like in
the case of Persian, most varieties of Indo-Aryan have remained steadfastly OV
throughout history.
The increase in SVCs in Persian seems to have taken off coincident with a major
simplification in both nominal and verbal morphology which marks the transition
from the Old to the Middle Persian stage (Maggi & Orsatti 2018), and which notably removes much dependent-marking on verb arguments, thus shifting clausal
information content towards the end of the clause, since the role of an argument is
no longer signalled by its morphology, but must be understood from the semantics of the verb, and hence is available only at the end of the clause. On the other
hand, the transition from Old to Middle Indo-Aryan is also one of massive loss of
inflectional morphology, but one which possibly has not then been accompanied
by an increase in SVCs.
In this connection I note that Hungarian (HF) has a very rich nominal inflectional morphology allowing for specification in almost painful detail of the roles of
nominal dependents of various parts of clauses and phrases, and notably of verbs.
This fits well with Hungarian not being so verb-poor, after all.
In the wider context of typological aspects of MWEs, the correlation that
Polinsky & Magyar (2020) point to could arguably be seen as a special case of a
more general “design feature” difference among languages, saying nothing now
about its possible origins. A concrete example: Icelandic and Finnish are sociolinguistically similar, in that both languages reach for a rich native word-formation
machinery rather than resort to borrowing for introducing new lexemes in their
vocabulary. Even though both languages possess both compounding and derivation as word-formation devices, there is a systematic difference in their usage,
which arguably reflects typological differences between them. A Finnish derivation will typically correspond to an Icelandic compound,35 e.g. tark-asta-ja [exact/
precise-vbz-agent] (Finnish) : eftir-lit-s-maður [after-sight-sg.gen-person]
(Icelandic), both meaning ‘inspector, overseer’.36

35. Icelandic also has many SVCs.
36. Less puristic Swedish has a loanword: inspektör (or kontrollant).
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3.4

What kinds of MWEs are there?

Several of the most cited works on MWEs in LT and phraseology in linguistics
provide classifications of MWEs. As already noted above, these studies are often
contrastive rather than typological in scope, and furthermore based on a small
number of predominantly European languages.
Some of the studies presented in the international PARSEME initiative represent
steps in the right direction, although their database is still far from representative of
the world’s linguistic diversity. The PARSEME corpus of verbal MWEs described
by Savary et al. (2018) contains annotated data for 18 languages, out of which 14
are Indo-European, 2 Afroasiatic, 1 Finno-Ugric, and 1 Turkic. In addition, there
is a strong geographical skew in the dataset. All except one language – Farsi – are
either European or Mediterranean or both. From a strictly typological point of
view there is arguably a risk that this corpus represents at most 1.5 datapoints in a
global perspective, out of a few hundred that would be required for a first unbiased
survey of the space of variation in this domain (Bakker 2011). Both Europe and the
Mediterranean have been suggested as linguistic areas (Haspelmath 2011a; Sansó
2011). This would exclude only Farsi from possible contact influences,37 but on the
other hand Farsi is Indo-European like most of the other languages in the corpus.
How typologically diverse this corpus is likely to be is dependent i.a. on how MWEs
emerge in languages: do they find their way into the language by inheritance (genealogically), by borrowing/calquing (by language contact),38 or spontaneously, by
language-internal mechanisms? There is a chicken-and-egg problem here, in that
we need relevant data from a broad range of languages in order to even begin to
establish this. Ideally, in order to throw light on the mechanisms by which languages
acquire MWEs, we would also require diachronic studies.
Thus it would be a desirable goal for the future to extend the database more systematically, considering typological sampling requirements, and also with a view to
survey the actual range of MWE types in the languages of the world. We should not
exclude a priori that the MWE types posited on the basis of examination of a small
number of primarily European languages may be unusual in a global perspective.39
37. Although Farsi has been under influence from Arabic – which is included in the corpus in
the form of Maltese – for a very long time.
38. At least some kinds of MWEs seem to have spread over Europe through language contact
(see Piirainen 2012), and Matras (2007: 47ff) mentions that support verb constructions are a
cross-linguistically common strategy for accommodating borrowed verbs in languages, although
to be clear: he does not say that the construction itself tends to be borrowed.
39. As seen in Example 5, the “Dances with wolves” noun formation model – when a clause is
used as a noun, but retains its clause-internal grammar – known from popular accounts of North
American languages, is also prevalent in Kalam (New Guinea).
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The history of linguistic typology is a history of constant surprise – of constant experiences of a “sense of wonder”, to borrow a term from science fiction criticism – large
and small. It is now known that several linguistic features which are implicitly taken
for granted as self-evidently belonging to the most basic stock items of linguistic
description are actually by and large confined to Europe or much overrepresented
among European languages (of more than one family, to boot), e.g., indefinite and
definite articles, relative clauses using a relative pronoun, comparison constructed
using a particle and a special comparative adjective form, comitative-instrumental
syncretism, participial passive, and several others (see Haspelmath 2011a).
Some conceptual issues need to be clarified first. Is it meaningful to embark
on an investigation of MWEs in a broad cross-linguistic perpective, or are MWEs
simply an epiphenomenon caused by idiosyncratic quirks of a few orthographic
systems?40 This is not to deny that the practical technical problems of segmentation
of written texts in LT are not interesting or difficult (Chiarcos et al. 2012; Dridan &
Oepen 2012), only that they are not considered to be central to linguistic typology.
Typologists enquire about the possible and its converse, the impossible (or rather
imaginable but so far unattested). Given the way that languages seem to work, the
main preoccupation of typologists is with (statistical) distributions and correlations
of (paradigmatic) alternatives in languages: For instance, how many languages exhibit SO (subject before object) as opposed to OS basic word order, and how highly
do the SO and OS orders correlate with other ordering regularities in language?
See the various chapters in the World atlas of language structures (WALS; Dryer
& Haspelmath 2013). As has been pointed out repeatedly by Haspelmath (2010),
a robust conceptual apparatus allowing the comparison of language-specific phenomena is an indispensable prerequisite for all typological work. In other words, a
clear definition of MWEs is needed in order to look for them in language descriptions and language data, in the same way that we need to know beforehand what
a face looks like in order to find the hidden faces in the image puzzle reproduced
in Figure 1.41

40. The vast majority of the world’s languages are not written, so that a “linguistic” generalization
which holds only for written languages is much less valuable than one that holds for all languages.
41. Image source: https://chroniclingamerica.loc.gov/lccn/sn85066387/1913-06-29/ed-1/seq-40/. This
image is in the public domain: “The Library of Congress believes that the newspapers in Chronicling America are in the public domain or have no known copyright restrictions. Newspapers
published in the United States more than 95 years ago are in the public domain in their entirety.”
(https://chroniclingamerica.loc.gov/about/)
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Figure 1. A classical hidden-objects picture puzzle from The San Francisco call,
29 June, 1913

3.5

Where do we find cross-linguistic MWE data?

A central issue concerns the availability of empirical data for cross-linguistic comparison of MWEs as a linguistic phenomenon. As already mentioned, linguistic
typology works with large language samples, preferably on the order of at least hundreds of languages, aspiring to be genealogically and geographically representative
of the languages of the world. This means by necessity that the data drawn upon
in typological studies normally consist of secondary language data, i.e. grammatical descriptions of varying degrees of detail, from brief grammatical sketches (the
typical scenario) to standard reference grammars (a rare treat). Tailor-made questionnaires focusing on specific features are also common in these investigations.
Such secondary sources seldom contain information on MWE phenomena (see,
e.g., Schultze-Berndt 2006: 371ff). One of the most widely used typological databases, WALS, covers close to 200 linguistic features and almost 2,700 languages,42
but there are no obvious features relevant to MWEs.

42. Although the database as a whole is quite sparse: even though WALS reports values for a
total of 192 linguistic features in 2,662 languages, in reality most cells in the resulting matrix
are empty. In version 2020 of the dataset available for download from http://wals.info/download,
out of a total of 511,104 cells, no less than 434,625 are empty, meaning that less than 15% of the
potential values are actually recorded in the database.
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Another conceivable source for information on MWEs would be dictionaries,
but in practice, such information is absent or very hard to find even in large monolingual reference dictionaries.43 Even when they are treated in traditional dictionaries, MWEs may be provided only inside “proper” (i.e. SWE) lexical entries – often
with unclear or unstated principles determining under which component word they
should be listed – and not given as headwords in their own right.44
As already mentioned, the greatest conundrum is perhaps the conceptual foundation: exactly what are we looking for?
Some specific constructions which conform to Baldwin & Kim’s (2010) definition cited in Section 3.1 above – but possibly not to all construals of MWEs in the
LT literature – have generated a considerable number of publications in linguistic
typology, amassing data from many languages. This concerns constructions such
as compounding (Lieber & Štekauer 2009; Bauer 2009) and incorporation (Mithun
1984; Amith 2002), as well as what is often called complex predicates in the literature
(e.g., Bowern 2008). Among these we find serial verb constructions (Aikhenvald &
Dixon 2006), and light or support verb constructions (Schultze-Berndt 2006; Butt
2010). This body of work is obviously relevant to our question. Both compounding
and incorporation are characterized as mechanisms invoked when “[s]ome entity,
quality, or activity is recognized sufficiently often to be considered name-worthy in
its own right” (Mithun 1984: 848), or “culturally salient” (Amith 2002: 237), which
would at a minimum constitute “lexical idiomaticity” and consequently be relevant
to our goals. On the other hand, MWE adverbs and function items are generally
not considered in the literature, which is notable given their prevalence in Saldo
(as shown in Table 1).
Even though these studies generally fall far short of the sampling standards
expressed by Bakker (2011) – for instance, Lieber & Štekauer (2009) present studies on compounding in 17 languages, out of which 7 are Indo-European – they
are still significantly ahead of the state of the art in typical LT papers on MWEs.
Thus, Sag et al. (2002) deal exclusively with English, and while occasionally nodding at other languages, it is still clear that English is the focus even of the survey
of the field presented in Baldwin & Kim (2010). The already mentioned study by
Savary et al. (2019) is a step in the right direction. They investigate verbal MWEs
43. The importance of MWEs is arguably underrated in traditional lexicography, and this probably also spills over into linguistics in the form of a bias. Thus, the “meanings” studied by Majid
et al. (2015) are assumed to be expressed preferably by single words, as becomes clear from their
description of the coding procedure applied to their experimental data (Majid et al. 2015: 7).
44. Incidentally, this may be one reason for the low presence of MWEs in Saldo, mentioned earlier, since an important source of Saldo entries was a list of headwords from a large conventional
Swedish dictionary, but not any additional information from the entries of that dictionary.
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in five languages, even if their characterization of the investigated languages as
“typologically different” should be understood against the background of the state
of the art in LT; all are European languages, and four of them are Indo-European
(German, Greek, Polish and Portuguese), although representing four separate primary branches of this language family, and the fifth is the European language isolate
Basque.
4. Taking stock: Towards a typology of MWEs?
The present chapter describes and motivates the approach taken in SweFN++ to
the description of multiword expressions, and the theoretical and methodological
questions raised in connection with this work, especially if we would like to think
of it in the wider context of lexical typology.
Against the background presented above: How should we think about crosslinguistic comparability in the domain of MWEs? Are MWEs even meaningfully
comparable across languages? How should we weight orthography, phonology,
grammar, and meaning with respect to each other in such a comparison? What
considerations are specific to LT as opposed to (typological) linguistics?
For reasons given above in Section 3.1, orthographic words cannot be used in a
language-independent characterization of MWEs. We should rather be striving for
something similar to Haspelmath’s (2015: 296) definition of serial verbs in terms
of “comparative concepts” (Haspelmath 2010). The lexical items making up MWEs
could then tentatively be equated with the comparative concept “lexeme” – in the
sense of ‘free construct’, i.e. “a construct that may occur on its own as a complete
utterance” – since “all lexical items have citation forms that are free constructs”
(Haspelmath 2011b: 70).
Thus, we are looking for constructs involving more than one lexeme, where
the behavior of the whole deviates from compositionality (which also needs to be
defined in a language-independent way, of course; cf. Section 3.2 above). From a
typological point of view, we wish to cast as wide a net as possible, i.e. without too
many preconceptions as to what kinds of constructs we will uncover.
In other words, the typological enterprise should be to investigate multi-lexeme
entities (MLEs) with (some) non-computable properties. Whether these MLEs are
also MWEs will depend on the notion of “word” adopted, which in turn most likely
will need to be a language-specific one if it is to be useful in, e.g., LT or lexicography. Presumably, all language-specific MWEs will also be typological MLEs (but
the opposite will not hold; e.g., German compounds are definitely MLEs but may
or may not be considered MWEs).
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There will be difficult cases. If “lexeme” is equated with ‘conventional lexical
entry’, English words such as ongoing or undertake will have to be considered MLEs,
since they are non-compositional and consist of more than one lexeme. On the
other hand, the long “sentence-words” of Eskimo-Aleut or Wakashan languages,
containing only one independent lexeme and a long series of suffixes, even when
lexicalized will not count as MLEs according to this definition. Rather, they will
present themselves as extreme versions of derivational morphology Examples (6)
and (7) – as seen in the Finnish -sto/-stö formations mentioned earlier.
(6) Inuktitut (ike) 
(Eskimo-Aleut, Canada; Dorais 2017: 148)
aupalut-si-guti
something.red-to.make.it.so-that.is.used.to
		 ‘That is used to redden something (=lipstick)’
(7) Nuu-chah-nulth (nuk) 
a. č’apac-o’ał
canoe-perceive
			 ‘see a canoe’
b. č’apac-nak
canoe-possessing
			 ‘having a canoe’

(Wakashan, Canada; Mithun 1984: 888)

As mentioned in Section 3.5, even secondary data on MWEs are largely lacking.
Still, a reasonable first step would be to survey the literature on likely kinds of MWEs
(compounds, incorporation, complex predicates, full-clause nominalizations, etc.),
in order to formulate some tentative generalizations and research questions.
In a longer perspective, the methods developed in LT for identifying MWE
candidates in corpora (see, e.g., Pecina 2010) or even methods for unsupervised
word segmentation (e.g. Hewlett & Cohen 2011), or more generally for terminology
mining (e.g. Wermter & Hahn 2005), could potentially be of great help in taking
this research further. In particular, we would expect such approaches to provide
tools allowing us to treat conventionalization and lexicalization as gradient rather
than categorical phenomena.
Even if grammars or lexicons do not mention MLEs, this information may be
hidden in the text collections often accompanying descriptive grammars. These
text materials tend to be modest in size, so that we would need good methods for
uncovering idiomaticity on the basis of small corpora. Incidentally, we note that
developing a linguistic typological methodology relying on primary rather than
secondary language data is a strong desideratum in any case. A way of identifying
(potential) MWEs in small corpora could in fact be a “killer app” for a new direction
in lexical typology (as well as for conventional lexicography) and constitute a large
methodological step forward in linguistic typology.
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At the same time, the deeper understanding of MWEs resulting from such research should hopefully serve to increase our ability to cope with language-specific
challenges and opportunities arising from dealing with MWEs in practical LT
applications.
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Part IV

Natural language processing applications

Chapter 10

Semantic role labeling1
Richard Johansson1, Karin Friberg Heppin2
and Dimitrios Kokkinakis1
1University

of Gothenburg / 2HeppiLing AB

We investigate the feasibility of automatic semantic role labeling (SRL) using
Swedish FrameNet (SweFN). In the first part of the chapter, we describe a baseline system using a traditional division into segmentation and labeling steps.
These subsystems are implemented as separate machine learning models, and
we explore a wide range of syntactic and lexical features for these models. In the
second part, we turn to the question of how the frame-to-frame relations defined in FrameNet allow us to use the annotated examples more effectively. The
cross-frame generalization methods reduce the number of errors made by the
labeling classifier by 27%. For previously unseen frames, the reduction is even
more significant: 50%.

1.

Introduction

The release of the FrameNet lexical database and annotated corpora (Baker et al.
1998; Fillmore & Baker 2009), as well as other role-semantic resources such as
PropBank (Palmer et al. 2005), have allowed the development of automatic systems
that extract and label semantic relationships between a target word and its semantic
arguments within a sentence. This general task is referred to as semantic role labeling (SRL; Gildea & Jurafsky 2002) and has been proposed as a useful component
technology for applications such as information extraction, summarization, and
machine translation (Palmer et al. 2010).
For instance, given the sentence Yesterday, Jane bought an orange at the cafe, we
are told that the target word bought evokes the frame Commerce_buy and we want to
extract its semantic roles. In this case, we should identify Yesterday as the Time, Jane
1. Parts of this chapter build on and elaborate content previously presented in Johansson et al.
(2012) and Johansson (2012).
Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php, with the following addition(s): ip: punctuation; pa:
preposition complement; ra: adverbial of location; ss: subject.
https://doi.org/10.1075/nlp.14.10joh 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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as the Buyer, an orange as the Goods, and at the cafe as the Place. The labels used
for the slot fillers, correspond to the frame elements of the frame Commerce_buy.
Most research in semantic role labeling has focused on English (Gildea &
Jurafsky 2002; Johansson & Nugues 2007a; Johansson 2008; Màrquez et al. 2008;
Das et al. 2010), the development of a Swedish framenet (SweFN; Borin et al. 2010),
discussed in Chapter 2 in this volume, allows us to investigate the feasibility of
using this resource in constructing automatic role-semantic analyzers for Swedish.
In this chapter, after a brief introduction to SweFN, we describe the design
and implementation of a number of SRL systems based on it. Our first system is a
baseline approach using a conventional design as a series of classifiers operating on
a syntactic tree. However, since SweFN comes with fewer annotated examples than
its English counterpart, its performance leaves room for improvement. To mitigate
this scarcity of annotated data, we then extend the baseline system by investigating
several approaches to reusing data across frames, and we see that these cross-frame
generalization methods result in clear improvements in SRL performance.
2. The Swedish FrameNet
SweFN is a lexical resource under development (Friberg Heppin & Toporowska
Gronostaj 2012), based on the original English language FrameNet constructed by
the Berkeley research group (Baker et al. 1998; Fillmore & Baker 2009). It is found
on the SweFN++ website,2 and is available as a free resource. All lexical resources
used for constructing SweFN are freely available for downloading.
The SweFN frames and frame names correspond to the English ones, with some
exceptions, as do the selection of frame elements including definitions and internal relations. The meta-information about the frames, such as semantic relations
between frames, is also transferred from the Berkeley FrameNet. Compared to the
Berkeley FrameNet, SweFN is expanded with information about the domain of the
frames, at present: general language, the medical and the art domain. The frames
also indicate semantic types.
The experiments described in this chapter were carried out using the version of
SweFN of October, 2011. This version of SweFN covered 519 frames with around
18,000 lexical units. The lexical units in SweFN are defined in relation to Saldo, a
free Swedish electronic association lexicon (Borin et al. 2013; see also Chapter 3
in this volume). Each entry in Saldo corresponds to one sense of a lemma and can
only be associated with one frame. As discussed in Chapter 8 of this volume, this

2. https://spraakbanken.gu.se/en/projects/swedish-framenet-swefn
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can be problematic as different aspects of a sense may fit into different frames.
The solution is to propose a new Saldo entry, or simply to determine which of
the possible frames the Saldo entry should be associated with.3 In this version of
SweFN, there were 31 frames in SweFN which do not match a frame in the Berkeley
FrameNet. Of these, there were eight completely new frames while the others have
been modified in some way.
Crucially for the work presented in this paper, every frame is exemplified with at
least one example sentence. The total number of sentences in SweFN as of October
2011 was 2,974. The most well-annotated frames were Experiencer_obj with
38 sentences, Cause_motion with 21, and Cause_harm with 19. These sentences
form the training material used in the following sections.
3. Semantic role labeling with SweFN
As discussed in Section 1, in FrameNet-based SRL we are given a target word and
the frame it evokes, and our task is to extract and label its semantic roles: the parts of
the sentence that fill a slot in the frame evoked by the target word.4 More generally,
an automatic system may also find frame-evoking target words and determine their
frames, and this task is sometimes referred to as frame-semantic parsing (Johansson
& Nugues 2007a; Das et al. 2010). In this work, we assume that the target words
and their frames are given as input to the system.
Based on SweFN, we implemented a system that extracts the semantic roles for
a given target word with a given SweFN frame. Following Gildea & Jurafsky (2002),
it is common to split the SRL task into two stages:
1. In the first segmentation step, the system identifies the boundaries of the instantiations of the semantic roles for the current target word. For instance, in
the sentence She sent me a letter, with the target word sent, the instantiations
are She, me, and a letter.
2. In the second labeling step, semantic role labels are assigned to the unlabeled
semantic role spans identified in the previous step. In the previous example,
the labels would be Sender, Recipient and Theme, respectively.

3. Alternatively, there is now a “Guest_LU” category in SweFN; see Chapter 8.
4. There is some terminological variation: in FrameNet literature, the term frame-evoking element is used for target words, while the semantic roles are called frame elements. In PropBank
contexts the corresponding terms are predicate and arguments, respectively.
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As in most previous implementations, we used a syntactic parse tree as the basis
of the semantic role extraction; we assumed that the boundaries of every semantic
role coincide with the projection of a subtree in the syntactic tree. The tasks of
segmentation and labeling then reduce to two classification problems on nodes
in a syntactic tree. Most early work in SRL used a constituency-based syntactic
representation (Gildea & Jurafsky 2002; Màrquez et al. 2008) while newer work
often uses dependency syntax (Johansson & Nugues 2007a; Johansson 2008). We
chose the latter approach due to the availability of a Swedish treebank that uses a
dependency representation (Nilsson et al. 2006).
Figure 1 shows an example of how syntactic subtrees correspond to semantic
roles in a a sentence. In the figure, an example sentence is annotated with a dependency tree (drawn above the sentence) and a semantic role structure (below). In this
example, the target word promenerar ‘walks’ evokes the frame Self_motion, and
the four semantic roles correspond to the subtrees of the dependency tree that are
syntactically connected to this target word: vi ‘we’ is a syntactic subject (SS in the
dependency tree) and fills the Self_mover role; söderut ‘south’ is an adverbial of
location (RA) and fills the role Direction; från Lindholmen ‘from Lindholmen’
another adverbial of location that is a Source; and längs stranden ‘along the shore’
is yet another adverbial of location, this time filling the semantic role Path.
IP

RA
RA
SS

Vi

RA

promenerar

Self_mover

PA

söderut

Direction

Self_motion

Source

från

Lindholmen

PA

längs

stranden

.

Path

Figure 1. A sentence with dependency syntax (above) and semantic role structure (below)

3.1

Segmentation and labeling classifiers

As discussed above, the segmentation classifier extracts subtrees from a syntactic
tree corresponding to semantic roles. In a dependency tree, the tree nodes correspond to words, and the segmentation classifier finds the heads of the relevant
subtrees. For instance, in Figure 1, Vi ‘We’, söderut ‘south’, från ‘from’, and längs
‘along’ would be classified positively as semantic role heads, while all other tree
nodes would be classified negatively.
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We implemented the segmentation classifier as a linear support vector machine
using the Liblinear library (Fan et al. 2008). In addition, there is a challenge posed
by the imbalance between the positive and negative classes: for a target word in a
reasonably long sentence, the vast majority of the words are not heads of semantic
roles. To deal with this issue, we used a rule-based pruning algorithm proposed by
Xue & Palmer (2004) to discard a large number of obvious negatives before applying
the segmentation classifier. In the dependency-based version of this pruning algorithm (Johansson & Nugues 2007a), we walk recursively up the dependency tree,
collecting the direct dependents along the way, and discard all other tree nodes.
The labeling classifier was implemented as a linear multiclass classifier with
an output space depending on the frame of the given target word: we only allow
the classifier to output semantic role labels in the frame evoked by the target word.
We trained this classifier using the online Passive–Aggressive learning algorithm
(Crammer et al. 2006). In addition, we imposed a uniqueness constraint on the
semantic role labels output by the classifier, so that every role is allowed to appear
only once for a given target word.
We considered a large number of features for the classifiers, shown in Table 1.
Most of these features are well-known in the general SRL literature; for their definition, see for instance Johansson (2008). We then applied a standard greedy forward
feature selection procedure to determine which of them to include. The features
containing Saldo ID refer to the entry identifiers in the Saldo lexicon. Note that
the part-of-speech (POS) tags have coarse and fine variants, such as Verb and
Verb-Finite-Present-Active respectively, and we considered both of them.
4. Experiments
In this section, we carry out several experiments evaluating aspects of the baseline
SweFN-based semantic role labeler.
4.1

Experimental data and preprocessing

In these experiments, we used the example sentences provided for the frames in
SweFN. Each sentence was part-of-speech-tagged by the HunPos tagger (Halácsy
et al. 2007) trained on the Stockholm–Umeå corpus (Ejerhed et al. 1992), and then
parsed by the LTH dependency parser (Johansson & Nugues 2008a), a second-order
search-based parser. We trained the parser on the dependency-converted version
of the Talbanken treebank (Nilsson et al. 2006).
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Table 1. List of features considered for the segmentation and labeling classifiers
Frame
Frame elements
Target word
Target POS
Target lemma
Target saldo ID
Voice
Position
Target parent word
Target parent POS
Target rel. to parent
Arg. word
Arg. POS
Arg. lemma
Arg. saldo ID
Dep. relation path

4.2

Arg. left child word
Arg. left child POS
Arg. right child word
Arg. right child POS
Arg. left sibling word
Arg. left sibling POS
Arg. right sibling word
Arg. right sibling POS
Subcat. frame
Verb chain has subj.
Controller has obj.
Arg. rel to parent
Arg. set of child dep. rels
Arg. set of child POS
Arg. set of child words
POS path

Cross-validation over sentences

To estimate the performance of our system, we carried out a 5-fold cross-validation
over the set of example sentences since the material is too small to be split into a
training and a test set.
We evaluated segmentation and labeling separately. To measure the segmentation performance, we used standard precision and recall measures: A span was
counted as correctly extracted if its boundaries coincided exactly with one in the
gold standard. Before the evaluation, we normalized the spans by removing punctuation at their boundaries. The segmentation procedure had a precision of 0.706
and a recall of 0.648, and the labeling accuracy was 0.643.
This accuracy can be compared to a baseline accuracy of 0.304 for a classifier
that always selects the most common label for a given frame. The accuracy was
higher for core frame elements than for non-core: 0.719 compared to 0.472.
4.3

Cross-frame role label generalization

The machine learning model used for the labeling stage treats identical role labels
in different frames as equivalent; for instance, the label Time in the Self_motion
frame is regarded as equivalent to the Time label in Commerce_buy. While this
may be seen as a simplification of the FrameNet model, it allows training data for
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role labels to be shared across frames, which may be particularly important in our
setting since the training set is small.
To evaluate the effect of generalization, we trained a classifier using frame-specific labels such as Self_motion:Time and Commerce_buy:Time. In this setting,
the labeling accuracy was 0.525, an drop by 0.118 in absolute numbers from the
accuracy achieved previously. This result shows the effectiveness of a simple label-based generalization; in the future we may compare it to more theoretically
well-founded methods, such as using the frame and role hierarchies defined in
FrameNet (Matsubayashi et al. 2009). In the latter part of this chapter, we will investigate different methods to take the structure of FrameNet into account.
4.4

Analysis of features

Tables 2 and 3 show the results of the feature selection procedure for the segmentation and labeling classifiers, respectively. The features are listed in the order
returned by the feature selection (top to down, left to right), which may serve as
an approximation of their relative importance. The names of features used by both
classifiers are set in boldface. The Frame and Frame elements features were added
manually to the labeling classifier feature set.
Table 2. Features selected for the segmentation classifier
POS path
Arg. rel to parent
Dep. relation path
Frame elements
Arg. POS (Fine)
Verb chain has subj.

Arg. l. child POS (Coarse)
Arg. l. sibl. POS (Coarse)
Controller has obj.
Target parent POS (Coarse)
Arg. POS (Coarse)

We note that the resulting feature sets for the two tasks are fairly different: For the
segmentation task, only structural features have been selected, while the labeling
task needs structural and lexical features. This result may of course change for larger
training sets, where lexical features may be expected to have a more measurable
impact.
4.5

Cross-validation over frames

One potential application of a semantic role labeler is to assist lexicographers annotating examples in a newly created frame where the frame elements are known
but no training data are available. To have an idea of the performance of the system
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Table 3. Features selected for the labeling classifier
Frame
Frame elements
Arg. Saldo ID
Arg. POS (Fine)
Arg. POS (Coarse)
Arg. word

Dep. relation path
Position
Arg. lemma
Target POS (Fine)
Arg. r. child POS (Coarse)

under such circumstances, we made a cross-validation over the set of frames. As
opposed to the evaluation in Section 4.2, there would be no train/test split for the
example sentences associated with a frame; instead, they would be put as a whole
either into the test set or the training set.
In this evaluation, the segmentation quality is almost unchanged compared to
the previous experiment: the precision and recall values were 0.706 and 0.639, respectively. However, the labeling classifier performs much worse in this experiment
and the accuracy drops to 0.494.
Compared to the experiment in Section 4.2, we see that the segmentation system is remarkably robust in new frames: The recall dropped by 1 percent point but
the precision was unchanged. These figures also make sense in light of the feature
selection results from Section 4.4: features for segmentation are structural in nature
while labeling features rely on lexical information.
The poor performance of the labeling classifier in this context shows that we
need to approach cross-frame generalization more carefully. Note that the label
generalization approach investigated in Section 4.3 is necessary in this case – in
other case, no label prediction could be made for frame elements in new frames.
4.6

Increasing classifier robustness by adding cluster features

Since the label classifier uses word features, lexical sparsity may be a problem due
to the small size of our training set. To reduce lexical sparsity, we added features
based on hierarchical clusters constructed using the Brown algorithm (Brown et al.
1992). Similar features have previously been used in applications such as dependency parsing (Koo et al. 2008). The Brown algorithm clusters word into hierarchies
represented as bit strings; for instance, the cluster 10110 is divided into two clusters
101100 and 101101.
We added a feature to the role label classifier representing the cluster of the argument head word. Based on tuning on a development set, we found that it was best
not to use the full bit string, but only a prefix if the string was longer than 12 bits.
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We evaluated the new classifier using the same evaluation protocol, and we found
that the cluster feature improved the classification performance from 0.643 to 0.650.
4.7

The effect of syntactic parser choice

The syntactic parser serves as a backbone of the semantic role analyzer. First of
all, its output directly affects which parts of the text are considered for classification; and secondly, the most useful features are directly derived from the syntactic
trees. This has been noted repeatedly, for instance by Gildea & Palmer (2002) and
Johansson & Nugues (2008b), but there are also SRL systems that try to bypass the
syntactic step (Collobert & Weston 2007). In any case, in a syntax-based semantic
role extraction system the quality of the automatically produced syntactic trees
is crucial.
Since our previous experiments were carried out using parse trees from the
LTH parser, we developed a new system that used MaltParser (Nivre et al. 2007)
instead. This parser was trained on the same treebank. With MaltParser, the segmentation precision and recall values were 0.642 and 0.540 respectively, and the
role classification accuracy was 0.612. This should be contrasted with the results
we get when using the LTH parser: a segmentation precision and recall of 0.706
and 0.648 and a labeling accuracy of 0.643. This shows that the choice of the parser
has a very large impact on the frame element extraction performance. The reason
for the difference in SRL performance is likely due to quality differences in the
underlying parse trees, as previously investigated for English for the same parsers
(Johansson 2008).
4.8

Evaluation in the medical domain

We finally evaluated the system on a new domain: medical text. 211 sentences
were extracted from Swedish medical corpora, and were manually annotated with
frames and their arguments by two annotators. We used a 5-fold cross-validation
procedure where each training part was concatenated with the example material
from the SweFN annotation. In this evaluation, the segmentation had a precision
of 0.673 and a recall of 0.611, and the labeling had an accuracy of 0.526. The fact
that these results are clearly lower than the previous figures shows that there is significant domain sensitivity for the segmenter as well as the labeling classifier and a
need for domain adaptation to the medical domain.
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Table 4. Summary of frame element segmentation results
(CV = cross-validation)
P

R

Segmentation

0.706

0.648

CV over sentences
CV over frames

0.706
0.706

0.648
0.639

LTH parser
MaltParser

0.706
0.642

0.648
0.540

Medical texts

0.673

0.611

Table 5. Summary of frame element classification results
(CV = cross-validation)
Accuracy
Baseline majority classifier
Classification accuracy

0.304
0.643

Core frame elements
Noncore frame elements

0.719
0.472

CV over sentences
CV over frames

0.643
0.494

LTH parser
MaltParser

0.643
0.612

Word features
Word and cluster features

0.643
0.650

Medical texts

0.526

4.9

Summary of results for the baseline systems

The results of the experiments described in the previous sections are summarized
in Tables 4 and 5. As a general observation, the performance figures are lower than
what we typically see for English (Johansson & Nugues 2007b; Das et al. 2010),
which is unsurprising since the amount of annotated examples in SweFN is much
smaller than in FrameNet.
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5. Using the FrameNet relational structure to improve
the semantic role labeler
As we have seen, SweFN is a fairly small resource and not much annotated material is available, and this limits the performance attainable by automatic classifiers
trained on this dataset. In particular, the scarce amount of data makes it very hard
for the machine learning methods to discern general linguistic facts concerning
the syntactic–semantic linking patterns, such as the relation between the voice
of a verb, the syntactic functions of its arguments, and the semantic roles of the
arguments (Dowty 1991).
In the latter part of this chapter, we will investigate how the frame-to-frame
relations described in the FrameNet ontology can allow us to generalize across
frames. This allows the classifier to learn general linguistic facts, and it also leads to
more efficient use of the annotated data. To allow this kind of generalization, we formulate the semantic role selection problem as a classification task with non-atomic
labels: that is, a set of labels instead of a single label. This cross-frame generalization
method reduces the number of errors made by the classifier by 27%, improving the
accuracy from 0.544 to 0.665. When evaluating on frames for which the classifier
has not been trained, the accuracy improves from 0.072 (random performance) to
0.534, a 50% error reduction.
We first describe the implementation of the improved semantic role labeling
system that uses the frame-to-frame relations to improve its accuracy, and we discuss several feature representation approaches that take these relations into account
in order to improve the generalization capabilities of the system. We then carry
out an evaluation of the different representation approaches and finally discuss
the results.
5.1

A classifier using non-atomic semantic role labels

The labeling classifier described in Section 3.1 is a quite typical example of how
semantic role classifiers are normally implemented: in this model, each frame is
independent of all other frames. However, in our case, when the amount of training data is quite small, the limitations of this standard approach become apparent:
–
–

Since there are many frames, the amount of training data for each frame is
very limited.
Basic linguistic facts, such as which roles are likely to appear in subject position,
have to be relearned for each frame.
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To remedy these problems, we developed a classifier using non-atomic labels:
instead of just a simple label Ingestion :Ingestor, the classifier can predict
several labels, using some sort of decomposition into meaningful parts. For instance, we can make use of the frame-to-frame inheritance relations defined in
FrameNet, and analyze the Ingestion:Ingestor label as { Ingestion:Ingestor,
Ingest_-substance:Ingestor, Manipulation:Agent, Intentionally_affect: Agent, Intentionally_act:Agent, Transitive_action:Agent }.
This decomposition and several alternatives will be described in detail in Section 5.2.
As described in Section 3.1, our baseline classifier is a linear classifier trained
using an online learning algorithm (Crammer et al. 2006). Assume that the frame
𝐹 lists a set of semantic role labels l1, …, ln, then the classifier predicts a semantic
role label l* for a given argument a using this model:
l* = arg max w . Φ(a, l)
		
l∈F

Here Φ is a feature function describing features of the argument a taking the semantic role label l, and w is a weight vector produced by some training algorithm.
This classifier model can easily be generalized to the non-atomic case. We then
assume that each role label l can be decomposed using a decomposition function D,
which returns a set of labels. We now apply the feature function to each sub-label
𝜆 instead of the main label l.
l* = arg max

		

l∈F

∑

w . Φ(a, l)

λ∈D(l)

Non-atomic classification has been described in a number of publications. It is
fairly common in text categorization, where hierarchical classification (Moschitti
et al. 2012) is probably the most common type. One of the most similar to ours is
the action classifier by Roth & Tu (2009), which handled a large label set by decomposing the labels into meaningful parts.
5.2

Generalization methods

We investigated several ways of analyzing the labels, and most of them were based
on the properties of the frames defined in the FrameNet ontology, including several different frame-to-frame relations as well as semantic types of the frames.
SweFN does not explicitly define such properties, but since the frames and frame
elements are for the most part based on their English counterparts, we used the
English ontology and assumed that properties of frames including frame-to-frame
relations would carry over to the Swedish frames (see also Chapters 2 and 8 in this
volume). In case a frame was not found in the English FrameNet ontology, we did
not decompose the label.
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The first decomposition method we tried was based on frame-to-frame relations. For instance, the frame Ingestion, evoked by items such as eat and drink,
labels the active participant (who eats or drinks) as Ingestor. FrameNet defines
an inheritance relation between this frame and a more general frame, Ingest_
substance, which itself inherits from Manipulation, and so on. Furthermore,
in a frame-to-frame relation, FrameNet defines correspondences between frame
elements: for instance, the Ingestor in Ingestion corresponds to Ingestor in
Ingest_substance and Agent in Manipulation.
In our model, we used the following frame-to-frame relations:
Inheritance: specific to general, e.g. Communication_noise to Communication.
Subframe: from component to complex, e.g. Setting_out to Travel.
Causative-of: causative to inchoative, e.g. Cause_temperature_change to
Inchoative_change_of_temperature.
Inchoative-of: inchoative to stative, e.g. Inchoative_change_of_temperature to Temperature.
Using: child to parent, e.g. Communication_noise to Make_noise.
Perspective-on: perspectivized to neutral, e.g. Ride_vehicle to Use_vehicle.
To analyze a label in terms of frame-to-frame relations, we applied the transitive
closure of each relation and returned the resulting set. For instance, when applying
the Inheritance relation to the Ingestion:Ingestor label, we get the following set:
{ Ingestion:Ingestor, Ingest_substance:Ingestor, Manipulation:Agent,
Intentional_affect:Agent, Intentional_act :Agent, Transitive_
action:Agent }.
The second decomposition method was based on the semantic type of the semantic role. For instance, the Ingestion:Ingestor role needs to be filled by an
entity of the semantic type Sentient. The decomposition of this role then simply
becomes { Ingestion:Ingestor, Sentient }.
The third decomposition method was based on the simple notion of label generalization: if two semantic roles in two different frames have the same name, then we
use the same label. For instance, we change Ingestion:Ingestor and Ingest_
substance:Ingestor to Ingestor. We normalized the spelling, punctuation, and
capitalization of the labels before generalizing.
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6. Experiments in cross-frame generalization
We evaluated the classifier on the example sentences in SweFN. The frame and
the argument were given to the classifier, which then had to predict the semantic
role. We evaluated in two different ways: In-frame evaluation, where a 5-fold cross-
validation was carried out over the set of sentences, and Out-frame evaluation,
where the cross-validation was done over the set of frames. The out-frame setting
simulates the situation where a new frame has been defined, but no training data
have been annotated. Without any sort of cross-frame generalization, the classification in the out-frame setting becomes a random baseline.
Table 6 shows the results of using the frame-to-frame relations for analyzing
the semantic role labels. We see that decomposition based on Inheritance is by far
the most effective of these, although the highest performance is obtained when
combining all types of relation-based decompositions.
Table 6. Classification results with generalization based on frame-to-frame relations
Classifier

In-frame

Out-frame

Baseline

0.544

0.072

Inheritance
Using
Subframe
Causative-of
Perspective-on
Inchoative-of

0.587
0.558
0.548
0.545
0.545
0.544

0.281
0.205
0.115
0.097
0.081
0.080

All except Inheritance
All relations

0.560
0.596

0.240
0.369

The effect of analyzing labels in terms of semantic type is similar. The in-frame performance is higher than that of relation-based decomposition, while the out-frame
performance is a bit lower. The two generalization methods seem to complement
each other, since we get a higher performance by combining them. Table 7 shows
the results.
Finally, Table 8 shows the effect of using label generalization. This is by far the
most effective method. However, we get even higher performance by combining it
with the other two methods.
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Table 7. Adding semantic type generalization
Classifier
Semantic type
Semantic type + relations

In-frame

Out-frame

0.617
0.635

0.317
0.426

Table 8. Results with label generalization
Classifier
Label generalization
LG + ST + relations

7.

In-frame

Out-frame

0.659
0.665

0.515
0.534

Conclusion

We have presented the first results of experiments on semantic role labeling using Swedish FrameNet. In addition, we have investigated the efficacy of machine
learning features for the segmentation and labeling tasks, and studied how well the
system performs on frames without training material and on a specialized textual
domain.
The performance figure are lower than what we typically see for English
(Johansson & Nugues 2007a; Das et al. 2010), reflecting the size of the training
material, which is fairly limited so far. Due to the small training set size, lexical
features cause the role labeling classifier to suffer from feature sparsity. We tried to
address this problem in two ways: by generalizing role labels across frames and by
adding cluster-based features. Both methods result in clear improvements.
When developing NLP systems for a language where resources are scarce, it
is crucial to make effective use of the available data, and generalizing roles across
frames is one way to utilize the annotated data more effectively. This also makes sense
from a theoretical point of view, since predicting multiple labels allows the machine
learner to learn general facts as well as specifics. For the task of FrameNet-based
semantic role classification, a similar approach was used by Matsubayashi et al.
(2009), who defined a classifier making use of role groups; the effect of the role
groups turns out to be similar to our non-atomic classification approach.
Our experiments showed very significant error reductions when we used the
cross-frame generalization methods. This was especially notable in the case of
out-frame evaluation, which is to be expected since the baseline in this case was a
random selection. The best classifier used all three types of label decomposition,
and achieved a 26% in-frame and a 50% out-frame error reduction.

278 Richard Johansson, Karin Friberg Heppin and Dimitrios Kokkinakis

Annotating sentences is very time-consuming and we will thus have to live with
small training sets for the foreseeable future. However, this constraint may force us
to abandon the traditional, heavily lexicalized, brute-force approaches and instead
lead us into a territory of interesting research opportunities. Possible directions include semi-supervised approaches (Fürstenau & Lapata 2009) and the inclusion of
automatically produced training data (Johansson & Nugues 2006). It could possibly
also be relevant to investigate approaches that integrate the syntactic and semantic
analysis steps more tightly (Johansson 2009).
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Chapter 11

Computational representation of FrameNet
for multilingual natural language generation1
Dana Dannélls and Normunds Grūzītis

University of Gothenburg / IMCS, University of Latvia

Multilingual natural language generation, the process of producing written or
spoken utterances in parallel languages from either structured or unstructured
representations requires large amounts of syntactic and semantic information
to generate an expression that is tailored to the target audience. This information is offered by FrameNet-like resources, which have been developed for a
number of languages. In this chapter, we present a computational FrameNet
grammar resource for multilingual natural language generation. We compare
between English and Swedish framenets to illustrate how these can be unified
under a shared computational representation using Grammatical Framework.
We demonstrate how the grammar was exploited in two practical multilingual
natural language generation applications to facilitate tourist communication and
empower museum users with coherent artwork descriptions.
First learn the meaning of what you say, and then speak.
Epictetus

1.

Introduction

Natural language generation (NLG), a branch of natural language processing (NLP),
has many application areas, like generation of coherent text from structured representation, e.g. financial and sports news, response generation in human-computer
dialog systems, such as specialized virtual assistants aka chatbots, syntactically and
1. Parts of this chapter build on and elaborate content previously presented in the following
publications: Dannélls (2010, 2012); Dannélls (2012); Dannélls & Borin (2012); Dannélls &
Grūzītis (2014a; b); Grūzītis & Dannélls (2017).
Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php, with the following addition(s): dt: determiner; et:
post-modifier; hd: head; ip: punctuation; mad: major punctuation; nn: noun; oa: object adverbial; oo: direct object; pa: adverbial of location; pm: proper noun; pn: pronoun; pp: preposition;
ss: subject; vb: verb.
https://doi.org/10.1075/nlp.14.11dan 🔒 Available under the CC BY-NC 4.0 license
© 2021 John Benjamins Publishing Company
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semantically precise machine translation within the scope of a controlled natural
language (CNL), etc. (Gatt & Krahmer 2018). The task of an NLG system is to
generate written or spoken utterances from either structured or unstructured representation for a specific target audience. Conventional NLG systems are guided by
two main building blocks, the first amounts to deciding what to say (the semantic
content) and the second how to say it (the linguistic expression). These two separate
but interchangeable tasks require access to large amounts of linguistic information.
Traditionally, linguistic information has been acquired manually from text corpora.
However, because manual linguistic acquisition is a laborious effort, automatic or
semi-automatic methods have been suggested as alternatives for extracting information from language resources with rich semantic and syntactic information. One
example of such a resource is FrameNet (or Berkeley FrameNet: BFN).
FrameNet is a lexical-semantic language-specific resource, originally developed
for English by the research group at the International Computer Science Institute in
Berkeley. It builds on the theory for the semantic analysis of natural language called
Frame Semantics (Fillmore 1982; Fillmore & Atkins 1992; Fillmore & Baker 2009).
Following the frame semantics theory, FrameNet is organized around semantic
frames, where semantic elements, called frame elements (FE), are central part of
the frames’ characterizations. An example of a semantic frame with its description
and the frame elements it contains is given in Table 1. Words in FrameNet, called
lexical units (LU) are characterized semantically and syntactically according to
the frame elements of the frame they evoke. This characterization is supported by
linguistic evidence that have been extracted from text corpora.
FrameNet has formed the basis for the development of similar, freely available
resources for a number of languages and domains, including Spanish (Subirats
2009), German (Burchardt et al. 2009), Swedish (Borin et al. 2010; Friberg Heppin
& Toporowska Gronostaj 2012; Chapter 2 in this volume), Japanese (Ohara 2013),
Brazilian Portuguese (Torrent et al. 2014), French (Candito et al. 2014), Korean
(Kim et al. 2016), Hebrew (Hayoun & Elhadad 2016), and Danish (Pedersen et al.
2018). One valuable outcome of this undertaking is a large amount of quantitative
and qualitative information on valency patterns of LUs. This has proven valuable
for solving real-world NLP tasks which require natural language understanding
(NLU) (Baker 2014; Petruck & Ellsworth 2018; Roberts et al. 2018).
Table 1. Surface level semantic representation of the Borrowing frame
Borrowing

Definition:

Core FEs:
Non-core FEs:

The Borrower takes possession of a Theme with the knowledge that
the Borrower will have to give the Theme back to the Lender after a
Duration of time.
Borrower, Lender, Theme
Duration, Manner, Means_of_transfer, Place, Purpose, Time
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Although the majority of these resources follow the structure of BFN, at least at the
surface level, i.e. the semantic representation, as illustrated in Table 1, they contain
distinct annotation layers at the deeper level, i.e. the syntactic representation of the
lexical units and how they are documented linguistically. Consequentially, despite
the rich semantic and syntactic content that is offered by each of the resources
separately, this content can not be accessed uniformly because it is not yet aligned
and formalized computationally across languages. This has been acknowledged recently and there is an ongoing effort to develop a multilingual FrameNet by aligning
existing resources (Baker et al. 2018; Gilardi & Baker 2018) while aiming to find
cross-cultural and cross-linguistic difference and commonalities between semantic
frames. However, there is a limited focus on how to exploit these resources for multilingual NLG applications. In particular, in order to automatically guide choices
that are on the one hand language neutral, determined by the semantic meaning
a message should convey, and on the other hand guided by language-specific linguistic principles, determined by the syntactic form of how to express the message.
In our work, we aim to meet this requirement by making existing FrameNet-like
resources uniformly and computationally accessible for multilingual NLG applications via a shared semantico-syntactic computational grammar and lexicon. Our
intention is to produce a reusable and computational FrameNet grammar that covers a shared subset of verb valency used across framenets for different languages.
Notably, by applying automatic methods to extract and represent linguistic information from two or more framenets, we ensure an interlingual semantic representation of the frame elements and the LUs valency patterns.
2. Comparison of selected framenets
As we pointed out in the introduction, framenets for languages other than English
share, to a large extent, the same semantic representation as FrameNet. On the
deeper level, there are significant differences with regard to the inventory of lexical units, from where they have been extracted and how the example sentences
illustrating their manifestations and FE realizations are encoded linguistically. This
section presents a comparison between two framenets: English and Swedish, and
discusses the differences and similarities in how they document valency patterns
of lexical units.
2.1

Berkeley FrameNet

Fillmore, Johnson, et al. (2003) provide a comprehensive overview of the information that is covered in the FrameNet resource; here we include the parts we find
essential for understanding the approach taken in our work. More specifically, we
focus on the representation of FEs, LUs, and sentence annotations.
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FEs are classified in four groups: core, core unexpressed, peripheral and extrathematic (Ruppenhofer et al. 2016). Core FEs, together with the frame definition,
uniquely characterize the frame, making it different from other frames. Core unexpressed FEs are core FEs that may not be used in descendant frames. Peripheral
FEs such as, for some frames, Time and Place do not uniquely characterize the
frame. Extra-thematic FEs have a broader semantic scope, e.g. Circumstances
and Degree, typically they characterize two or more frames.
Lexical units are derived from the Concise Oxford Dictionary (Pearsall 2003)
and from WordNet (Fellbaum 1998). Example sentences for documenting lexical units have been extracted from the British National Corpus (BNC).2 They are
manually annotated with four annotation layers: (1) the target (LU); (2) frame elements (FE); (3) grammatical function (GF), including Dependent (Dep), External
Argument (Ext) and Object (Obj); and (4) phrase type (PT) such as noun phrase
(NP), prepositional phrase (PP), and verb phrase (VP).
Furthermore, sentences with omitted core frame elements are tagged with a null
instantiation category, expressed to identify an omitted word or phrase (Fillmore,
Petruck, et al. 2003). There are three null instantiation categories: (1) Definite Null
Instantiation (DNI) for expressing omitted anaphoric expression; (2) Indefinite
Null Instantiation (INI) for expressing omitted objects of transitive verbs; and (3)
Constructional Null Instantiation (CNI) for expressing structurally omitted constituents. To illustrate the kind of information we find in BFN, consider Examples (1)
and (2). The examples exemplify the four annotation layers of the sentence The
second piece is painted with bronze and gold leaf of the lexical unit paint.v that is
one of the target verbs of the Create_physical_artwork frame, containing two
core frame elements Representation and Creator.
(1) [Representation The second piece] is [Target painted] [Instrument with bronze and
gold leaf]. [Creator CNI]
(2) paint.v FE: Representation Instrument Creator
PP[with]
CNI
PT: NP
Ext
GF: Dep

Example (2) summarizes the valency pattern of the verb paint derived from the
annotations. Three semantic elements are governed by the verb: Representation,
Creator and Instrument, of which the first two are the verb arguments and the
third is the external argument (the adjunct). Representation, the verb object, is
realized with a noun phrase. Creator, the agent in this passive construction is
omitted, and Instrument is realized with a preposition phrase.
2. http://www.natcorp.ox.ac.uk/

Chapter 11. Computational representation of FN for multilingual NLG 285

2.2

Swedish FrameNet

The Swedish FrameNet (SweFN) resource has been expanded from BFN, which
means it follows the same conceptual structure and theoretical principles of semantic frames.3 However, there are some notable differences between the two resources. SweFN lacks extra-thematic and core-unexpressed classifications, and it
also does not include categories for indicating null instantiation of frame elements.
In contrast to BFN, frames in SweFN are annotated with domain information, and
contain links, wherever appropriate, to the Swedish Constructicon (Bäckström et al.
2014). On the deeper level, there are other, more practical differences between the
resources which we elaborate below.
Lexical units are linked to Saldo (Borin et al. 2013; see also Chapter 3 in this
volume). Example sentences for documenting the valency of lexical units have
been extracted from a selection of corpora in Korp, the corpus infrastructure of
Språkbanken Text.4 LUs and example sentences in SweFN are enriched with linguistic annotations on the word and the sentence level automatically. Annotations
on the word level include lemma, part-of-speech and morphological information
(Borin et al. 2012). Annotations on the sentence level contain syntactic dependency
information, automatically derived from the Swedish version of MaltParser (Nivre
et al. 2007).
To illustrate the kind of information we find in SweFN, consider Example (3)
which documents the semantic annotation of the sentence Mats målade en fresk
av henne på gaveln av ett hus ‘Mats painted a fresco of her on the gable of a house’
containing the verb måla ‘paint’ which is the target of the Create_physical_
artwork frame. Figure 2 illustrates the syntactic dependency tree of the same
sentence.
(3) [Mats]Creator [måla-de]Target [en fresk av henne]Representation [på
Mats
paint-pst
a fresco of her
on
gavel-n
av ett hus]Location_of _representation.
gable-def.sg of a house.
		 ‘Mats painted a fresco of her on the gable of a house.’

3. SweFN mostly uses the BFN frame inventory, however, around 60 additional frames are
introduced in SweFN, and around 15 BFN frames have been modified, these are presented and
discussed in Chapter 8 of this volume.
4. https://spraakbanken.gu.se/korp

286 Dana Dannélls and Normunds Grūzītis

SS

PM

Mats

VB

DT

målade

en

IP

OA

OO

PA
HD

DT

NN

fresk

ET

PP

av

PA

PN

PP

henne på

HD

NN

gaveln

PP

DT

av ett

DT

NN

MAD

hus

.

Figure 2. A sentence from SweFN automatically annotated with part-of-speech tags
and syntactic dependencies

Example (4) illustrates the valency information we find for the verb måla..2. From
the valency pattern of the verb we learn it is realized with three frame elements:
Creator, Representation and Location of representation. The first two
frame elements are the arguments of the verb, the first argument is annotated as a
proper noun (PM) and the second as a noun (NN), they are the subject (SS) and
direct object (OO) respectively. The third element is the adjunct, it is annotated
as a preposition (PP) and is marked with its syntactic dependency category object
adverbial (OA).
(4) måla..2 FE: Creator Representation Loc._of_repr.
POS: PM
NN
PP
DEP: SS
OO
OA

2.3

Summary of the comparison

As can be seen from the annotated sentences provided in this section, the two
framenets feature distinct annotation layers and encoding principles. Our main
point was to show there are differences in the inventory of frame elements and their
syntactic realization governed by the annotated examples.
We can compare the valency information we extract from BFN for the LU
paint.v (see Example (2)) with the information we extract for the Swedish equivalent måla..2 (cf. Example (4)), both are targets of the Create_physical_artwork frame. From this comparison we learn that the valency patterns indicated by
the order of the frame elements do not always follow the same order in the annotated sentences in two framenets. In BFN linguistic realizations are documented
with several layers and phrase type grammatical categories, while in SweFN they are
documented with part-of-speech (POS) and dependency structures (DEP). Apart
from the linguistic annotations, there is another linguistic phenomenon worth
mentioning here. In our specific example we account for a passive construction
in the English sentence (see Example (1)), with an omitted core frame element,
and an active construction in the Swedish sentence (see Example (3)). This kind of
knowledge is especially relevant for NLG applications.
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Although there have been numerous initiatives to align FrameNet with other
lexical resources, most notably with WordNet (see Ferrández et al. 2010, and also
Chapter 5 in this volume), there is no consistent alignment on the lexical level between BFN and SweFN. Therefore finding the exact LU equivalents requires manual
work. The verbs in Examples (1) and (3) happen to have a direct translation, but in
the majority of cases, finding translation equivalents across languages is far from
trivial (also discussed in Chapters 2, 5, 6, and 8 of this volume).
Regardless of whether two or more resources are aligned on the lexical level
or not, it is possible to systematically harmonize valency patterns from different
FrameNet-like resources. In the next section we describe a method for formalizing
the two different FrameNet representations.
3. Computational framenets in Grammatical Framework
As we showed in Section 2, there are notable differences in how the content of
the two framenets is represented linguistically, not mentioning the differences in
the data formats. None of these representations are computational out of the box;
although the data formats as such are machine-readable, these resources cannot
be used as they are for NLU and NLG purposes, i.e. for computing parse trees and
for generating multilingual expressions respectively.
In this section we describe how we formalized the two different FrameNet
representations in a unified and computational grammar library in Grammatical
Framework (GF) (Ranta 2004). Although the GF representation of FrameNet is
limited, its computability and shared abstract syntax – the interlingual layer of GF
grammars – allows for implementation of practical applications (along with their
natural language user interfaces) that benefit from multilingual FrameNet-based
NLG, as we demonstrate in Section 4.
3.1

Grammatical Framework

Grammatical Framework is a grammar formalism, a programming language
and a toolkit for developing and executing multilingual application grammars
(Ranta 2011). The same GF grammar can be used for both parsing and language
generation (surface realization of parse trees). A key feature of GF is that it provides a general-purpose and wide-coverage resource grammar library (RGL)
for over 30 languages (Ranta 2009). Another key feature of GF is the separation between the abstract syntax and concrete syntaxes. The abstract syntax defines the language-independent structure of a grammar library (like RGL) or a
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domain-specific application grammar, while the concrete syntaxes define the
language-specific grammatical and lexical realization of the abstract syntax trees.
For each language, its specific concrete syntax implements a shared abstract
syntax of RGL – interlingual grammatical categories and tree building functions –
thus, providing mapping from trees to strings. The shared abstract syntactic categories and functions allow for rapid and flexible development of multilingual
application grammars without the need of specifying low-level language-specific
details like inflectional paradigms, syntactic agreement, and word order – this is
done under the hood by RGL (Ranta et al. 2020).
The implementation of the concrete syntax of GF RGL will not be discussed
in this chapter; we will consider it as a black box. In Appendix A we give a brief
example-based introduction to the abstract syntax of GF RGL in order to explain
our RGL-based implementation of the multilingual FrameNet grammar library in
Section 3.2. In the following we explain how the abstract and concrete syntaxes
are intertwined.
In GF, the abstract syntax captures the semantic representation of an expression. It consists of a set of categories and functions for capturing the categories
that are conveyed in the expression. For example, we can generate the sentence
I borrowed a book from John by defining a function named Borrowing_rule (see
Example (5)) for the Borrowing frame, consisting of three semantic categories:
Borrower (the person who borrowed the book, I), Theme (the borrowed object,
book) and Lender (from where the object was borrowed, John), and an additional
category Clause (Cl) for indicating that this function should built a clause from the
three semantic categories, i.e. the core FEs of the Borrowing frame.
(5) Borrowing_rule: Borrower Theme Lender → Cl

In the concrete syntax, the syntactic realization of the Borrowing_rule function is determined. Example (6) illustrates how the function is defined with the
help of RGL syntactic categories to linearize the clause with the four functions:
make-clause (mkCl), make-noun-phrase (mkNP), make-verb-phrase (mkVP) and
make-adverbial-phrase (mkAdv). The three semantic categories (Borrower, Theme
and Lender) and the verb, here the transitive verb borrow_V2 that binds them are
fundamental for the syntactic realization of the sentence.
(6) Borrowing_rule borrower theme lender =
		
    mkCl (mkNP borrower)
		
         (mkVP (mkVP borrow_V2 theme)
		
         (mkAdv from_Prep (mkNP lender)))

An example of the corresponding rule in the Swedish concrete syntax is given in
Example (7). As the example illustrates, it is almost identical to the English rule.
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What separates them apart is the verb låna ‘borrow’, defined to realize the sentence
han lånade en bok från John ‘he borrowed a book from John’. The verb is central
to the sentence structure and in GF it can be defined separately for each language.
(7) Borrowing_rule borrower theme lender =
		
    mkCl (mkNP borrower)
		
         (mkVP (mkVP laana_V2 theme)
		
         (mkAdv from_Prep (mkNP lender)))

In the concrete syntax we can compute a number of syntactic realization rules for
each of the three categories in Borrowing_rule. For example, to generate sentences such as I borrowed a book from my friend, or sentences that cater for ellipsis
constructions I borrowed a book yesterday. We can also compute rules for generating
passive constructions. The concrete syntax rule in Example (8) has been computed
to generate the sentence the book was borrowed by me. The passive construction
is established with the GF grammatical category passiveVP, and by switching
between the semantic categories inside the rule.
(8) Borrowing_rule borrower theme lender =
		
    mkCl (mkNP theme)
		
         (mkVP (passiveVP borrow_V2)
		
         (mkAdv by_Prep (mkNP borrower))))

3.2

FrameNet grammar library in GF

A FrameNet grammar library implementation of a frame-semantic abstraction layer
to the GF RGL was originally proposed by Grūzītis et al. (2012), and its potential
utility for NLG applications was demonstrated by Dannélls (2010) and Dannélls
& Borin (2012). Two years later the proposal was advanced into a wide-coverage
implementation of FrameNet grammar library in GF (Dannélls & Grūzītis 2014a;
b), consisting of a language-independent layer of corpus-based frame-semantic
valency patterns defined by the shared abstract syntax of the FrameNet grammar
library, and a language-specific layer, defined in two concrete syntaxes, one for each
language. Additionally, the library provides computational lexicons, covering the
inventory of the lexical units of the language-specific framenets.
The FrameNet grammar library, both the abstract syntax and the concrete syntax layers, are generated fully automatically from the annotated corpus sentences
using the GF RGL. The categories and functions (constructors) of RGL are used for
generalizing and unifying the grammatical types of the frame elements and the target LUs for the set of valency pattern of the frame. Examples (9) and (10) show the
abstract and concrete representations of the Borrowing frame rule. There is a great
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resemblance to Examples (5) and (6). The main difference is that the target verb
and the grammatical categories are visible already in the abstract representation.
RGL greatly facilitates porting the implementation of the GF FrameNet grammar
library to other languages. For the reason that, as it appears, RGL constructors are
often the same for different languages.
(9) Borrowing_rule: Target_V2 Borrower_NP Theme_NP Lender_Adv
→ Cl

(10) Borrowing_rule target borrower theme lender =
		
   
Borrowing borrow_V2 borrower theme (mkAdv from_Prep
lender)

The development of a computational grammar that is based on more than one framenet resource and adheres to several applications requires certain generalizations
and restrictions. To make the FrameNet grammar library robust, we only consider
those frames for which there is at least one annotated corpus example, and where
the frame is evoked by a verb. Moreover, our current implementation represents
only the verb arguments, i.e. core FEs including core unexpressed FEs, while verb
adjuncts, i.e. non-core FEs can be implicitly added by the application grammar developers. Core FEs tend to syntactically correspond to verb arguments, in contrast
to non-core FEs that typically are adjuncts.
We have acquired the shared abstract syntax of the FrameNet grammar library
by extracting a set of common semantico-syntactic frame valency patterns from
the annotated sentences in BFN and SweFN corpora. For instance, the Residence
frame which can be evoked by a one-place verb (e.g. to live) and has three core
FEs – Resident, Co-resident and Location – is represented by several valency
patterns in the BFN corpus. Two of them are given in Examples (11) and (12).
However, because only the first valency pattern is represented in the SweFN corpus,
a single shared valency pattern remained for the Residence frame, namely the
one in Example (11).
(11) Residence: Target_V Resident_NP Location_Adv → Cl
		   e.g. ‘They LIVED at a place called the Half House’
(12) Residence: Target_V Resident_NP Co-resident_Adv Location_

Adv → Cl
		   e.g. ‘I LIVE in one room with my mother’

In addition to the grammatical types of frame elements and target LUs, we also
extracted and unified the grammatical functions of NP-typed FEs: subject, passive
subject, direct object, and indirect object. Although this information is not visible
in the abstract syntax rules of the FrameNet grammar library, as can be noted in
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Example (9), it is used to compute the concrete syntax rules automatically. Taking
this approach we can infer that, for instance, Creator as an NP is the subject,
while Representation as an NP is the direct object of the VP when we compute
an active sentence rule.
3.3

Status of the FrameNet grammar library

The data in the FrameNet grammar library was extracted from BFN version 1.5 and
SweFN in November 2014. Table 1 lists the amount of frames each framenet contained, the number of frames with verbs as targets, the number of verbs the frames
contained and the example sentences annotated with those verbs. The statistics are
taken from Grūzītis & Dannélls (2017) where a comprehensive evaluation of the
acquired FrameNet grammar and lexicon library is given.
Table 1. Statistics from BFN version 1.5 and from SweFN Nov. 2014
(Verb frames = frames with verbs as target LUs; Extracted LUs = verbs covered
in the GF grammar, mapped to GF categories in parentheses)
BFN
SweFN

Frames

Verb frames

Verb LUs

Sentences

Extracted LUs (in GF)

1,020
  995

559
660

3,254
2,887

69,260
4,400

2,831 (3,432)
1,844 (1,899)

From this data we have extracted a set of 869 shared valency patterns (abstract
syntax functions of the FrameNet grammar library), and two lexicons.5 The reason
why the number of extracted LUs is higher in GF is due to alternative verb types,
e.g. the verb affirm in the Statement frame is mapped to two categories transitive
and intransitive. Lexical units extracted from the English and Swedish framenets
are not linked, mainly because there is no information given about their translation equivalence, therefore a specific lexicon was generated for each language.
However, a partial shared lexicon has been automatically derived on top of the
language-specific lexicons, providing a mapping between 703 LUs in BFN and 900
LUs in SweFN.

5. A full documentation of the acquired FrameNet grammar library is available at http://remu.
grammaticalframework.org/framenet/
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4. FrameNet-based multilingual NLG
In this section we describe how the FrameNet-based grammar and lexicon presented in the previous section were exploited in two practical NLG applications.
In the MOLTO project, two prominent user applications have been developed.6
The first one to facilitate tourist communication and the second one to empower
museum visitors with coherent artwork descriptions. Each represents a perspective which is conceptually distinct. The application for generating tourist phrases,
named Phrasebook (Ranta et al. 2010), starts from one language and generates
translations in 24 languages; a process known as text-to-text generation. The application for generating coherent descriptions of museum objects (Dannélls 2012)
starts from data and generates descriptions in 15 languages; a process known as
data-to-text generation. In common with other GF application grammars, they
both generate utterances (sentences or phrases) from a shared interlingua (abstract
syntax representations).
4.1

Accurate generation of tourist phrases

The Phrasebook application has been designed to adhere to the needs of tourists by
covering phrases, initially for 14 and later expanded into 24 languages (Ranta et al.
2010).7 Its design was inspired by successful controlled natural language (CNL)
applications (Fuchs et al. 2008). Following the principles of CNL, Phrasebook covers a large amount of idiomatic and numeric expressions. These expressions were
collected, to a large extent semi-automatically, from corpora.
The semantic representation of the Phrasebook expressions is characterized by
means of the context and situation a tourist typically ends up in. In Example (13)
we present three action verbs, appearing on the left, and their semantic concepts,
within parentheses, together with examples of the linguistic expression they should
be mapped to.
(13) a. ALive(Person, Country) – e.g. ‘we live in Sweden’
		b. AWant(Person, Object) – e.g. ‘I want a pizza’
		c. AWantGo(Person, Place) – e.g. ‘I want to go to a museum’

Example (14) shows a simplified abstract representation illustrating how each of
the three representations is encoded by the FrameNet grammar rules. These rules
6. http://www.molto-project.eu/
7. http://www.grammaticalframework.org/demos/phrasebook/
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comprise the two FrameNet frames: Residence and Desiring. In the case of the
Desiring frame, there are two alternative shared valency patterns found in the
corpora and, consequentially two alternative rules are available in the FrameNet
grammar. These alternatives depend on the grammatical category of the target verb:
for a two-place verb (V2), the core FEs Experiencer (NP) and Focal_participant (NP) are expected; for a verb-phrase-complement verb (VV), Experiencer
(NP) and Event (VP) are expected. Note that any of the expected core FEs can be
left empty. Also note that this abstract representation of frame valency patterns is
shared by all languages.
(14) a. Residence: Target_V Resident_NP Location_Adv → Cl
		b. Desiring¹: Target_V2 Experiencer_NP Focal_participant_
		c.

NP → Cl
Desiring²: Target_VV Experiencer_NP Event_VP → Cl

The concrete syntax rules of the Phrasebook grammar were built on top of the
abstract syntax rules of the GF RGL and FrameNet grammar libraries. In the majority of cases, the only difference between the languages is the choice of linguistic
elements, such as the choice of a target verb or a preposition for a verb-phrase-modifying adverb phrase (Adv ). This can be observed in Examples (15) and (16).
Example (15) illustrates the original RGL-based implementation of the ALive
rule in the Phrasebook grammar. The rule may generate, for instance, the English
sentence We live in Sweden and its Swedish translation equivalent Vi bor i Sverige.
Example (16) illustrates a re-implemented version of the ALive rule. The rule primarily builds on the FrameNet grammar library (the common valency pattern of
the Residence frame is applied to build a clause) but also uses RGL constructors
when necessary (to build an Adv phrase). The difference between the two implementations is that the FrameNet-based implementation has a simpler structure –
one must only provide FE fillers for the selected frame valency pattern without
specifying how these elements are combined together to make a clause.
(15) ALive person country = mkCl person (mkVP (mkVP live_V)
(mkAdv in_Prep country))

(16) ALive person country = Residence live_V person (mkAdv in_
Prep country)

Despite the Phrasebook’s high coverage of idiomatic expressions that cannot easily
be translated using frame semantics or for which our approach would not be suitable as such, approximately half of the clause-building functions in Phrase-book
grammar can be handled by the shared FrameNet valency patterns.
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4.2

Coherent text generation of museum objects

In the MOLTO project, we developed the Painting NLG application to generate
coherent multilingual museum object descriptions from data in Semantic Web ontologies by applying discourse patterns (Dannélls 2012; Dannélls et al. 2012, 2013).
Semantic Web content typically is structured according to specification standards
defined by the Resource Description Framework (RDF) vocabulary (Lassila & Swick
1999; Brickley & Guha 2004). According to these standards a piece of knowledge
is represented as an RDF triple in the form of subject-predicate-object expression.
Following the traditional NLG pipeline architecture (Reiter & Dale 1997), the
task of an NLG system from the Semantic Web is to retrieve a set of RDF triples via
an SPARQL (Query Language for RDF) endpoint (Garlik & Seaborne 2013), and
combine these triples in a way that allows the system to formulate utterances to
convey the information they represent (Duma & Klein 2013). The retrieved triples
have to be ordered and combined to form linguistic expressions, typically guided by
templates predefined manually by a human expert or extracted semi-automatically
from a domain-specific text corpus (Ell & Harth 2014). An example of a set of RDF
triples describing the painting Bacchus is given in Example (17):
(17) a. <Bacchus, createdBy, Leonardo_da_Vinci>
		b. <Bacchus, hasCreationDate, Bacchus_CreationDate>
		c. <Bacchus, hasCurrentLocation, Musee_du_Louvre>

The generation of multilingual object descriptions was originally implemented using the GF RGL library and was later replaced with the FrameNet grammar library
to produce coherent object descriptions guided by the discourse patterns that were
manually defined by human experts. Similarly to the Phrasebook grammar, not
every semantic representation is fully governed by a FrameNet grammar valency
pattern. Mainly because some semantic elements such as the ones for representing time and place are mapped to non-core FEs, currently not covered by the
FrameNet grammar. To exemplify, the triples (a) and (c) in Example (17) have
been fully mapped to FrameNet grammar rules, shown in Example (18). This was
possible because each of the RDF’s predicate corresponds to a verb, and the subject
and object to the verb arguments. In most cases it is a straightforward task to match
the verb with an LU in the lexicon of the FrameNet grammar and further to match
the verb arguments with the core FEs of the identified frame. With some carefully
defined heuristics, this mapping could be performed automatically. In the Painting
application, however, mapping between the RDF predicate and the corresponding
LU was carried out manually.
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(18) (a) Create_physical_artwork: Target_V2 Creator_NP

Representation_NP → Cl
		
(c) Placing: Target_V2 Theme_NP Goal_Adv → Cl

As non-core FEs are not unique to the frame, they can be attached to any clause
depending on the context. Guided by the discourse patterns of the Painting application, the semantic element CreationDate is realized in the same sentence
as the Creator element. Therefore Bacchus_CreationDate (see Example (17))
has been implicitly mapped to the non-core Time element of the Create_physical_artwork frame to yield the sentence Bacchus was painted by Leonardo da
Vinci in 1510 and its Swedish equivalent Bacchus målades av Leonardo da Vinci år
1510, as illustrated in Example (19).
(19) (Eng) DPainting painting painter year =

Create_physical_artwork
		
   paint_V2 painter painting (mkAdv in_Prep (mkNP year))
		
(Swe) DPainting painting painter year =
Create_physical_artwork
		
   
maala_V2 painter painting (mkAdv no_Prep (mkNP year_N
year))

The advantage of this implementation strategy is that it allows us to compensate for
irregular differences between languages w.r.t. the surface realization of non-core
FEs. As can be observed in Example (19), when we construct an adverbial phrase
(mkAdv) to realize the non-core Time element, we add the preposition in (in_
Prep) in the English grammar of Painting, while we avoid a preposition and add
the noun år ‘year’ (year_N) in the Swedish grammar of Painting.
5. Final words
In this chapter, we presented a computational approach to multilingual grammar
and lexicon extraction and generation from FrameNet-annotated corpora. By highlighting the differences and similarities between the two selected framenets, BFN
and SweFN, we showed the feasibility of the approach to formalize and unify their
representations in one computational FrameNet resource grammar library. We
demonstrated the utility of the FrameNet resource in two practical multilingual
NLG applications.
It is important to emphasize that the two framenets differ considerably in size.
There are approximately 6 examples per frame in SweFN and more than 115 examples per frame in BFN. Not surprisingly, this difference has an implication for
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the resulting resource in terms coverage. Yet, we were able to demonstrate that the
grammar captures sufficient information that was exploited by two NLG applications. Despite the quite small number of shared valency patterns, our experiments
support the idea that shared knowledge of this kind is useful for efficient development of multilingual applications. If more framenets will have to be added as
an extension of the FrameNet grammar, at least two alternative implementation
strategies could be considered: (1) an intersection of all languages, which means
that the set of shared patterns inevitably gets smaller by adding each new language,
but the intersection becomes more and more prototypical, provided that the corpora are of a reasonable size and coverage; (2) a union of intersections of language
pairs, which, on the one hand, would lead to functions temporary having no linearization in the one or the other language, but, on the other hand, would be an
efficient way to reveal non-compositional constructions and provide cross-lingual
hints to the FrameNet annotators and lexicographers. Concerning the level of the
grammar representation, one implementation decision we made was the choice of
not representing information about non-core FEs, frame relations, and the domain.
Crucially, absence of non-core elements does not induce any constraints on the selection of the subject and object of the verb and for generating utterances governed
by the grammar rules. However, for frames with an extensive set of non-core FEs,
such as Activity_start containing 15 non-core FEs, this choice might not be
overlooked.
With the advances of artificial intelligence in the context of NLG in general and
NLG from the Semantic Web in particular (Vougiouklis et al. 2018), it would be
interesting to explore how neural network architectures could benefit from computational representation of linguistic resources such as FrameNet and Constructicon
(Borin et al. 2018) for solving real-world NLP problems.
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Appendix A. Brief introduction to the GF Resource Grammar Library
There are more than 60 interlingual grammatical categories and few hundred interlingual syntactic functions defined by GF RGL.8 Example (20) illustrates some of these categories and functions,
and Example (21) illustrates an application of these functions to build an interlingual parse tree
(given in a nested bracket notation) from which the concrete-language expressions he painted a
woman and han målade en kvinna can be automatically computed with the GF toolkit.
(20) PredVP: NP VP → Cl

ComplSlash: VPSlash NP → VP
SlashV2a: V2 → VPSlash
DetCN: Det CN → NP

DetQuant: Quant Num → Det

paint_V2: V2

he_Pron: Pron
woman_N: N

Cl

VP, VPSlash, V2
NP, CN, N, Pron

Det, Quant, Num

UseN: N → CN

UsePron: Pron → NP

In Example (20), the abstract categories are given on the right: declarative clause (Cl), verb
phrase (VP), complement-missing verb phrase (VPSlash), two-place verb (V2), etc. The abstract
function signatures are given on the left, e.g. a Cl can be constructed by applying the function
PredVP to a NP and a VP, while a NP can be constructed either by applying the function DetCN
to a Det and a CN or by applying UsePron to a Pron. In the middle, some abstract lexical entries
are given: paint_V2 generates an inflection table for the V2 verb to paint, he_Pron – for the
pronoun he, and woman_N – for the noun woman.
(21) PredVP
		
      (UsePron he_Pron)
		
      (ComplSlash
		
        (SlashV2a paint_V2)
		
        (DetCN (DetQuant IndefArt NumSg) (UseN woman_N)))

8. See the GF RGL synopsis: http://www.grammaticalframework.org/lib/doc/synopsis/
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The few hundred abstract functions are still too much to remember and use fluently, therefore
GF RGL provides even a higher level uniform constructors, comparatively easy to memorize
and use, that ensure mapping to the actual functions depending on the number and types of
arguments passed to these constructors. This is illustrated in Example (22) which represents the
same sentence as in Example (21).
(22) mkCl (mkNP he_Pron) (mkVP paint_V2 (mkNP a_Det woman_N))
Thus the constructor mkCl in Example (22) maps to the function PredVP because of its two arguments of types NP (yielded by mkNP) and VP (yielded by mkVP) respectively, while the first application of mkNP maps to UsePron and the second application of mkNP – to DetCN (cf. Example (20)).
The particular application of the mkVP constructor recursively maps to both ComplSlash and
SlashV2a functions.
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This chapter describes and discusses the use of resources connected to Swedish
FrameNet++ (SweFN++) in the context of the teaching and learning of language
proficiency and grammatical analysis in Swedish. We illustrate the way in which
different resources in the SweFN++ context can be useful for language pedagogy,
by employing two examples, the Swedish Constructicon and a semantic role exercise on the intelligent computer assisted language learning (ICALL) platform
Lärka. These resources make use of the infrastructure developed within SweFN++
in fundamentally different ways, which are discussed and compared. In addition,
we discuss the possibilities for further development of the language pedagogical
potential of SweFN++, both in relation to ICALL and to other types of resources
and descriptive databases, like corpora, constructicons and framenets.

1.

Introduction

This chapter deals with various ways in which Swedish FrameNet (SweFN) (see
Chapter 2 in this volume), and other resources within the wider Swedish FrameNet++ (SweFN++) context, have been used, and could be used, in language learning
and teaching. Using these resources in a way that benefits language teaching and
learning and complements more traditional approaches, requires, however, good
knowledge of the resources and, in some cases, also relatively advanced linguistic
knowledge. In the following we will describe two examples of how to make use
of SweFN++ in a language pedagogical context in two fundamentally different
1. Linguistic examples in this chapter are glossed using the Leipzig Glossing Rules https://www.
eva.mpg.de/lingua/resources/glossing-rules.php, with the following addition(s): N: noun; NP: noun
phrase; sup: superlative.
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ways. The two resources involved are the Swedish Constructicon (SweCcn; Lyngfelt
et al. 2012; Prentice & Lyngfelt 2016), a descriptive resource, which can be applied
indirectly to language learning, e.g., by creating teaching materials and classroom
exercises based on the entries in the database, and Lärka (Volodina et al. 2014) – a
digital platform for intelligent computer assisted language learning (ICALL) – i.e.,
developed specifically for, and hence more directly applicable to, language learning
and teaching.
The idea that both frame semantics and construction grammar (sometimes in
combination) can be of use in language pedagogy is, at this stage, not a new one any
more and has been explored in a number of studies and projects, e.g., in relation
to the learning and teaching of vocabulary and grammatical patterns (Atzler 2011;
Boas & Dux 2013; Boas et al. 2016; Loenheim et al. 2016; Lindström Tiedemann
et al. 2016). To illustrate the usefulness of resources within the SweFN++ context
for language pedagogy we are mainly going to focus on the use of construction exercises based on SweCcn in the teaching of Swedish as a second language (Håkansson
et al. 2019) and one of the exercises available in Lärka,2 namely the semantic role
exercise aimed at students of linguistics (Pilán & Volodina 2014). The chapter is outlined as follows: In the following section we briefly discuss the relationship between
language technology and language pedagogy in general, before, more specifically,
turning to different kinds of digital resources, both descriptive ones, for example
framenets and constructicons, and so called ICALL resources, like Lärka. The central section of the chapter is illustrating how these types of resources can be applied
to a language learning context. We conclude the chapter by discussing the potential
development of language pedagogical applications within the context of SweFN++.
1.1

Language technology and language pedagogy

Language teaching and learning have always depended on language input as well
as resources such as handbooks (lexica, grammars, etc.) and coursebooks. Today
several of these resources have new formats and new resources exist thanks to language technology. This makes it possible to focus language teaching more on actual
attested forms and frequencies of attested forms in the language, genre-dependent
language, authentic texts etc., all of which can also to some extent develop with
time and computerised resources can help you as a teacher to keep your advice
up-to-date and your materials authentic.
Corpora in language teaching can be used either directly or indirectly (Römer
2011). Indirect uses are usually seen as uses in material design and curriculum
2. https://spraakbanken.gu.se/larkalabb/
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design, whereas direct uses are uses in the classroom or outside the classroom – by
teachers and/or students. Similarly we can say that SweFN++ component resources
such as SweCcn can be used indirectly as a way of deciding what to include in
curricula, course books and exams for Swedish as a second language, by helping to
answer questions such as: What kind of constructions are there in Swedish, what
are their context of use and which are common concrete examples, etc. One of the
aims of the SweCcn project is to describe constructions that can be challenging for
second language (L2) learners of Swedish, which can be potentially benefitting e.g.
for the development of teaching materials (Loenheim et al. 2016). SweFN can, for
example, help us to better understand and analyse the relationship between semantic frames and their Swedish realizations. It also has the potential to illustrate the
main differences in comparison to other languages if e.g. the first languages (L1s)
in a group of L2 learners also have framenet resources (cf. Lyngfelt, Borin, Ohara,
et al. 2018; Friberg Heppin & Friberg 2012). Or they can be used directly in the
classroom, helping learners explore Swedish through that resource, or through an
ICALL-platform such as Lärka where the exercises have already been developed
based on the available SweFN++ resources and can be used straight away.
Direct uses of corpora and language technology in teaching can also be
sub-divided into two further categories. We can use resources such as SweFN and
SweCcn indirectly as teachers by using them in ways similar to handbooks, to find
what is common, to find examples, to test constructions, etc. For instance, one
might use a constructicon to find constructions which might be of interest to let the
students compare it to other similar constructions in authentic texts (cf. Loenheim
et al. 2016). On the positive side this provides teachers (and students) with rich
sources of inspiration, which can be linked to authentic texts and which are continuously being extended. On the negative side, however, there are no ready-made
exercises, only examples to inspire you and help you create your own (cf. Loenheim
et al. 2016; Håkansson et al. 2019).
There are also ways in which the SweFN++ resources can be used directly, inside or outside the classroom to practice language use or analysis. ICALL is a field
within language technology which reuses resources such as corpora and SweFN
to create exercises that are ready to use. This is positive since it saves the teacher
time and it provides exercises based on authentic material. The downside is that
the type of exercise the teacher needs to give to his or her students or the type of
texts he or she would like them to practice on might not be available. The language
might be too advanced still for your learners, or the content might not be suitable
for the age group you are teaching, since authentic materials can contain sensitive
issues and language. In addition, the annotations might not match the theory and
the categories used for a specific course. As a teacher you need to know this and
which ways there are to work around it.
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Framenets, digital lexical and constructionist resources
and language pedagogy
The two theoretical frameworks that our two examples are based on are frame semantics and construction grammar. The frameworks have been intertwined since
the start of their development by Fillmore and colleagues (Fillmore 1988; Fillmore
1982) and they still are very much connected, e.g. through the development of
framenets and constructicons for different languages (Lyngfelt, Bäckström, et al.
2018; Gilardi & Baker 2018; Boas et al. 2019). Data from these resources can, in
turn, be used in other resources, such as online lexica and exercises in the context of
ICALL, but also as the base for other types of teaching materials, e.g., for the second
language classroom (see further in the following sections). In several cases, framenets and constructicons have been developed as interdependent resources, more
or less integrated or closely linked to each other (Boas et al. 2019). Boas, Lyngfelt
& Torrent (2019) describe constructicon resources for different languages in terms
of a frame-relatedness continuum, with the English Constructicon at the one end, as
the most integrated in its framenet, and the Russian Constructicon, which does not
include any direct reference to any framenet, at the other end. Between those two
poles of the continuum there are two other framenet-derived constructicons – for
Japanese and Brazilian Portuguese – and two resources which are located between
the framenet-derived Ccns and the framenet-independent end of the continuum,
namely the German Constructicon and SweCcn (Boas et al. 2019). SweCcn is (described in further detail in Section 2 below) in other words, not as integrated with
SweFN, as some of the framenet-derived constructicons, which e.g. are dependent
on their respective framenets in their description format (and vice versa) (Boas
et al. 2019). However, there is an explicit strategy for achieving and maintaining
compatibility between the two resources. As one central element of this strategy,
explicit pointers are used to link between constructions and corresponding frames
and vice versa in both resources (Lyngfelt, Torrent, et al. 2018; Boas et al. 2019).
There are several reasons for linking the two resources (for further details
see Lyngfelt, Bäckström, et al. 2018; Boas et al. 2019). In a language pedagogical
context, being able to compare descriptions of constructions and corresponding
frames, and the comparability of constructions from different constructicons (for
different languages) are two potentially useful features (cf. Lyngfelt, Bäckström,
et al. 2018; Boas et al. 2019; Loenheim et al. 2016).
Both framenet and construction databases are being used in language learning
and teaching. Friberg Heppin & Friberg (2012) discuss the potential of framenet
databases as resources for communicative language teaching, using examples from
the English, Chinese, and Swedish framenets (see further in Section 3). The English
FrameNet has also served as a basis for the German Frame-Based Online Lexicon
(GFOL), a lexical resource specifically developed for English-speaking learners
1.1.1
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Figure 1. Pointer from a SweCcn entry to the corresponding frame in SweFN

of German (Boas et al. 2016). The dictionary applies both frame semantics and
construction grammar to provide more in-depth information about its German–
English entries (Boas et al. 2016). Basing the entries on semantic frames and including constructional information, sheds light on some interesting lexico-grammatical
and semantic-pragmatic differences between the languages. Consider the following
example, provided by Boas et al. (2016), based on the Grooming frame:
The Grooming frame, for instance, is particularly suitable for the resource, as it
contains common words that are typically taught in introductory language courses
and are necessary for describing one’s everyday activities. There are some instances
of translation difficulties […]: for instance, while English uses the same verb, brush,
for brushing one’s hair and one’s teeth, German employs different verbs for the different body parts (bürsten ‘to brush’ for hair, and putzen ‘to clean/scrub’ for teeth.).
The Grooming frame is also grammatically interesting from a cross-linguistic
perspective, as English sentences realize the possessor of the Body_part with a
possessive determinator (to brush my teeth), whereas German expresses this participant as a reflexive dative object with a definitive article preceding the Body_part
(putze mir die Zähne, lit. ‘brush myself the teeth’).
(Boas et al. 2016: 310–311)

The Russian constructicon is an example of a resource more specifically developed
for language pedagogical purposes (Janda et al. 2018). The development has thus
originally been focused on the coverage of multiword expressions which are seen
as relevant and useful for learners of Russian, but which are not found in dictionaries. Ultimately the project aims to represent the Russian language “in terms of
constructions at all levels from morpheme to discourse” (Janda et al. 2018: 165).
The resource is being developed within the same infrastructure as SweCcn, hence
it is also accessible through Karp (Janda et al. 2018; Boas et al. 2019).
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1.1.2
Language teaching and ICALL
ICALL commonly refers to digitally supported language learning approaches (CALL
proper) enhanced with artificial intelligence (AI) or natural language processing
(NLP) technologies. AI and NLP can process human language in a fine-grained
manner that allows for the analysis of learner language or language materials (Borin
2002). Although a number of examples of the successful integration of ICALL systems in language instruction exists (see Amaral & Meurers (2011) for some examples), there are a number of challenges to consider when developing such systems.
The book by Heift & Schulze (2007) has been called a “depression diary” of ICALL
since it describes system after system which never got used by the intended user –
with only a few fortuitous exceptions. The are a number of reasons for that,3 one
of them being that ICALL focuses foremost on technological possibilities rather
than on learners or teachers and their needs. With existing language resources like
tagged corpora, wordnets, lexicons, part-of-speech taggers, syntactic parsers, etc.,
it is a shame that language teachers still have to produce a lot of learning materials
and tests manually. At a time when pedagogical literature and curricula emphasize
that authentic materials should be used, this is something that could be simplified
a lot through ICALL. (Similarly, as discussed in Section 2, this can be facilitated
by using electronic resources such as SweCcn, with links to other materials and
resources within SweFN++.)
In ICALL application development, there is a sequence of steps that need to
be followed, one of the most important ones being the development of specific
resources and/or collections of data that could be used as the foundation of instructional activities. This is where SweFN (Borin et al. 2010; see also Chapter 2 in this
volume) takes a prominent place – either as a primary or as a secondary resource
in an automated language learning activity (see further Section 2.6).
2. Using resources within SweFN++ for learning and teaching language
proficiency and grammatical analysis
In this central section of the chapter we will present two resources within the
SweFN++ context, SweCcn and Lärka, and discuss how they can be used in the
teaching of language proficiency and/or grammatical analysis. One of several differences between SweCcn and Lärka is that the former is not primarily developed as a
pedagogical resource, which also sets it apart from constructicon resources for other
languages, e.g. Russian and German (Janda et al. 2018; Ziem et al. 2019). SweCcn is
a descriptive linguistic resource, based on the framework of construction grammar
3. https://spraakbanken.gu.se/blogg/index.php/2020/04/30/common-pitfalls-in-the-developmentc12-fn2

of-icall-applications/
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(Fillmore 1988; Goldberg 2013). One of its aims is to describe constructions (see further in the following sections) that are potentially problematic for language learners
and to make the framework of construction grammar accessible in a way that enables
e.g. teachers of Swedish or Swedish as a second language to apply it in a classroom
context (see further Section 2.3). In this way SweCcn can be seen as an indirect language pedagogical resource, partially linked to SweFN and SweFN++. This means
that in some ways SweCcn is similar to a handbook, like a grammar or a lexicon that
one can consult to find examples and detailed descriptions of possible constructions
in the language. In addition, similar to handbooks aimed at L2 learners, it flags items
which are of particular interest when learning Swedish as a second language. It is a
growing resource and it has the added bonus of links to SweFN and to framenets for
other languages, which makes it possible to make comparisons between constructions in different languages (Lyngfelt, Bäckström, et al. 2018).
Lärka is a platform which generates pre-designed exercises for both learners of
Swedish as a second language and for training students in the grammatical analysis
of Swedish (see further in the section below). The different features that Lärka offers reuse material from other resources in Språkbanken Text, such as corpora and
SweFN (Alfter et al. 2019; Volodina et al. 2012, 2013; Lindström Tiedemann et al.
2016). The platform provides the user with exercises based on authentic language,
something which today is often desired in language teaching; and the exercises
are already there so they require no further work by the teacher and can hence be
useful for flipped classroom settings, where digital resources play an enhanced role,
making it possible for students to go through materials at home, freeing classroom
time for problem-solving tasks. Exercises can also be given as homework without
adding extra hours for exercise creation for the teachers, instead letting them focus
on explaining possible issues in completing the exercises.
In the following sections we describe both resources from a language pedagogical perspective. Their connection to SweFN is just one aspect of several from
this perspective and both resources are linked to and make use of other resources
within the research infrastructure of Språkbanken Text in general and the lexical
infrastructure of Karp in particular (Borin, Forsberg, Olsson, et al. 2012; Lyngfelt,
Bäckström, et al. 2018).
2.1

The Swedish constructicon as a pedagogical resource

SweCcn is an electronic resource, comprising descriptions of Swedish constructions,
i.e., “conventional, learned form-functions pairings at variuos levels of complexity
and abstraction” (Goldberg 2013: 17). At the time of writing SweCcn includes c. 400
entries. The resource is freely available through the lexical infrastructure of Karp
at Språkbanken Text, through which it is also connected to SweFN. SweCcn is not
an actual part of the SweFN++ project, but through its incorporation in Karp it has
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become integrated into the lexical macroresource that has been developed within
SweFN++ (Lyngfelt, Bäckström, et al. 2018; for details about the SweFN++ project
see Chapters 1 and 3 in this volume). In other words, SweCcn has been developed as
an independent resource, within an independent research project, but it is partially
linked to SweFN and, furthermore, included in one of the research objectives for
SweFN++, namely the integration and harmonization of several freely available
lexical resources, within the lexical infrastructure of Språkbanken Text (Lyngfelt,
Bäckström, et al. 2018; Lyngfelt et al. 2012; Ahlberg et al. 2013; Loenheim et al.
2016; Prentice & Lyngfelt 2016).
There is a potential for pedagogical implications of the connection between
SweFN and SweCcn, since frame semantics and construction grammar are compatible frameworks, but also because the links between some of the constructions
and the corresponding (evoked) frames in SweFN provide additional semantic
information for the construction (and vice versa) and, in addition, make it possible
to compare constructions in different languages via the links to their respective (interconnected) framenets (Lyngfelt, Bäckström, et al. 2018). However, this potential
has not yet been explored further for SweCcn and is rather to be seen as an area for
future research. In the following we will, therefore, focus on language pedagogical
applications of construction grammar based on SweCcn.
To search for constructions (a single one, or a group of them that share certain
features) in SweCcn one can either choose from a list of construction entries or
types of constructions, or formulate a search expression. Regarding the latter there
are different options, such as searching for particular components of an entry, such
as the unique name of a construction in the database, the definition or the formal
structure of a construction – which requires a certain familiarity with the database
on the part of the user – or a free text expression, which results in a list of all entries
that contain that expression (Prentice & Lyngfelt 2016). Within a language pedagogical context, the target groups for SweCcn are primarily teachers and textbook
writers, since the design of the resource and its interface require a certain amount
of linguistic competence. In other words, it is a resource with the potential to be
used in curricula design, creation of teaching materials, and education of teachers
and linguists (in both Swedish and Swedish as a second language), rather than directly by learners of Swedish as a second language. The project has, however, had
language learning in mind as a context of use from the start (Loenheim et al. 2016),
an aim which is twofold, since constructicon entries that, for various reasons, are
considered particularly relevant for learners of Swedish are added to the resource,
at the same time as SweCcn is also being developed as a linguistic resource for
research in second language acquisition (cf. Prentice & Lyngfelt 2016). There are
two features of SweCcn (both still being developed) that directly correspond to this
twofold aim; one is the category (or type) L2-focus (Swe. inlärningsfokus, circled in
Figure 2), a searchable category containing entries that have been tagged as relevant
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for L2 learners of Swedish, based on the constructicographers’ own experience of
teaching Swedish, as well as, in some cases, learning Swedish as L2, and on the
analysis of constructional deviations in texts produced by L2 learners of Swedish
(for a detailed description of the category and a discussion of its validity see Prentice
& Tingsell 2019). The other feature, also shown in Figure 2, is a link to pedagogical
applications. Currently the user can find several films and video clips, containing
recorded instructions of how to search the database and how to search for examples
of constructions in the corpus infrastructure Korp in Språkbanken Text (Borin,
Forsberg & Roxendal 2012) as well as some examples of classroom exercises built
on the entries in the database. The idea is to gradually build a bank of exercises that
teachers can use as inspiration for construction-based activities in the language
classroom (Loenheim et al. 2016). In collaboration with students of Swedish as
a second language at the University of Gothenburg (most of them teachers, or in
teacher education), a cluster of small-scale classroom studies are currently being
conducted, in order to test construction-based L2 teaching (Håkansson et al. 2019).
The latter is described in the following section.
2.2

Exploring the usefulness of SweCcn and construction grammar
for the teaching of Swedish as a second language

The use of construction grammar in language teaching has not come far yet, and
teaching materials for second language learning in Sweden are mostly based on
other, more traditional grammatical frameworks, treating grammar and lexicon
separately (Loenheim et al. 2016). However, construction-based language teaching
methods have been suggested by several researchers (Wee 2007; Holme 2010) and
teaching with SweCcn as a basis has also been tested in practice with two different
methods; pattern finding and type cases (Håkansson et al. 2019). In the following,
the methods are described as well as two minor studies where the methods have
been tested in the classroom.

Figure 2. SweCcn features for L2 research and language pedagogy
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2.3

Pattern finding

One of the methods is built on the idea of pattern finding which can be defined
as “the ability to create analogies (structure mapping) across two or more complex wholes, based on similar functional roles of some elements in these different
wholes” (Tomasello 2003: 4). Tomasello’s research concerns pattern finding as an
important cognitive process for first language acquisition but these strategies have
also been discussed in the context of second language teaching (Wee 2007; Holme
2010). An exercise with pattern finding typically means that the students are provided with a list of sentences, which can be based on the authentic examples that are
provided for every construction entry in SweCcn, and then asked to draw conclusions about the recurring pattern. The exercise can look like the following example:
Pattern finding exercise
A. Read the sentences below. Can you find a recurring pattern in all of the sentences?
Highlight the pattern.
B. Try to describe the pattern.
a. Form: Which parts can you find? Which parts are the same in the pattern and
which parts can vary?
b. Function: What does the pattern/expression mean? How is it used?
C. Make up your own examples of the pattern. Sentences
(1) en
halv timmes
tv-titt och timmes
matlagning
cooking
a
half hour.sg.gen tv-watch and hour.sg.gen
kanske kunde vara
formeln i
stället för tvärtom nu.
		 ‘Half-an-hour of watching tv and one hour of cooking could maybe be the
formula, instead of, like now, the other way around.’
vila.
(2) Han behövde en veckas
a week.sg.gen rest
		 ‘He needed a week of rest.’
(3) Tio minuters
båtresa från Marstrand ligger ön Ärholmen.
ten minute.pl.gen boat.ride
		 ‘A ten-minute boat ride from Marstrand lies the island of Ärholmen.’
(4) Räkna med några dagars
väntetid.
a.few day.pl.gen waiting.time
		 ‘Expect a waiting period of a few days.’

More example sentences are normally used in the exercise to illustrate the pattern. The construction used here is called en_tids_aktivitet ‘a time’s activity’, [Det
N.gen NP.indf] in SweCcn. The form-function relationship for the construction
is defined as ‘an activity that takes place during the time that the time expression
in the genitive specifies’.
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After reading the examples the first steps in the exercise consist of finding and
describing the recurring pattern. The exercise lets the students discover how the
pattern varies, but also allows them to find the fixed parts of the pattern. In steps (A)
and (B) it is possible to work with different degrees of difficulty, e.g. by the extent to
which a grammatical meta-language is used. In student groups with lower language
proficiency, it is not necessary to specify the different parts of the construction with
linguistic terminology, it can be a sufficient challenge for these students to find the
pattern and see which parts belong together. In such groups, the meta-language
can instead emerge through joint discussions under the guidance of the teacher,
or it can of course also be left out. It can be enough to learn how to use the pattern
(cf. Wee 2007). For students who have a higher degree of language proficiency and
perhaps also a higher degree of metalinguistic knowledge and analytical skills,
the exercise can be used differently. For these students, it may not be challenging
enough to find the pattern itself, but instead more developing to try to describe the
construction as accurately as possible and to use linguistic terms.
The exercise also gives the students the opportunity to discover the productivity of the construction. By reading the different examples the students will see the
lexical shift and discover how the parts of the construction can vary (Holme 2010).
The final step of the exercise, where the students are asked to create their own examples, also contributes to the understanding of the productivity of the construction.
2.4

Type case

Implicit constructional learning seems to benefit from skewed input, i.e. frequent
repetition of a certain instantiation of the category (Casenhiser & Goldberg 2005;
Bybee 2010). The type case method builds on the idea that frequency plays an
important role in language learning (cf. Bybee 2010). The method has a two-step
set-up where the students first learn one frequent example of the construction, such
as a fixed phrase, and use it several times before extending the construction in the
next step, to show the productivity of a more general construction.
The exercise with the construction i_adjektivaste_laget ‘to the ADJ-est
extent’ illustrates how the type case method works (Håkansson et al. 2019). The
corpus tool Korp from Språkbanken Text makes it possible to find a type case with
high frequency which is of importance for the exercise. The construction i_adjektivaste_laget consists of two fixed parts, the preposition i ‘in’ and the NP laget
(approximately ‘the extent, the order). The adjective attribute in the definite superlative form can vary. The meaning of the construction is to describe a phenomenon
that is a bit too expensive, too short, too warm, and so on.
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Type case exercise
A. Read the sentences aloud and think about the meaning of the expression i dyraste
laget. The sentences are authentic examples from newspapers and blogs.
(5) Pizzorna kostar en 100-lapp, vilket är i dyraste
laget
in expensive.sup extent
		 ’The pizzas cost 100 Swedish crowns, which is a little expensive.’
(6) Lite i dyraste
laget kanske men sååå fin!
in expensive.sup extent
		 ’A little expensive maybe, but sooo nice!’
(7) Tyvärr så var det i dyraste
laget för en skjorta.
in expensive.sup extent
		 ’Unfortunately, the shirt was a little too expensive’
(8) Mysig lägenhet men i dyraste
laget.
in expensive.sup extent
		 ’Cozy apartment but a little expensive’

After reading the sentences a discussion about the meaning of the construction
follows. The students work in pairs or the whole group together with the teacher.
When they have jointly found a definition and an understanding of the meaning
of the construction, a couple of exercises with the same example of the construction follow. For instance, by creating their own sentences with the construction
or through discussions of pictures representing the construction. For this specific
construction, i_adjektivaste_laget, there is also a need to discuss the form of
the adjective, which in this case has the definite superlative form. The students
have to understand how to inflect the adjective in order to use the construction
with other adjectives.
The next step (B) is extending the construction to include more variants
(Håkansson et al. 2019). The students first read the sentences with the variants and
try to find the patterns that are the same in all the sentences (C). While they have
now done several exercises with i dyraste laget they will see the pattern with i …
laget that is repeated in the sentences. Through further exercises where they define
which parts that are fixed and which that can vary (D), and also through discussions
about the meaning, the students will see the productivity of the construction. The
final step (F) is to create examples for the extended construction.
One difficulty with this specific construction is that Swedish has two different
inflectional suffixes for the superlative in the definite form, as in (regular) dyr-aste
‘most expensive’ and (irregular) min-sta ‘smallest’. It may be an option to avoid this
difficulty if the students are not yet ready to discuss the different inflections. In
that case the exercise can just include examples with the regular form (-aste). But
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it could of course also be used to challenge the students and raise discussion about
the different inflections of the Swedish adjectives. The exercises below exemplify
the extension of the construction.
B. Read the sentences below.
(9) Jag tycker att min frisyr blev i kortaste laget men den är snyggare
in short.sup extent
än förut.
		 ‘I think my new haircut is a little short, but it looks better than before.’
laget för fyra personer men det går.
(10) Vårt kök är i minsta
in small.sup extent
		 ‘Our kitchen is a little small for four people, but it works.’
(11) Tyvärr var fisken i saltaste laget
in salty.sup extent
		 ‘Unfortunately, the fish was a little salty.’
C. Which expression is being used in all the sentences? Underline that expression in
all of the sentences.
D. Compare the form of the expressions in the sentences in (B above) with i dyraste
laget. Which words vary and which are the same?
E. What do the expressions mean?
1. i kortaste laget
2. i minsta laget
3. i saltaste laget
F. Make up your own examples with the expression i_adjektivaste_laget.

2.5

Applying construction-based L2-teaching in the classroom –
two small-scale studies

The pattern-finding exercise and the type-case exercise, have been tested in the
classroom in two minor studies (Håkansson et al. 2019). The first study explores
pattern finding with different constructions and with different conditions for the
students. The students tried pattern-finding exercises in the classroom where
the teacher could support the understanding of the exercise, but they also tried
pattern-finding exercises in homework and in an exam. In the second study the
two methods were compared.
The students in the two studies differ in their knowledge of Swedish (Håkansson
et al. 2019). In study one the participants were university students with advanced
knowledge of Swedish and in study two the students were all at a lower proficiency
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level of Swedish. The constructions for the two studies were chosen to fit the proficiency level of the students. The data from these two limited studies do not allow
for any general conclusions regarding the effectiveness of the two methods, but
there seems to be a similar outcome for both methods. Type case seemed to be
easier in the first step but the extension of the construction was as demanding as the
pattern-finding exercise. Although there was a difference in the students’ language
proficiency, the two studies show the same result when it comes to how challenging
the exercises are. Defining form seemed to be easier than describing the meaning
of the pattern and identifying the pattern is easier than creating of own examples
or characterizing the pattern (Håkansson et al. 2019).
More research is needed to test these two methods in teaching and there is
also a need to further develop pedagogical applications for the material in SweCcn.
Research about language acquisition and construction grammar is growing
stronger, and the development of teaching materials is just beginning. Using and
further developing SweCcn as a pedagogical resource can contribute to this work.
2.6

SweFN for learning linguistic analysis – semantic roles in Lärka

Lärka is an ICALL platform (Volodina et al. 2012, 2013; Lindström Tiedemann
et al. 2016; Alfter et al. 2019) which initially had two components – one for learning
Swedish as a second language through proficiency exercises and one for learning
to analyse Swedish grammar. However, it has been extended to other purposes in
relation to second language acquisition research (for more information see Alfter
et al. 2019). The exercises for training of the analysis of Swedish grammar all offer
the learner sentences from authentic texts and consist of three types of exercises:
(1) parts of speech; (2) syntactic functions; and (3) semantic (or thematic) roles. It
is this final exercise type that integrates SweFN (Pilán & Volodina 2014).
Semantic roles, i.e. the descriptions of the participants involved in a situation
or an event expressed in language, in Lärka are trained on a reduced set of frame
elements, equivalent to participants defined in semantic roles (Friberg Heppin &
Friberg 2012), where the SweFN elements have been mapped to a set of 12 semantic roles (see Table 1) to make them easier to grasp by students just beginning to
learn about semantic roles. The mapping between the original SweFN roles and
the coarser grained roles was performed based on the frame element taxonomy
(Litkowski 2010). For additional details about the mapping, see Pilán & Volodina
(2014). These particular roles were chosen after careful consultation of Fillmore
(1968), Teleman et al. (1999) and Jurafsky & Martin (2009). However, twelve roles
are still a lot more than the roles usually covered in introductory textbooks and
during introductory lectures. In addition, textbooks tend to vary as to which roles
they include and how they modify the meaning of certain roles to be able to use
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Table 1. Semantic roles in Lärka
English terms

Swedish terms

agent
experiencer
theme
recipient
instrument
location
goal / direction
source / origin
time
manner
purpose
cause

agent / agens
upplevare
föremål för aktionen
mottagare
verktyg / instrument
plats
mål / riktning
källa / ursprung
tid
sätt
syfte
orsak

them for somewhat broader categories. Still, working with the exercises in Lärka
is beneficial for students.
Figure 3 shows the user interface of the semantic role exercise. The student is
presented with a sentence where one part is highlighted. They then have to select the
semantic role which they find most appropriate from a drop-down menu with one
correct answer and four distractors (i.e. the wrong answers in the drop-down menu).
Semantic roles can be practised in three different modes:
–
–
–

self study
diagnostic test (3 sentences for each of 12 roles)
test

Figure 3. The user interface of the semantic-role exercise in Lärka
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Table 2. Semantic groupings of roles
Actor

Undergoer

Place

Other

experiencer
agent
–
–
–

theme
patient
recipient
–
–

location
origin (source)
direction (goal)
–
–

purpose
cause
manner
instrument
time

All exercises consist of a sentence selected from the manually annotated sentences
in SweFN. This amounts to c. 6,000 sentences, from which sentences shorter than
seven tokens were excluded to allow for a sufficient amount of context to make a
decision. In each exercise, one word or phrase (see Figure 4) is highlighted in the
sentence based on the manual annotations from the resource. The learner then
gets a drop-down menu where they have to choose between five different roles and
decide which best fits the highlighted segment.
Setting up the distractors proved a challenge, but this was finally solved through
a combination of three principles (1) grouping the semantic roles into four larger
groups (see Table 2); (2) relying on frequency information; and (3) randomness (see
Pilán & Volodina 2014). Hence the first distractor should be one that is semantically
related (i.e. from the same group), the second and third distractors should be from
the same frequency-band and the fourth should be random. The roles in Lärka are
given both in Swedish and English.
After selecting your answer you find out whether it was right or wrong. If you
are using self-study mode you get a chance to reconsider and choose another option
if you were wrong, whereas in test and diagnostic mode you will be told the correct
answer straight away. The diagnostic test also gives you a summary of your results at
the end including the sentence, your answer, the distractors and the correct answer
so that you can consult your teacher for further explanation or save it and come
back to it later to see if you understand it better after some more practice (see Alfter
et al. 2019 for further details).
Practising and learning semantic roles with Lärka is something which learners often find difficult, but still rewarding. It is best done in pairs since it is quite
common that the learners’ answer (especially the first time they do this exercise) is
different to the one given in Lärka, because the roles or definitions they are used to
may not be the same as those in SweFN. However, if learners work in pairs and use
the example as a basis for discussion with a peer or a teacher, practising to argue
for their own choice and to analyse the reason for the choice in SweFN, they can
reach a much deeper understanding. In an initial user study most learners also did
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say that they found the exercise rewarding, even though the teacher found that she
had to explain these exercises more than the Lärka exercises for parts-of-speech
or syntactic relations (Pilán & Volodina 2014; Lindström Tiedemann et al. 2016).
The fact that Lärka uses authentic material from manually annotated corpora
means that learners meet the type of language that they may need to be able to
analyse at a later stage, rather than constructed textbook examples. Course books
in Swedish grammar and linguistics also quite rarely include any type of examples
or exercises on semantic roles, which means that learners often find these quite
hard to grasp, since analysis and grammar are very much something that has to
be learnt through exercises and trial and error. In Lärka there is a large set of exercises, which makes it possible to come back and practice again with a different
set of sentences.
During the implementation of the semantic-role exercise in Lärka, the structure
of SweFN facilitated an easy and fast automatic extraction of the example sentences.
A major challenge when developing the SweFN-based exercise in Lärka was mapping the original fine-grained labels to coarser roles which would be more suitable
for pedagogical purposes. One of the reasons for this was that the number and the
names of the semantic roles differ across different sources in the literature.
A potential improvement of the exercise design would be incorporating additional linguistic annotations to the example sentences. This would also offer the
possibility for learners to observe and better understand the interaction between
linguistic elements at different linguistic levels. Such annotations could be added to
the resource either manually or, with a small margin of error, automatically, with the
help of a syntactic parser and word sense disambiguation tools. A variety of such
tools for Swedish are available via Sparv (Borin et al. 2016), an annotation pipeline
developed at Språkbanken. Further possibilities for improvement and development
are discussed in the next section. SweFN++ is also available in a Linguistic Linked
Open Data format, a standard which allows for easier automatic processing and
interlinking of lexical resources. This could be leveraged in future pedagogical NLP
applications to group information from other SweFN++ component resources, such
as Saldo and the Swedish WordNet (see Chapters 3 and 5 in this volume).
3. Developing the language pedagogical potential within SweFN++
Anyone who has been involved in teaching languages can confirm that there is
always a need for new materials. Wilson (1997), for instance, writes about the
problem of addressing students of different levels and creating materials for learners
with varying previous knowledge:
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In language course-design there are two major problems:
How to provide a range of materials to meet the needs of students with different
abilities.
How to provide at every ability level enough exercises to ensure that a student is confronted by a different set of examples whenever he or she uses the
language-learning program. 
(Wilson 1997: 117)

Corpora are a valuable source of additional learning materials since they demonstrate authentic language use and offer easy access to a substantial amount of examples illustrating a wide variety of linguistic phenomena. The positive effect which
the use of corpora can have on learners’ progress has been shown, among others, by
Cobb (1997) and Cresswell (2007). There are a number of studies which showcase
the usefulness of corpora in ICALL applications targeting L2 teaching, among others for automatically determining the proficiency level of texts. François & Fairon
(2012) and Xia et al. (2016) re-used texts from L2 coursebooks and exams for this
purpose, while Salesky & Shen (2014) employed texts written for L1 readers and
reassessed by second language teachers. Corpora have also been a popular choice
for automatically generated exercises. In addition, web texts have been used as a basis for reading exercises (Heilman et al. 2008) and grammatical exercises (Meurers
et al. 2010) for L2 learners as well as L1 reading material (Miltsakaki & Troutt 2008).
SweCcn makes use of corpora by illustrating the authentic use of the constructions with example sentences from the material accessible through the Korp infrastructure in Språkbanken Text (Prentice & Lyngfelt 2016; Lyngfelt, Bäckström, et al.
2018). The corpora are also used as an empirical basis in the analysis involved in
creating new construction entries in the database (Lyngfelt, Bäckström, et al. 2018).
In a similar way, the Korp infrastructure has also been used in training students
of Swedish as a second language (at both linguistic, and teacher-training courses)
in constructional analysis. SweCcn has an indirect connection to Korp via the
Saldo lexicon (Lyngfelt, Bäckström, et al. 2018) but there is no direct link between
the examples for a given construction in SweCcn and the corpora they have been
extracted from. A closer connection between SweCcn and Korp, e.g. by enabling a
direct link between examples and their wider context in the corpus or incorporating
corpus statistics, e.g. regarding the frequency of examples or the most common
lexical components, into the construction entries, would have a potential to benefit
the language pedagogical relevance of SweCcn (and, to some extent, Korp). This,
however, requires both further system development and linguistic analysis and
might not be easily accomplished in the foreseeable future. At the present stage, the
pedagogical usefulness can be increased by greater parallel use of SweCcn and Korp,
e.g. to extract the most frequent examples of a certain construction (in different
types of language use) for construction-based teaching materials and classroom exercises. For more advanced (adult) learners, searches for given constructions (taken
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from SweCcn) in Korp can even be integrated into construction-based teaching.
Another way to further develop SweCcn as a pedagogical resource is, of course,
creating a larger bank of exercises and other construction-based teaching materials,
which can be accessed through the database (Håkansson et al. 2019; Prentice &
Lyngfelt 2016), work that is currently still in its beginnings.
The pedagogical potential of the links between constructions in SweCcn and
the corresponding frames in SweFN has, at the time of writing, not been explored
in any depth, even though it has been mentioned (cf. Ehrlemark 2014). Experiences
from other projects, e.g. GFOL (Boas et al. 2016), suggest that combining frame
semantic and constructional information can provide a more in-depth description
of the relationship between form, meaning/function, and usage that is potentially
beneficial for learners. Also the contrastive aspect of comparing constructions via
the corresponding frames (Lyngfelt, Bäckström, et al. 2018) is a potentially useful feature from a language pedagogical perspective. In recent years an important
aspect of constructicon development has been the effort to align constructicons
for different languages (Lyngfelt, Torrent, et al. 2018). This allows for contrastive
research in construction grammar, which also is a potentially interesting field from
the perspective of second language learning and teaching. Regarding the SweFN,
as well as the SweCcn database and their user interfaces, there is the need for a
linguistically competent person to edit the material according to the proficiency
level and metalinguistic knowledge of the learners, before it can be used in the
classroom or in teaching materials.
In ICALL development, the success of a pedagogical application depends
largely on three forces joined together: linguistic resources, pedagogical design
and NLP-based implementation. The interaction of these forces can be described
like this: major success lies with the resources used as the basis for an application
or exercise, next in importance is the pedagogically motivated and mature design
and format of a learning activity, and finally – given that the two building blocks
are robust and appropriate, comes the implementation of an algorithm and user
interface. Resource(s), according to this, are at the heart of any educational (and not
only educational) NLP application and have a considerable impact on its strength
and weakness. The value of a digital resource as a building block for automated
language learning applications, in turn, depends on:
1. the focus of the original resource, its theoretical and linguistic dimensions.
How well does it align with the learning objectives? Sometimes it takes a fair
amount of creativity to find a way to align a linguistic resource with a language
learning syllabus. A focus that could be useful for a language learning application is, for instance, correction annotation (also known as error correction)
of learner texts.
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2. the type of annotations and consequently their usefulness for language learning
and teaching. If we take the example of correction annotation (aka error annotation) as a focus, the tagset can be based on linguistic structure (orthography,
morphology, syntax), on a type of formal corrections (replacement, deletion,
addition, etc) or the source of an error (transfer, closeness of keys on a keyboard, etc). The type of annotation will influence how/where the resource can
be applied.
3. the reliability of annotations. The granularity of tagsets can be useful for building linguistic theories or generalizations, but it can also become a source of
inconsistencies. Practice shows that the coarser the tagset, the more reliably
it is applied during the manual annotation stage. If it is difficult for manual
annotators to agree on a judgment, it will be even more difficult to replicate it
with automatic approaches. 
(cf. Hovy & Lavid 2010)
We have seen that the semantic roles used in the Lärka-based exercise for linguists
have caused a number of disagreements on the side of teachers and students. There
can be several reasons for that – difference in theoretical views between university
syllabi and FrameNet’s theoretical approach, inaccurate mapping between the original frame elements and the more abstract semantic roles, or simply lack of consistency in the annotation process. However, we have also seen that even a weakness
of this kind can be turned into an advantage by creatively thinking teachers, since
it can be used as grounds for discussion and a way of illustrating the fact that there
are often different ways in which something can be analysed and that this is why
you need to be able to argue for your analysis. Often students have an initial belief
in everything having one right answer and many wrong answers. This way we can
clearly illustrate that this often is not the case since there are different theories and
different ways of interpreting linguistic phenomena.
Reusing accessible corpora and lexica for exercise generation, however obvious
or natural it might seem, is not necessarily easy or wide-spread. There are various reasons for that, among others that exercises need to be based on appropriate
(from a learning point of view) texts, sentences or target vocabulary and grammar. The process of manual pre-selection of those is labor-intensive, whereas automatic pre-selection is relatively error-prone. Luckily, SweFN can boast the manual
pre-selection and annotation of a set of lexical items and sentences (for a certain
range of features) that can be effectively reused in language learning-and-teaching
scenarios, as has been witnessed by a successful implementation of an exercise for
training semantic roles for students of Swedish linguistics (Pilán & Volodina 2014).
The exercise has been in use at some Swedish and Finnish universities since its
implementation (see Lindström Tiedemann et al. 2016). SweFN can also be used in
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other language learning scenarios, as argued by Atzler (2011), Boas & Dux (2013)
and Friberg Heppin & Friberg (2012).
Before using any corpus, lexicon or library of examples for a pedagogical activity, one should be well acquainted with those resources (Peters 1997). Corpora
and lexica are rich sources of linguistic information, yet there are a number of constraints that come with them. It is not only a question of which linguistic features
that are present in them, e.g., in the form of added annotations. It is also a question
of what the topic of a randomly selected text or sentence is, what their difficulty
level is, and a number of other aspects that are relevant to language teaching. Thus,
technology, language resources, and pedagogy need to go hand-in-hand in ICALL
development. Figure 4 shows relations and dependencies between the resources
used and pedagogical considerations, where the top layer demonstrates the role a
language resource plays, and the lower layer shows how the pedagogical requirements and aims influence the resulting use of the resource in a pedagogical activity.
Regarding the further development of the language pedagogical potential of
Swedish FrameNet, there are various ways of using SweFN both as a primary resource and as a secondary resource in an NLP-based language learning application.
An example of the latter is mapping lexical units to the frames they evoke and using
those as topical/domain information for analysis of texts used for language learning,
or for classification of vocabulary items by language proficiency level, where it was
shown that topic as a feature is a very strong predictor (Alfter & Volodina 2018).
Division of vocabulary into grammatically important subclasses for language learners, such as into stative and durative verbs, could – hypothetically – also be performed through verbs classified under certain types of frames, e.g. the Awareness
and Cogitation frames would be suggestive of stative verbs, like know, imagine,
presume; whereas the Self_motion and Change_posture frames would most

Language-specific
resourse or
corpus

Necessary
information from
the resource

Pedagogical
requirements &
aims of an activity
(exe design)

Retrieving
examples
satisfying the
requirements

Didactic
application of
the information
(requirements)

Exercise
implementation

Algorithm for
an exercise and
for scoring

Figure 4. Interplay between linguistic resources and pedagogical/didactical
considerations in ICALL application development
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likely list dynamic verbs, such as trod and dart. The same feature could be explored
for capturing stylistic effects in sentences where LUs with clearly opposite frames
are used, e.g. How wonderful to be robbed when you are abroad! where wonderful
and robbed are clearly opposite in sentiment (whether this is captured by frames
or not needs to be tested).
One of the most appealing features of SweFN for the pedagogical context is the
possibility to list related vocabulary for each lemma that is defined with respect to
a frame in SweFN and the lexical units that evoke the frame. A set of related words
can be used as a sort of explanation of a word which a learner is unfamiliar with (see
Figure 5, listing words related to sibling, like lillasyster ‘younger sister’, bror ‘brother’,
or tvilling ‘twin’), to generate a list of semantically related words as distractors in
an exercise, or to suggest an alternative (but semantically related) word to avoid
repetition in student writing.
Friberg Heppin & Friberg (2012) argue for the usefulness of framenets for
communicative language teaching purposes. The authors emphasize the potential
of the resource to aid the development of course syllabi, especially regarding decisions around the order of presentation of new linguistic phenomena. A guiding
principle behind a FrameNet-inspired organization would be the semantic relationships between frames and frame elements. Elements belonging to the same
frame could be introduced together, and related frames could be taught in a sequence. According to the authors, the advantage of such an organization is that it
reflects a more communication-centered, “natural flow” compared to a grammar
focused syllabus.
Since FrameNet is based on semantic units and the frames allow for interoperability and easy re-use across languages (cf. Boas et al. 2016), the resource is
particularly suitable for multi-lingual NLP applications in general and pedagogical
applications in particular as also Friberg Heppin & Friberg (2012) have pointed
out and as has been applied e.g. by Boas et al. (2016) in GFOL (see Section 1.1.1).

Figure 5. Related words for the word syskon ‘sibling’
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To sum up, there are multiple ways in which Swedish FrameNet++ can be explored
further, regarding the (automatic) generation of materials for language learning. It
is worth studying SweFN++ and associated resources in more detail to grasp their
versatility and their applicability to language learning. Users must know what’s
inside the database or corpus if they are to be able to interpret the data drawn from
it properly and be able to use the richness of manual annotation invested into it.
“Know thy database” is our twenty-first-century commandment to students, teachers and researchers alike. Don’t be dazzled by the sheer size of the database, and
be sure that you critically evaluate its appropriateness for the task at hand (Peters
1997: 176).
4. Concluding remarks
At a time when pedagogical research and curricula are emphasizing the use of
authentic material and student-centred teaching (Loenheim et al. 2016; Boas et al.
2016; Lindström Tiedemann et al. 2016) there are many reasons to emphasize and
to further explore the possibilities which lie in computational resources such as
those that are part of, or connected to SweFN++. This can be done both in the
way of ICALL (cf. Lärka) and in less technical solutions such as exercise banks,
highlighting of certain constructions, which can pose challenges for learners, and
illustrations of what the resources are and how they can be used (cf. SweCcn).
In addition we can note that making use of resources through ICALL can also
make it possible to log what learners can and cannot do to facilitate further research
on how things can best be learnt, and possibly also as a way of collecting crowd data
on alternative analyses of language. Valuable impulses for research about second
language learning can also come from the further analysis of the data in SweCcn.
One aspect that is looked at more closely, is the development of systematic selection criteria for the L2-focus category (Prentice & Tingsell 2019). An important
step in this undertaking is further research about constructional properties, and
usage that can cause challenges in the context of second language learning. Adding
to the knowledge about this issue would not just be an important contribution to
the development of SweCcn but also to the research fields of usage-based second
language acquisition and construction grammar in general. In this article we have
presented how two resources connected to SweFN++, SweCcn and Lärka, have
made use of constructions and frames for pedagogical purposes, as well as given
some examples of how this could be extended in the future. Research areas such
as ICALL and frame semantics and constructional (usage-based) approaches to
language learning have become increasingly important and are constantly evolving. The resources and approaches discussed in this chapter have the potential to
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complement more traditional approaches to the teaching of language proficiency,
metalinguistic knowledge and linguistic analysis in important ways, the possibilities
for active, analytical, and self-sufficient learning being one of them.
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Large computational lexicons are central NLP resources. Swedish
FrameNet++ aims to be a versatile full-scale lexical resource for NLP
containing many kinds of linguistic information. Although focused on
Swedish, this ongoing effort, which includes building a new Swedish
framenet and recycling existing lexicons, has offered valuable insights
into general aspects of lexical-resource building for NLP, which are
discussed in this book: computational and linguistic problems of lexical
semantics and lexical typology, the nature of lexical items (words and
multiword expressions), achieving interoperability among heterogeneous
lexical content, NLP methods for extending and interlinking existing
lexicons, and deploying the new resource in practical NLP applications.
This book is targeted at everyone with an interest in lexicography,
computational lexicography, lexical typology, lexical semantics,
linguistics, computational linguistics and related fields. We believe it
should be of particular interest to those who are or have been involved
in language resource creation, development and evaluation.
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